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OSPF; Anatomy of an Internet Routing Protocol
Written for TCP/IP network administrators, protocol designers, and network application developers,
OSPF: Anatomy of an Internet Routing Protocol gives the most complete and practical view of the
inner workings of Internet routing. OSPF (Open Shortest Path First) is a common TCP/IP routing
protocol that provides robust and efficient routing support in the most demanding Internet environments.
A methodical and detailed description of the protocol is offered and OSPF's role within the wider context
of a TCP/IP network is demonstrated.

Practical throughout, this book provides not only a theoretical description of Internet routing, but
also a real-world look at theory translated into practice. For example, Moy describes how algorithms are
implemented, and shows how the routing protocols function in a working network where transmission
lines and routers routinely break down.

Readers will find clear explanations of routing fundamentals, such as how a router forwards packets,
IP addressing, CIDR (Classless Inter-Domain Routing), the routing table, Internet routing architecture, and
the two main routing technologies—Distance Vector and link-state algorithms. OSPF is discussed in depth,
with an examination of the rationale behind OSPF's design decisions and how OSPF has evolved to keep
pace with the rapidly changing Internet environment. Topics covered by the book include:

• OSPF areas and virtual links
• NBMA (Nonbroadcast multi-access) and Point-to-MultiPoint network segments
• OSPF configuration and management
• Interaction with other routing protocols
• OSPF cryptographic authentication
• OSPF protocol extensions, including the Demand Circuit extensions
and the multicast extensions to OSPF (MOSPF)

IP multicast and multicast routing are also discussed. Methods for debugging routing problems are
explained, and are supplemented with a catalog of available debugging tools. An OSPF FAQ answers
some of the most frequently asked questions about the OSPF protocol. The book also offers side-by-side
comparisons of all the unicast and multicast routing protocols currently in use in the Internet.

Readers will gain a sophisticated understanding of Internet routing and of the OSPF protocol in
particular. Moreover, the book's practical focus will enable you to put this knowledge to work in your
network environment.
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Preface

Introduction

The Internet is a global communications network. With connections in more than 100
countries, tens of millions of people use the Internet for business, education, and recre-
ation. Electronic commerce is beginning on the Internet as businesses connect to sell their
products and services. Academics collaborate over the Internet by exchanging electronic
mail. People can converse using Internet phones, send faxes, participate in online chats
and bulletin boards, play multiuser games, and experiment with virtual environments.

Special-purpose computers called routers connect the Internet together. As data is for-
warded from one place in the Internet to another, it is the routers that make the decisions
as to where and how the data is forwarded. The protocols that dynamically inform the
routers of the paths that the data should take are called routing protocols. It is the job of
these protocols to react quickly to changes in the Internet's infrastructure, such as trans-
mission lines going in and out of service, routers crashing, changes in network policies,
and so on.

Routing is what makes the Internet tick. Although many users of the Internet and the
World Wide Web are unaware of the machinery underlying the network applications,
routing is an interesting but complicated subject. Routing protocols are sophisticated dis-
tributed algorithms that must also be extremely robust to keep a large, decentralized net-
work like the Internet running smoothly.

xv
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xvi OSPF: Anatomy of an Internet Routing Protocol Preface

Audience

This book is for students of data communications, TCP/IP network administrators, proto-
col designers, developers of routing protocol software, and other professionals involved
in the design, development, and management of TCP/IP networks. The book is a practi-
cal, hands-on description of Internet routing rather than a theoretical treatment. Although
we describe how the various protocols were intended to work, we also describe how well
the design has translated into practice. Internet protocol design is a practical undertaking
itself, with efficiency of implementation often dictating design choices. For this reason,
this book gives an in-depth treatment of how a router really works. Instead of just describ-
ing the algorithms, the book goes beyond to show how the algorithms are implemented.

We often present ideas in a historical context, showing how Internet protocols have
evolved. This is done for two reasons. First, you can learn a lot from the mistakes (and
successes) of the past. Second, in order to participate in Internet discussion groups, many
of which are dominated by old-timers, it is good to have some context.

This book is not an elementary introduction to TCP/IP and its routing. Instead we
assume that you have some familiarity with the TCP/IP protocol suite and some exposure
to the basic concepts of routing. These assumptions allow us to explore many of the facets
of Internet routing in greater detail than possible in an introductory text.

Organization of This Book

This book is organized into five parts. Part I sets the groundwork for a discussion of
Internet routing. After a brief description of how routing fits together with the rest of the
Internet's protocols, Chapter 1 describes in depth how a router forwards packets. This dis-
cussion naturally leads to an explanation of IP addressing and CIDR, as well as of the
interaction of hosts and routers. Internet routing protocols are introduced in Chapter 2,
beginning with a treatment of the end product of all routing protocols: the router's rout-
ing table. Chapter 2 ends with an overview of the Internet's routing architecture and the
two main routing technologies in use in today's Internet: Distance Vector and link-state
algorithms.

Part II describes the Internet's OSPF routing protocol. We start in Chapter 3 with an
explanation of why the OSPF protocol was developed in the first place. Chapter 4 dis-
cusses the basics of link-state routing; Chapter 5, how OSPF behaves over various subnet
technologies; Chapter 6, its use of hierarchical routing; and Chapter 7, extensions to OSPF.
Each chapter not only describes how OSPF works but also explains why it works that way.
We explore the reasons behind OSPF's design decisions and how the OSPF protocol has
evolved to keep pace with the rapidly changing Internet environment. Part II concludes
with an OSPF FAQ (Chapter 8).

Part III (Chapters 9 and 10) describes TCP/IP multicast routing, including broadcast
and multicast forwarding, the MBONE, and the two distinct types of multicast routing
protocols: source-based trees and shared-tree algorithms. As we did with unicast routing,
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Preface OSPF: Anatomy of an Internet Routing Protocol xvii

we go further into the subject of multicast routing through the examination of a particular
multicast routing protocol: the Multicast Extensions to OSPF (MOSPF).

Part IV covers the configuration and management of Internet routing. The configura-
tion and management of OSPF is explained in detail in Chapter 11. Chapter 12 describes
the tools used to monitor and debug routing in a TCP/IP network. For each tool, we
describe its use, how it works, and its advantages and drawbacks.

Part V is a comparison of Internet routing protocols. Chapter 13 compares and
contrasts the routing protocols in use in the Internet: RIP, OSPF, BGP, IGRP, and IS-IS. In
Chapter 14, we examine the available multicast protocols: DVMRP, MOSPF, PIM Dense
and Sparse, and CBT.

Following Chapter 14 is an extensive bibliography arranged and numbered in
alphabetical order. Within the text, the citation [85], for example, refers to item 85 in the
bibliography.

Companion Book: OSPF Complete Implementation

The forthcoming companion book OSPF Complete Implementation, in keeping with the
Internet tradition that reveres "working code" over all else, explores even further the
mechanics of Internet routing through examination of a real, working OSPF implementa-
tion. The book contains a complete implementation of OSPF on CD. Written in C++, the
OSPF implementation is intended to be portable to a wide range of environments. Two
sample ports are included: an OSPF routing daemon (called ospfd) for FreeBSD 2.1 and
an OSPF routing simulator that can be run on Windows 95. The OSPF implementation has
been developed using publicly available tools.

Acknowledgments
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Part I

Internet Routing Overview

In Part I, we lay the groundwork for an examination of Internet routing. Chapter 1, Role
of Routers in the Internet, introduces routing through a detailed examination of the
special-purpose computers executing these protocols: the Internet's routers. The interac-
tion between hosts and routers, IP options, the ICMP protocol, and CIDR addressing
are covered. The chapter ends with a short synopsis of the next generation of the IP
protocol: IPv6.

Chapter 2, Internet Routing Protocols, begins to describe the routing protocols
themselves. First, we describe a router's routing table, which is the forwarding database
that all routing protocols attempt to build. We explain the Internet's routing architec-
ture. The two basic routing technologies in use in the Internet, link-state and Distance
Vector, are then compared and contrasted.
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Role of Routers in the Internet

The Internet is a packet-switching network that enables its attached computers—the PC
on your desk, the high-end workstation that enables you to enroll in your local univer-
sity over the Web, the mainframe that checks your credit card balance, the supercom-
puter that you use for simulations in your physics labs—to exchange information. This
information is encoded as long strings of bits called packets. As these packets travel
through the Internet on their way to their destination computers, routing decisions are
made: Should the packet be sent this way or that way? The devices making these deci-
sions are themselves computers, called routers. The distributed algorithms that the
routers run among themselves in order to make the correct routing decisions are called
routing protocols. These routing protocols, and, in particular, the specific routing protocol
called the Open Shortest Path First (OSPF) protocol, are the main subject of this book.

A simple example is shown in Figure 1.1. Five routers, A through E, are pictured,
interconnected via telephone lines of various speeds. Suppose that workstation SI sends
a packet for delivery to workstation Dl. Router A receives the packet and then has to
make a decision: Should it forward the packet to router B, C, or D? The routing proto-
cols that are being run among the five routers will give A the answer: Forward the
packet to C over the optimal path to the destination consisting of two Tl lines. Later, if
router C goes out of service, the routing protocols will come into play again, telling A
that the new best path is now via the slower-speed lines through router D.

Of course, the Internet is much, much larger and more complicated than our
simple example. Starting with the ARPANET network in 1969 as a network of four
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Role of Routers in the Internet Chapter 1

Figure 1.1 Simple routing example. A routing protocol would select the higher-speed path through router C.
When routing protocols detect that router C is out of service, the slower-speed path through router D would
then be selected.

packet-switching computers, today's Internet has tens of thousands of routers, operated
by various Internet Service Providers (ISPs) and various academic, research, govern-
ment, and commercial organizations. These routers are manufactured by a variety of
vendors, using varied hardware and software. In this environment, routing becomes not
only a technical problem but also a cooperative management problem.

In this introductory chapter, we concentrate on the role of the routers in the Internet.
First, we examine how the protocols used by routers fit in with the rest of the Internet's
protocols. Routing protocols enable routers to find paths from Internet sources to Inter-
net destinations. But how does a router use these paths to forward packets? We explain
the forwarding process within a router in great detail, including how routers interact
with the packets' sources and destinations. We also explain the organization of Internet
addresses, which are the instructions carried within the packet to identify the packet's
destination.

1.1 The Internet Protocol Suite

In order to achieve the transfer of packets between computers connected to the Internet
and between the routers making up the Internet itself, certain rules about packet format
and processing must be followed. These rules are called protocols. The suite of protocols
used by the Internet is called TCP/IP.
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Section 1.1 The Internet Protocol Suite

Internet protocols have been separated into layers in an attempt to simplify protocol
design. Ideally, one could replace the protocol at one layer while leaving the other pro-
tocol layers in place. These layers provide a useful reference but should not be taken as
hard-and-fast boundaries on protocol design. Internet protocols sometimes blur the
layer distinctions or violate them outright for reasons of efficiency. The layering of Inter-
net protocols can be viewed in terms of the ubiquitous seven-layer OSI reference model,
as displayed in Figure 1.2.

(a) (b)

Figure 1.2 The seven-layer OSI reference model (a), together with the TCP/IP equivalents (b).

The computers communicating over the Internet are sometimes also called hosts, or
end stations; these computers and the Internet's routers are interconnected using a wide
variety of link technologies. Telephone lines, Ethernet segments, packet radio, and satel-
lite links are some of the traditional Internet link types. Nowadays many other link
types can be found, including Frame Relay, ATM, FDDI, IEEE 802.5 Token Ring, SMDS,
and AppleTalk segments. Methods for running the TCP/IP protocols over each of these
link types have been defined. Indeed, it is a point of pride among Internet protocol
designers that TCP will run over everything, including "tin cans connected by string."

When viewing the layers of a protocol, one commonly speaks of a protocol stack. In
the OSI reference model, the lowest layer of the stack consists of the physical protocols;
the highest layer, the application protocols. You should think of packetized data from a
network application being handed down through the layers in the source host, each
layer prepending a header of its own. Figure 1.3 shows the headers that would be
prepended to the Internet's TELNET application's data before the data is transmitted
onto an Ethernet segment. At the destination host, the headers are then stripped before
handing the data to the destination's application entity.
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Role of Routers in the Internet Chapter 1

Figure 1.3 Internet headers prepended to TELNET data, from user client to server, before it is transmitted
onto an Ethernet segment.

Each layer of the protocol stack usually provides multiplexing services so that mul-
tiple instances of the next-higher level can be run simultaneously. For example, a link's
data-link protocol will allow packet multiplexing based on packet type so that multiple
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Section 1.1 The Internet Protocol Suite

protocol stacks (for example, both TCP/IP and Novell's IPX protocols) can be supported
on a single link.

The OSI reference model is fairly useful in discussing Internet protocols from the
physical to the transport layers. However, not all of the Internet's protocols fit into such
neat layers. For example, the Internet's Address Resolution Protocol (ARP) [192] strad-
dles the network and data-link layers. ARP is used to map IP addresses into data-link
addresses so the correct data-link headers can be built as a packet is forwarded hop by
hop from one link to another. Also, some of the higher layers of the OSI reference model,
such as the session and presentation layers, have little relevance to the Internet protocol
suite.

The discussion in this chapter relates to point-to-point, or unicast, communication
over the Internet. The Internet and the TCP/IP protocol suite also support multicast
communication—the ability for a host to send a single packet for delivery to multiple
destination hosts. Parts of the unicast TCP/IP stack have multicast equivalents. We
defer further discussion of multicast until Chapter 9, Internet Multicast Routing.

Physical Layer

The physical layer specifies how the bits of the packet are physically encoded when
transmitted and received over a given link technology. Bits are typically encoded as
electronic or light pulses, organized so that transmission errors can be detected. For
example, the physical layer on telephone lines is defined by various modem
standards, such as V.34.

Data-Link Layer

The data-link layer specifies how packets are transmitted and received over a given link
technology. Services provided at this layer include identification of end stations on the
link, specification of maximum packet size supported (the Maximum Transmission
Unit, or MTU), and, sometimes, transmission-priority schemes. For example, the Point-
to-Point Protocol (PPP) [232] is the data-link protocol commonly used in the Internet
over telephone lines. Often the data-link protocols are specified together with physical
protocols, as in Ethernet. The 14-byte Ethernet data-link header provides a 6-byte source
address (IEEE MAC address), a 6-byte destination address, and a 2-byte Ethernet type
for packet multiplexing.

Network Layer

The network layer is responsible for forwarding packets across multiple links (that is,
through one or more routers) when a packet's source and destination are on different
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links, or network segments. Since this book is about Internet routing, most of the discus-
sion in this book is limited to issues within the Internet's network layer.

Usually a network-layer addressing scheme is provided, enabling the routers to
figure out which network segment the destination host belongs to. Sometimes a
fragmentation-and-reassembly capability is provided, allowing the network layer
to accommodate, transparently, links supporting different maximum packet sizes.
Dynamic routing protocols, which allow the routers to automatically find paths to
network-layer destinations, are also usually considered part of the network layer, as are
protocols controlling the interaction between hosts and routers.

The Internet's network layer is called the Internet Protocol (IP) [195]. Network-layer
packets are called IP packets, or IP datagrams. The IP addresses contained in IP packets
are 32 bits long (see Section 1.2.1). Each network segment is assigned a range of IP
addresses, represented as an address prefix. Internet routers route packets to these
prefixes instead of to individual hosts (see Section 2.1). When a host is attached to a
network segment, or has an interface to the segment, it is given a unique IP address
in that segment's address range. Hosts with multiple interfaces have multiple IP
addresses. IP has many routing protocols, including OSPF, RIP, and BGP, which are
discussed later in this book. The Internet Control Message Protocol (ICMP) ([57], [165],
[194]) allows hosts to find the routers attached to their segments and provides certain
diagnostic capabilities to the hosts when the routers are unable to deliver packets to
addressed destinations.

Transport Layer

The transport layer provides an end-to-end connection between applications running in
the source and destination hosts. Services in this layer often include error detection,
error correction, and data sequencing. The TCP/IP protocol suite has two transport
protocols. The Transmission Control Protocol (TCP) [197] provides a reliable byte stream
between applications. Major advances in TCP's congestion avoidance and control [115]
have allowed the Internet to continue to prosper in recent years. The User Datagram
Protocol (UDP) [198] provides connection without reliability guarantees and is normally
used by relatively stateless applications, such as Sun's Network File System (NFS) [29].

Higher Layers

The session layer provides mechanisms for starting and stopping transport connections.
The presentation layer provides standard ways for encoding and representing an ap-
plication's data types. By and large, the Internet does not have explicit session- and
presentation-layer protocols; instead these functions are usually built directly into
Internet applications. There are, however, some exceptions. The Internet's Remote
Procedure Call (RFC) protocol [234] fits into the session layer, and some Internet
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applications use the ASN.l [113] or External Data Representation (XDR) [235] protocols,
which fit into the presentation layer.

The application layer can be thought of as the protocols that implement the kinds of
network services that you would expect from any computer's operating system. In the
Internet, application protocols include the Simple Mail Transfer Protocol (SMTP) [196];
file-transfer protocols, such as FTP [199] and TFTP [233]; and the protocol for remote
login, TELNET [200].

The Internet's Domain Name System (DNS) [163] also probably fits into the applica-
tion layer. It is the DNS that converts human-friendly host names, such as
www. altavista. com, into destination IP addresses that can be routed by the Internet's
routers at the network layer.

1.2 Forwarding IP Datagrams

The various network segments making up the Internet are interconnected by routers.
A router receives an IP packet on one of its interfaces and then forwards the packet out
another of its interfaces (or possibly more than one, if the packet is a multicast packet),
based on the contents of the IP header. As the packet is forwarded hop by hop, the
packet's network-layer header (IP header) remains relatively unchanged, containing the
complete set of instructions on how to forward the packet. However, the data-link head-
ers and physical-transmission schemes may change radically at each hop in order to
match the changing media types. Let's use an example to examine the IP forwarding
process in more detail.

Suppose that the router receives a packet from one of its attached Ethernet seg-
ments. The router's Ethernet adapter has indicated the size of the packet received; the
packet may look like the packet pictured in Figure 1.3. The router first looks at the
packet's data-link header, which in this case is Ethernet. If the Ethernet type is set to
0x800, indicating an IP packet, the Ethernet header is stripped from the packet, and the
IP header is examined. Before discarding the Ethernet header, the router notes the
length of the Ethernet packet and whether the packet had been multicast/broadcast on
the Ethernet segment (by checking a particular bit in the Destination MAC address). In
some cases, routers will refuse to forward data-link multicasts/broadcasts, as described
later.

The router then verifies the contents of the IP header by checking the Version, Inter-
net Header Length (IHL), Length, and Header Checksum fields. The Version must be
equal to 4 (in this book, we mean IPv4 when we say IP; a new version of IP, IPv6, is
being developed, however, and is discussed in Section 1.3). The Header Length must be
greater than or equal to the minimum IP header size (five 32-bit words). The length of
the IP packet (Length), expressed in bytes, must also be larger than the minimum
header size. In addition, the router should check that the entire packet has been
received, by checking the IP length against the size of the received Ethernet packet.
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Finally, to verify that none of the fields of the header have been corrupted, the 16-bit
ones-complement checksum of the entire IP header is calculated and verified to be equal
to Oxffff. If any of these basic checks fail, the packet is deemed so malformed that it is
discarded without even sending an error indication back to the packet's originator.

Next, the router verifies that the TTL field is greater than 1. The purpose of the TTL
field is to make sure that packets do not circulate forever when there are routing loops.
The host sets the packet's TTL field to be greater than or equal to the maximum number
of router hops expected on the way to the destination. Each router decrements the TTL
field by 1 when forwarding; when the TTL field is decremented to 0, the packet is dis-
carded, and an ICMP TTL Exceeded message is sent back to the host. On decrementing
the TTL, the router must adjust the packet's Header Checksum.

The router then looks at the Destination IP address. The address indicates a single
destination host (unicast), a group of destination hosts (multicast), or all hosts on a
given network segment (broadcast). Multicast and broadcast forwarding are discussed
in Chapter 9, Internet Multicast Routing.

Unicast packets are discarded if they were received as data-link broadcasts or as
multicasts; otherwise, multiple routers may attempt to forward the packet, possibly
contributing to a packet proliferation called a broadcast storm. In unicast forwarding, the
Destination IP address is used as a key for the routing table lookup (Section 2.1). The
best-matching routing table entry is returned, indicating whether to forward the packet
and, if so, the interface to forward the packet out of and the IP address of the next IP
router (if any) in the packet's path.

If the unicast packet is too large to be sent out the outgoing interface in one piece
(that is, Length is greater than the outgoing interface's Maximum Transmission Unit, or
MTU), the router attempts to split the packet into smaller pieces, called fragments. Frag-
mentation can affect performance adversely [125]. Hosts may instead wish to prevent
fragmentation by setting the Don't Fragment (DF) bit in the Fragmentation field. In this
case, the router does not fragment but instead drops the packet and sends an ICMP Des-
tination Unreachable (subtype Fragmentation Needed and DF Set) message back to the
host. The host uses this message to calculate the minimum MTU along the packet's path
[165], which is in turn used to size future packets.

The router then prepends the appropriate data-link header for the outgoing inter-
face. The IP address of the next hop is converted to a data-link address, usually using
ARP [192] or a variant of ARP, such as Inverse ARP [25] for Frame Relay subnets. The
router then sends the packet to the next hop, where the process is repeated.

Modification of Forwarding

The basic IP forwarding process described earlier can be modified in a number of ways,
resulting in data packets' taking different paths through the network. First, a router may
have multiple paths to a destination. These paths can be used to spread out traffic to a
destination prefix across alternative links, called multipath routing, or load balancing. The
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end result of multipath routing is that more bandwidth is available for traffic to the
destination. When there are multiple paths to a destination prefix, the router's routing
table lookup will return multiple next hops. Which of these next hops is used for a par-
ticular packet depends on the implementation. Routing table entries represent the route
to a given address prefix; the same routing table entry may be used by many TCP con-
nections. Routers generally want to guarantee that packets belonging to a given TCP
connection always travel over the same path; if they were sent over multiple paths,
reordering of the TCP packets is likely leading to reduced TCP performance. For this
reason, routers typically use a hash function of some of the TCP connection identifiers
(source and destination IP addresses) to choose among the multiple next hops.

The Type of Service (TOS) field in the packet's IP header can also affect the packet's
path. Five TOS values have been defined for IP: normal service, minimize monetary
cost, maximize reliability, maximize throughput, and minimize delay [3]. A packet's
TOS designation would help the router choose an appropriate path for a given packet.
For example, packets requesting to maximize throughput might be transmitted over
high-bandwidth satellite links, whereas these very same links would be avoided by
packets requesting to minimize delay. To implement TOS routing, a router would keep
separate routing tables for each TOS value. When forwarding a packet, the router would
first choose a routing table, based on the packet's TOS, and would then perform the nor-
mal routing table lookup.

The TOS bits in the IP header should not be confused with the IP precedence bits,
which are collocated in the same byte of the IP header with the TOS bits. A packet's IP
precedence label does not affect the path of a packet but instead specifies transmission
priority at each router hop. The precedence bits remain in IPv6 (see Section 1.3), recast
as packet priority.

TOS routing has rarely been used in the Internet. Only two Internet routing proto-
cols, OSPF and IS-IS (Section 13.5), have ever supported calculation of separate paths for
each TOS value. Because there has been very little deployment of TOS routing, TOS has
recently been removed from the OSPF specification [178]. For the same reason, TOS has
also been omitted from IPv6.

An application can also modify the handling of its packets by extending the IP
headers of its packets with one or more IP options. IP options are used infrequently for
regular data packets, because most Internet routers are heavily optimized for forward-
ing packets having no options. It is not uncommon for a router's performance to
degrade by an order of magnitude when forwarding packets with IP options. Most IP
options (such as the record-route and timestamp options) are used to aid in statistics col-
lection but do not affect a packet's path. However, the strict-source route and the loose-
source route options can be used by an application to control the path its packets take.

The strict-source route option is used to specify the exact path that the packet will
take, router by router. The utility of strict-source route is limited by the maximum size of
the IP header (60 bytes), which limits to 9 the number of hops specified by the strict-
source route option. The loose-source route is used to specify a set of intermediate
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routers (again, up to 9) through which the packet must go on the way to its destination.
Loose-source routing is used mainly for diagnostic purposes, such as an aid to debug-
ging Internet routing problems (see Sections 12.4 and 12.5). Loose-source routing also
has been used in the past as a tunneling (see Section 1.2.3) mechanism.

Some network operators consider IP source routing a security hole. If security is
being provided through address filtering, the problem with source routing is that the
ultimate destination of the packet is buried within the IP options field. For this reason,
some network operators configure their routers to drop packets containing the source
routing options.

Sending ICMP Errors

TCP/IP hosts get information from routers via the Internet Control Message Protocol
(ICMP) [194]. There are ICMP messages to discover routers (ICMP Router Discovery
messages), the best router to use for a particular destination (ICMP Redirect messages),
and whether a router and/or host is reachable (ICMP Echo and Echo Reply messages).
There are also ICMP error messages that a router uses to inform a host that something is
wrong with a particular packet the host has sent. The router drops the packet with the
error, and the ICMP error message returned contains the beginning of the packet caus-
ing the error (at least through the TCP or UDP header), giving the host (or the person
behind the host) a chance to fix the problem.

If the IP header of the packet is malformed, the router sends an ICMP Parameter
Problem message back to the host. If the packet's IP destination is unreachable, an ICMP
Destination Unreachable message is returned. The common cause for this message is
that there is no path to the destination host, but Destination Unreachable messages also
are used to indicate that the peer application is not available in the destination host
(subtype Protocol or Port Unreachable) or that the source host has prevented fragmenta-
tion and the packet is too big to be sent over the next link (subtype Fragmentation
Needed and DF Set). If the packet has already traveled the maximum number of hops as
originally specified by the host in the packet's TTL field, an ICMP TTL Exceeded mes-
sage is returned.

Routers must be careful that the sending of ICMP errors does not adversely affect
the network. For this reason, ICMP errors are never sent in response to IP broadcast or
multicast packets or to packets that were received as data-link multicast/broadcasts; in
all these cases, to send an error would risk having one packet generate many ICMP
errors in response. In order to avoid an unending stream of ICMP errors, routers never
send ICMP error messages in response to ICMP messages themselves; the one exception
is that ICMP errors are sent in response to ICMP Echo or Echo Reply packets that have
problems. Also, routers no longer send ICMP Source Quench messages. These messages
were originally intended to indicate network congestion to hosts but were found to do
more harm than good by adding more packets to an already congested network.
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ICMP errors are intended to be for diagnostic purposes only and are generally not
supposed to cause the host to take specific actions. For example, receipt of a Destination
Unreachable message should not cause a host to reset TCP connections [22]. However,
ICMP error messages sometimes are used to implement network functionality, or diag-
nostic tools. Hosts can discover the MTU available to a destination via the reception of
ICMP Destination Unreachable messages (subtype Fragmentation Needed and DF Set)
(see [165]). The network utility most commonly used to track down network routing
problems, traceroute (Section 12.5), is implemented through clever manipulation of
ICMP TTL Exceeded messages. It has even been suggested that ICMP Source Quench
messages be reenabled in the Internet's routers to enhance congestion-control algo-
rithms [75].

Add-Ons

Besides dynamically finding the paths for datagrams to take toward their destinations,
routers also implement other functions. For example, routers play an important role in
TCP/IP congestion-control algorithms. When a TCP/IP network is congested, routers
cannot forward all the packets they receive. Simply by discarding some of their received
packets, routers provide feedback to TCP congestion algorithms, such as the TCP slow-
start algorithm [115], [239]. Early Internet routers simply started discarding excess pack-
ets instead of queuing them onto already full transmit queues; these routers were
eventually termed drop-tail gateways. However, this discard behavior was found to be
unfair, favoring applications that send larger and more bursty data streams. Modern
Internet routers employ more sophisticated, and fairer, drop algorithms, such as Random
Early Detection (RED) [77].

Algorithms also have been developed that allow routers to organize their transmit
queues so as to give resource guarantees to certain classes of traffic or to specific appli-
cations. For example, a router may be configured to dedicate half of its link bandwidth
to interactive traffic or to reserve 5 kilobits/sec on certain links for an Internet video
conference. These algorithms, called queuing, or link scheduling, algorithms, include
Weighted Fair Queuing (WFQ) [64] and Class Based Queuing (CBQ) [76]. A protocol called
RSVP [266] has been developed that allows hosts to dynamically signal to routers which
applications should get special queuing treatment. However, RSVP has not yet been
deployed, with some people arguing that queuing preference could more simply be
indicated by using the precedence bits in the IP header [45].

Often other functions, less directly related to packet forwarding, get incorporated
into TCP/IP routers. The reason for modifying the routers is usually that there are fewer
routers than hosts, and router software is typically much easier to upgrade. Examples of
these nonforwarding functions include

• Security functions. Companies often put a router between their company net-
work and the Internet and then configure the router to prevent unauthorized
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access to the company's resources from the Internet. This configuration may
consist of certain patterns (for example, source and destination address and
TCP port) whose matching packets should not be forwarded or of more com-
plex rules to deal with protocols that vary their port numbers over time, such as
the File Transfer Protocol (FTP) [199]. Such routers are called firewalls [41]. Simi-
larly, Internet Service Providers often configure their routers to verify the source
address in all packets received from the ISP's customers. This foils certain
security attacks and makes other attacks easier to trace back to their source.
Similarly, ISPs providing dial-in access to their routers typically use Remote
Authentication Dial-In User Service (RADIUS) [214] to verify the identity of the
person dialing in.

• Packet tracing. People often use their routers to collect packet traces, in order to
diagnose network problems. With an implementation of the Remote Monitoring
MIB (RMON) [256], a router can be turned into a network analyzer, although
usually one with considerably less function and performance than a dedicated
analyzer, such as a Network General Sniffer (see Section 12.8).

• Statistics collection. Some people collect traffic statistics on their routers: how
many packets and bytes are forwarded per each IP source and destination com-
bination. This may be too fine a granularity, and statistics may be kept instead
per source and destination Autonomous System (AS, the administrative group-
ings of routers within the Internet, as described in Section 2.2) or simply per
receiving and transmitting interface on the router. These statistics are used for
future capacity planning. However, in the future, such statistics may be used by
ISPs to implement usage-based charging schemes for their customers or as a
way to implement settlement schemes between the ISPs themselves.

Finding the First-Hop Router

We have described how routers forward IP packets. However, to get the ball rolling, the
source host must find a router to send the packet to in the first place. This has always
been a weak spot in the IP protocol suite. IP does not have a good way to find the best
first-hop router to use for a particular destination and for a long time had no way to
dynamically find any router.

Let us first step back a bit. How does a host determine whether a router has to get
involved at all? The host checks to see whether the destination belongs to one of its
directly attached network segments. For example, suppose that a host has a single inter-
face onto a network segment with address of 128.186.1/24 (see Section 1.2.1). This
means that all hosts with addresses 128.186.1.x also are directly attached to the segment.
Packets can be sent directly to these hosts without using a router. However, if the host
wants to send a packet to 192.9.32.1, it must first send the packet to a router attached to
the 128.186.1/24 segment.
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Traditionally a host would have a configured set of one or more default gateways
(gateway being the previous term for what we now call a router) to send the packet to.
Out-of-service default gateways would be pruned from the list by periodically sending
ICMP Echoes to the list and checking for ICMP Echo Replies (that is, pinging the list). In
1991 ICMP Router Discovery [57] was developed, allowing hosts to dynamically find
routers by listening for ICMP Router Discovery messages.

However, the configured default, or discovered, router may not be the best router to
use for the given destination. For example, in Figure 1.4, the router 128.186.1.254 is on
the best path to the destination 192.9.32.1. If the host's default router is 128.186.1.253, the
packet will transit the network segment twice, first to the default router and then to
128.186.1.254 on the way to the destination. IP removes this extra hop via ICMP. The
default router, realizing that it is forwarding the packet back onto the segment where
it originated, sends an ICMP Redirect message back to the host (128.186.1.1), informing
the host that future packets to 192.9.32.1 should be sent directly to the first-hop router
128.186.1.254. The host then stores this information in its routing table. Such redirect
information must be timed out and refreshed periodically lest the disappearance of the
first-hop router (which possibly could be detected by ICMP router discovery, or ping)
cause the destination to be permanently unreachable.

Figure 1.4 ICMP Redirect messages remove extra router hops. (1) Host sends packet to suboptimal first-hop
router; (2) that router forwards the packet on to the real next hop, and (3) sends an ICMP Redirect back to the
host so that future packets will be sent directly to best next hop (.254).

Unfortunately redirect timeouts are often quite long, causing transport connections
to fail before old redirect information is removed. For this reason, router vendors have
developed protocols whereby another router can take the place of the failed router
(assuming its IP and MAC addresses) without the host's knowledge. One such example
is Cisco Systems' "hot standby router protocol" [136]. Another example is the Virtual
Router Redundancy Protocol [100] being developed within the Internet Engineering
Task Force (IETF). This protocol introduces the concept of a "virtual IP address." This
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virtual IP address can be used as a next hop for a segment's hosts, and the responsibility
for the virtual IP address is dynamically allocated to one of the segment's routers via an
election algorithm.

Another common method for finding the best router for a particular destination is
to have the host participate in the IP routing protocols (sometimes referred to as wire-
tapping, since the host is really only eavesdropping on the routers' routing protocols),
although this solution is discouraged by IP purists. RIP (Section 13.1) is commonly used
for this purpose, with most UNIX systems shipped running the routed program [222],
an implementation of RIP. The OSPF implementation included in the companion to this
book (OSPF Complete Implementation) allows hosts to wiretap the OSPF protocol.

1.2.1 IP Addresses

An IP packet is routed on the basis of the 32-bit destination IP address found in the
packet's IP header. IP addresses are generally represented in dotted decimal notation: the
decimal value of each byte of the address, separated by periods. For example, the IP
address whose hexadecimal value is Oxc0090102 is written as 192.9.1.2.

By looking at the IP address, a router can determine quickly whether it is a unicast,
broadcast, or multicast address, as shown in Table 1.1. The address space is broken into
three chunks: the majority used for unicast, a range of multicast addresses (see Chap-
ter 9, Internet Multicast Routing), and a small portion at the top of the address space
that is reserved for future applications. There are also some special-purpose addresses.
A host uses 0.0.0.0 as the IP source in its packets when the host is attempting to learn its
IP address through the BOOTP [53] or DHCP [67] protocols, for example. Packets sent
onto a network segment with IP destination set to the broadcast address 255.255.255.255
will be received by all other IP hosts and routers on the segment; this feature is used by
such routing protocols as RIP to disseminate routing updates (Section 13.1).

Table 1.1 Division of IP Address Space by Function

A TCP/IP network segment (for example, an Ethernet segment, FDDI ring, or
Frame Relay subnet) is assigned a set of globally unique unicast addresses by assign-
ing a unicast address prefix to the segment. Hosts and router interfaces attaching to

Address Range Address Functionality

1.0.0.0-223.255.255.255 IP unicast addresses

224.0.0.0-239.255.255.255 IP multicast addresses

240.0.0.0-255.255.255.254 Reserved for future use

0.0.0.0 Specifies unknown IP address

255.255.255.255 Local segment broadcast

IT-EBOOKS.DIRECTORY

http://www.it-ebooks.directory/


Section 1.2 Forwarding IP Datagrams 17

the segment are then assigned unicast addresses from the set. For example, the
network segment in Figure 1.4 has been assigned the range of addresses 128.186.1.0-
128.186.1.255, which is also represented as the address prefix 128.186.1.0/24; the 24
indicates that all addresses in the segment agree in their first 24 bits. This is also
sometimes written as the address, mask pair [128.186.1.0,255.255.255.0], with the
1 bits in the mask representing those bits in the address that stay constant over the
segment's addresses. The host and two routers in Figure 1.4 have been assigned ad-
dresses from the prefix for their interfaces to the segment (128.186.1.1,128.186.1.253,
and 128.186.1.254, respectively).

The highest address in the prefix is assigned as the broadcast address for the seg-
ment. For example, 128.186.1.255 is the broadcast address for the network segment in
Figure 1.4. A packet sent to this address will be delivered to all hosts and routers
attached to the segment.

As mentioned earlier, TCP/IP routers route to segments. When forwarding a
packet, a router looks in its routing table (see Section 2.1) to find the segment to which
the packet's destination address belongs and then forwards the packet toward the
matching segment. However, it is more correct to say that routers route to prefixes.
Routers cannot possibly keep track of every segment in the Internet. Instead a segment's
addressing information is aggregated into shorter prefixes at points in the Internet. It is
routes to these shorter prefixes, which may have been aggregated up to three or four
times from the original segment prefixes, that are kept in the router's routing table.

An example of aggregation is shown in Figure 1.5. Router G is aggregating the
addresses of the four segments on its right (128.1.1/24,128.1.3/24,128.1.4/24, and
128.1.62/24), advertising instead a single prefix of 128.1/16 to the routers to its left. This
means that routers A-F are not aware of the four segments to G's right but instead have
a single routing table entry for 128.1/16 pointing (eventually) to router G.

Prior to 1993, prefixes were forced into a small number of fixed-sized lengths, based
on address class (see Section 1.2.2). When this restriction was lifted, allowing arbitrary
prefix lengths, much more aggressive aggregation became possible, allowing for greater
conservation of IP address space and a slowing of the growth rate of the Internet core
routers' routing tables (see Section 2.1). Routing on arbitrary prefix length became
known as Classless Inter-Domain Routing, or CIDR [81]. The prefix/length notation, such
as 128.186.1.0/24, became known as CIDR notation.

A hierarchy of Internet Registries is responsible for assigning the globally unique
Internet TCP/IP address space [102]. At the top of the hierarchy is the Internet Assigned
Number Authority (IANA), which allocates pieces of the Internet address space to
regional Internet Registries. To date, three regional Internet Registries have been estab-
lished: InterNIC for North America, RIPE NCC for Europe, and APNIC for Asia Pacific.
ISPs apply to these regional Internet Registries for blocks of IP addresses. The ISPs in
turn assign parts of these address blocks to their customers (businesses, individuals, or
smaller ISPs). Termed provider addressing, this procedure encourages address aggrega-
tion; the ISP can aggregate its customer's addresses and advertise only the larger
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128.3.7/24 128.2.2/24

128.2.4/24 128.1.3/24

128.5.6/24 128.1.4/24

Figure 1.5 Sample TCP/IP network showing prefix aggregation.

address blocks to other ISPs. A side effect of provider addressing occurs when a
customer wants to change ISPs. To maintain address aggregation, the customer is
encouraged to give back its old addresses and to renumber its network segments into
one of its new ISP's address blocks [209]. Hence the assignment of addresses from ISPs
to their customers is termed address lending. Renumbering TCP/IP network segments
can be quite difficult however [19], [74].

Table 1.2 Special-Purpose IP Unicast Addresses

Prefix

10/8

127/8

172.16/12

192.168/16

Address Range

10.0.0.0-10.255.255.255

127.0.0.0-127.255.255.255

172.16.0.0-172.31.255.255

192.168.0.0-192.168.255.255

Reserved Purpose

Private Internet addresses

Loopback addresses

Private Internet addresses

Private Internet addresses

Over time, certain IP unicast addresses have accrued special meaning, as shown in
Table 1.2. The development of BSD UNIX and the TCP/IP protocol suite proceeded
hand in hand for many years. In particular, many BSD UNIX TCP/IP conventions and
protocols have been adopted by the TCP/IP community at large. As one example, the
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loopback address 127.0.0.1 is used by a BSD system to send IP packets to itself. This led
to the entire prefix 127/8 being officially reserved as loopback addresses. Certain other
address prefixes have been allocated for use by private TCP/IP internets and are not
routable (since they cannot be ensured to be unique) on the public Internet. For private
TCP/IP internets that are not attached to the public Internet, the fact that the addresses
are not globally routable is of little issue. However, even when using these private,
nonunique addresses, private internets may be attached to the public Internet through
Network Address Translation (NAT) [79] devices. These devices convert the addresses
in packets destined for the public Internet, substituting dynamically assigned globally
unique addresses for all private addresses appearing within the packet.

1.2.2 A Short History of Internet Addressing

Internet unicast addresses were not always assigned as arbitrary-length prefixes. In the
beginning, the Internet address space was carved up into fixed networks of three sizes:
Class A, B, and C networks. Class A networks, which we would now call a CIDR prefix of
length 8, could contain more than 16 million hosts. Similarly each Class B network was
a CIDR prefix of length 16 containing more than 65,000 hosts, and each Class C network
was a CIDR prefix of length 24 containing up to 254 hosts. Whether any particular
address belonged to a Class A, B, or C network could be determined quickly by looking
at the address's first byte, as shown in Table 1.3. Class D addresses were later assigned
for IP multicast, with Class E remaining reserved for future use.

Table 1.3 Historical Class Division of IP Address Space

First Byte

0-127

128-191

192-223

224-239

240-255

Class

A

B

C

D

E

Example

16/8

128.186/16

192.9.1/24

224.1.1.1 (multicast)

reserved

It soon became clear that assigning an entire Class A or B network number to a sin-
gle physical network segment was wasteful. How often would several thousand hosts
be attached to a single Ethernet segment? Also, assigning each physical network seg-
ment a separate network number would force the Internet's routing table to grow lin-
early with the number of segments. To avoid these problems, subnetting was invented
[166], adding another level of hierarchy to the Internet's routing and addressing. With
subnetting, each Class A, B, or C network number could be broken up into fixed-sized
pieces called subnets, with each subnet assigned to a different physical segment.
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Take, for example, the Class B network 128.186/16; some number of the lower 16
bits reserved for host addressing could be used to indicate a subnet number. If the third
byte were used for this purpose, 128.186/16 could be divided into 254 subnets (subnets
0 and 255 being reserved), each containing 254 hosts; this practice was also called using
a subnet mask of 255.255.255.0. In this way, a single Class B network could be used to
address hundreds of segments, a Class A network thousands. Outside of the subnetted
network, all of the segments would be covered by a single Class A, B, or C routing table
entry.

In the presence of subnets, additional broadcast addresses were defined in RFC 922
[164]. Setting all of a subnet's host bits to 1 resulted in the subnet's directed-broadcast
address. This address could be used to send a packet to all hosts on the subnet, even
when the packet was originated from a distant segment. For the subnetted network,
setting both the subnet and the host bits to 1 resulted in the all-subnets-broadcast address.
Although never widely implemented, a packet sent to this address was supposed
to be delivered to all hosts on all subnets of the given Class A, B, or C network.
Using the earlier example of the Class B network 128.186/16 subnetted on the
third byte, 128.186.10.255 would be the directed-broadcast address for subnet 10
and 128.186.255.255 the all-subnets-broadcast address for the entire Class B net-
work. Forwarding of IP broadcasts is described in Section 9.3.

Unfortunately the BSD UNIX project used the setting of the host bits to 0 to indicate
broadcast addresses. So in the previous example, 128.186.10.0 would be the BSD
directed-broadcast address for subnet 10 and 128.186.0.0 the all-subnets-broadcast
address for 128.186/16. For a long time, routers would have to support both the RFC
922 broadcast addresses and the BSD broadcast addresses.

Eventually the restriction that all subnets be the same size was found too limiting.
Subnet size was driven by the segment having the largest number of hosts, wasting
addresses on the smaller segments. In our example, if the 128.186/16 subnetted network
had one segment with 1,000 hosts, you would be limited to 62 subnets (again avoiding
subnets of all Os and all Is) of 1,022 hosts each. To solve this problem, people began
dividing their Class A, B, and C networks into subnets of varying sizes; this has been
called variable-length subnet masks, or VLSMs. As just one combination, 128.186/16 could
now be divided into three subnets capable of holding 254 hosts (128.186.1-3/24), one
subnet with 1,022 hosts (128.186.4/22), and 3,966 subnets of 14 hosts each.

With VLSMs, schemes were developed allowing subnet masks to be adjusted as the
host population of segments changed, without renumbering hosts [250]. The Fuzzball
routers in the original NSFNET were the first routers to allow VLSMs [161]. Newer rout-
ing protocols, such as OSPF, were designed with VLSM support.

Subnet numbers usually were assigned to immediately follow the network prefix. If
there was a gap between the network prefix and the subnet number, the subnet mask
was termed discontiguous. An example of a discontiguous subnet mask is using the
fourth byte of a Class B network to indicate the subnet number, resulting in a subnet
mask of 255.255.0.255. The combination of VLSMs and discontiguous subnet masks was
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a bad one, for two reasons. First, certain assignments of discontiguous subnet masks
could result in multiple subnets matching the same number of bits, making the concept
of best match ambiguous! Second, common routing table lookup algorithms, such as
Patricia (see Section 2.1), could not handle discontiguous masks efficiently. With discon-
tiguous subnet masks already discouraged by RFC 922, the introduction of VLSMs
made them virtually unsupported. Discontiguous subnet masks are now prohibited by
the latest router-requirements RFC [12].

In 1993, concern grew over the possibility of the Internet address space becoming
exhausted. A good percentage of the Class B addresses had already been assigned, and
the Internet number authorities wanted to start assigning multiple Class C networks
instead. However, since each Class A, B, and C network appeared as individual entries
in the Internet core routers, assigning multiple Class Cs ran the risk of exhausting the
table space of the Internet's routers. The idea of using a single routing table entry to rep-
resent routes to a collection of class C networks led to CIDR and the current prefix-
based, classless Internet routing paradigm. For example, the prefix 192.24.16/20, which
formerly was represented by the 16 separate Class C networks 192.24.16.0 through
192.24.31.0, could now be a single routing table entry. Such an entry is sometimes
referred to as a supernet.

With CIDR, the restriction on all Os and all Is subnets was also removed; with CIDR,
even the idea of a subnet loses most of its meaning. Internet routing protocols that
encoded their routes based on the now defunct Class A, B, and C network divisions
were either discarded (for example, BGP) or updated to new versions customized for
CIDR, advertising arbitrary address prefixes (for example, BGP-3 to BGP-4, RIP to
RIPv2, and IGRP to EIGRP).

1.2.3 Tunneling

Suppose that routers A and B know how to forward datagrams addressed to the IP des-
tination X but that the intervening routers between A and B do not. In order to deliver
packets to X, a tunnel is configured between routers A and B: When A receives a packet
destined for X, it alters that packet to look as though the destination is really router B, in
essence tricking the intervening routers to forward the packet. When B receives the
packet, it returns the packet to its original state (possibly altering its TTL; see [188]) and
forwards it on toward X.

Why would the intervening routers between routers A and B not know how to for-
ward to X? The most common example in the Internet is the Internet's Multicast Back-
bone (MBONE); see Section 9.4. The MBONE consists mostly of a collection of UNIX
workstations running the DVMRP routing protocol. DVMRP calculates paths for multi-
cast datagrams. However, most of the Internet's routers do not run DVMRP and so are
not aware of these multicast paths. This forces the MBONE routers to be interconnected
by tunnels.

i
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As another example, in many regions of the Internet, only those routers partici-
pating in BGP (see Section 13.3) obtain routing information for the full set of Internet
destinations. In order to forward data traffic to certain destinations, tunnels must be
configured between BGP routers.

Two separate mechanisms may be used to implement such a tunnel. The first is
the source route option. When forwarding datagrams addressed to X, router A puts
router B's address into the IP header as destination address and moves address X into
a loose source route option. The second mechanism is to encapsulate the packet by a
complete extra IP header. This IP header is again addressed to router B, and the protocol
number in this header is set to 4, telling B that it should strip the IP header and forward
the encapsulated packet [188]. The second mechanism is usually preferred, due to the
significant performance degradation seen in most Internet routers when IP options are
employed.

Although tunnels are sometimes necessary, they are usually to be avoided. The pro-
cess of adding and stripping information (be it source routes or extra IP headers) at the
tunnel end points (routers A and B) decreases forwarding performance in those routers.
The additional information also makes it more likely that fragmentation will be neces-
sary, although hosts can avoid fragmentation by using the Path MTU discovery algo-
rithm [165], which can take tunneling into account. Worst of all, tunneling can subvert
firewalls and in general make traffic monitoring more difficult; the real destination is
buried in the options field or in additional IP headers. In particular, many ISPs get
annoyed when people configure MBONE tunnels through the ISP's network, in the pro-
cess masking high-bandwidth video feeds as innocuous unicast data.

1.3 IPv6

Prompted by the fear of exhausting the Internet's address space, designers began work
in 1993 on a new version of IP with larger addresses. This culminated in 1996 with the
publication of a full set of network-layer protocol specifications (the other layers of the
protocol stack remaining unchanged) for IPv6 [49], [61], [99], [181], with the Internet's
currently deployed IP being referred to in comparison as IPv4.

We touch only briefly on IPv6 in this book. Why? Mainly because IPv6 is not all that
much different from IPv4. IPv6 has made a number of incremental improvements over
IPv4 yet can be summarized roughly as "IPv4 with 128-bit addresses." In particular, the
IP routing and addressing architecture remains largely unchanged. An IPv6 router
makes its forwarding decisions on the basis of a routing table of CIDR-like address pre-
fixes; address assignment is likely to be provider based; and IPv4's existing routing pro-
tocols—OSPF [46], RIP [151], and BGP [208]—are being modified to carry IPv6's larger
addresses.

IPv6 also has not been widely deployed, probably for several reasons. First,
the original fear that IPv4's address space soon may be exhausted now seems an
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overreaction. The deployment of CIDR has improved the efficiency of address usage,
and fear has now shifted to the routing tables' expanding beyond the capacity of the
Internet's core routers—a problem that IPv6 does not solve. The possibility of organiza-
tions using the private Internet address space (see Section 1.2.1) and connecting to the
Internet through Network Address Translation (NAT) [79] boxes has also lessened the
demand for Internet addresses. Since IPv6 does not enable any new classes of network
applications, conversion of the large base of routers and hosts running IPv4 is likely to
be delayed until IPv4 address exhaustion again seems imminent.

IPv6 can be thought of as an attempt to capture current IPv4 usage in protocol spec-
ifications. Those IPv4 features that are either unused (for example, TOS-based routing)
or discouraged (such as fragmentation by intermediate routers) have been deleted from
the IPv6 protocol specifications. IPv6 has made mandatory several IPv4 features that are
desirable but have yet to see widespread deployment: IP multicast and security. In addi-
tion, address scoping has been made an initial part of the IPv6 addressing architecture
[99], building on IPv4 experience with private internet addresses [210] and proposals for
IPv4 multicast address scope [158]. Address scoping is a way of dropping the global-
uniqueness requirement for certain addresses. IPv6 supports link-local (unique only on
a given segment) and site-local (unique only within a certain "site") address scopes, as
well as the usual globally unique addresses.

Differences from IPv4

As mentioned earlier, the major difference between IPv6 and IPv4 is the size of
addresses: 128 bits for IPv6 versus IPv4's 32-bit address. In IPv6, addresses are no longer
written in dotted decimal notation. Instead the IPv6 address is broken into eight 16-bit
pieces, and each piece is then expressed in hexadecimal, with the pieces separated by
colons. An example of an IPv6 address is 4722:Oc62:0:0:2:1298:OCC:A096. As a shortcut,
the longest string of 16-bit Os within an address can be abbreviated as :: (but only one
string within an address, to avoid ambiguities); our example address can also be written
as 4722:Oc62::2:1298:OCC:A096. IPv6's notation for CIDR prefixes is similar to IPv4's,
with the prefix defined by the first four bytes of our address written as 4722:Oc62/32.

Because of the increase in address size, the IPv6 packet header is somewhat larger
than IPv4's header, with the minimum size IPv6 header twice the size of the minimum
IPv4 header. The IPv6 network layer header is depicted in Figure 1.6.

All of the fields in the IPv6 header were also present in IPv4, with the exception of
the Flow Label, although some fields have been renamed. The Version field is, of course,
set to 6. The Priority field carries similar semantics to IPv4's precedence field, carrying
an indication of a packet's transmission queuing priority, although IPv6 allows this field
to be rewritten at each router hop. The Payload Length is simply the length of the packet
in bytes. The Next Header field is the same as IPv4's Protocol field, even going so far as
to use the same encodings. For example, a Next Header field of 6 (see Figure 1.3) indi-
cates that TCP data is encapsulated. The Hop Limit field is IPv4's TTL field renamed, an
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Figure 1.6 The IPv6 network-layer packet header.

admission of the TTL field's real function in IPv4. Use of the Flow Label in IPv6 has not
yet been completely determined, although the general idea is to provide a forwarding
hint to routers for particular packet streams.

IPv6 uses different data-link encapsulations than IPv4 does. Although the Version
field would in theory allow both IPv4 and IPv6 to use the same data-link encapsula-
tions, experience with the ST2 protocol (an experimental flow-oriented network-layer
protocol that was assigned IP version number 5; see [63]) indicated that many IPv4
implementations do not bother to check the Version field and would get very confused
on receiving an IPv6 packet. Defining new data-link encapsulations is mostly an admin-
istrative task; for example, IPv6 has been assigned the Ethernet type of Ox86DD [52], as
opposed to IPv4's Ethernet types 0x800. Still, there are plenty of new RFCs describing
how IPv6 works over the various data links in use in the Internet.

IPv6 has distilled and simplified IPv4's packet-forwarding process. IPv6 has no TOS
field, which had gone pretty much unused in IPv4. The Header Checksum field has also
disappeared; those applications that include the IPv6 source and destination addresses
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as part of their connection identifier must include part of the IPv6 header in an applica-
tion checksum (much as is done for TCP in IPv4) or risk having corrupted packets asso-
ciated with the wrong connections. Routers also do not fragment packets, something
always thought best avoided in IPv4. Instead they simply send an error back to the
source when they are unable to fit the packet onto the next data link.

IPv6 supports header options as IPv4 does, such as source routing. In IPv6, how-
ever, options are encoded as a separate header between the IPv6 header and application
data. Additional headers may also be inserted before the application data, to implement
authentication, security, and source-packet fragmentation. Each header indicates the
function of the next-in-line encapsulated header by proper setting of the Next Header
field.

IPv6 also has an ICMP [49] that is very similar to its IPv4 counterpart; in IPv6, the
Internet Group Membership Protocol (IGMP, see Section 9.2.1) has been absorbed into
ICMP as well. IPv6 does not use ARP. Instead the ARP function has been incorporated
into the IPv6 Neighbor Discovery protocol [181], which is also part of IPv6 ICMP. In addi-
tion to implementing the ARP function, IPv6 neighbor discovery encompasses IPv4's
ICMP router discovery and redirect functions. In addition, IPv6 neighbor discovery
implements two functions not present in IPv4: address autoconfiguration and
duplicate-address detection.

Further Reading

Many good books and papers detail the history of the ARPANET network and the Inter-
net. See, for example, the papers by Leiner et al. [135] and Clark [44].

This book assumes that you have a basic knowledge of the TCP/IP protocol suite
and data communications in general. The books by Comer [48] and Stevens [240] pro-
vide an excellent introduction to TCP/IP. Bertsekas and Gallagher's text Data Networks
[20] is a thorough introduction to data communications for the theoretically inclined.
Anyone looking just for a survey of networking protocols may be more comfortable
with Tanenbaum [242].

The router-requirements RFC [12] is necessary reading for anyone designing or
implementing an IP router. The RFC provides many years of collected wisdom on what
one should and should not do when building a router.

Books on IPv6 are just starting to come out. The collection of essays edited by Brad-
ner and Mankin [26] provides insight into the requirements and design decisions that
resulted in the IPv6 protocols. For general information on IPv6 protocols, see Huitema's
book [103].

.
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Internet Routing Protocols

In this chapter, we explore the Internet's dynamic routing protocols. TCP/IP has
many routing protocols, with OSPF, BGP, RIP, IGRP, and Integrated IS-IS all in use in
today's Internet. Before getting to the routing protocols themselves, we first discuss the
database that all routing protocols produce: the router's routing table. An examination
of the Internet's routing architecture introduces the concept of Autonomous Systems
and Interior and Exterior Gateway Protocols (IGPs and BGPs). We end the chapter with
a description of the two main routing technologies in use today: Distance Vector and
link state.

2.1 Routing Tables

All TCP/IP routing protocols have ways of discovering the reachable IP address pre-
fixes and, for each prefix, the next-hop router to use to forward data traffic to the prefix.
As the network changes—leased lines fail, new leased lines are provisioned, routers
crash, and so on—the routing protocols continually reevaluate prefix reachability and
the next hop to use for each prefix. The process of finding the new next hop after the net-
work changes is called convergence. We prefer routing protocols that find the new next
hop quickly, that is, protocols having a short convergence time. However, for any routing
protocol, as the size and complexity of the network increase, so does convergence time.

A router's routing table instructs the router how to forward packets. Given a packet,
the router performs a routing table lookup, using the packet's IP destination address as
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key. This lookup returns the best-matching routing table entry, which tells the router
which interface to forward the packet out of and the IP address of the packet's next hop.

There is a separate routing table entry for each address prefix that the router knows
about. Entries in the routing table are also commonly referred to as routes. For example,
Figure 1.5's router C would have the routing table listed in Table 2.1. The next hop of
"self" for prefix 128.5.2/24 indicates that that segment is directly connected to router C;
C will deliver packets destined to that prefix directly to their destination. Note that
although there is a network segment with the prefix 128.2.2/24, that prefix is hidden
from C by the aggregate 128.2/16 advertised by router D. Similarly router G on the right
of Figure 1.5 hides a number of more specific prefixes from C by advertising the single
aggregate 128.1/16.

Table 2.1 The Routing Table of Figure 1.5's Router C

Prefix

128.1/16

128.2/16

128.2.4/24

128.3.7/24

128.5.2/24

128.5.6/24

Next Hop

Router G

Router D

Router A

Router D

Self

Router B

If a packet's IP destination falls into the range of addresses described by a particular
routing table entry's prefix, we say that the entry is a match. In our example, the entry
for 128.3.7/24 in Table 2.1 matches all destinations of the form 128.3.7.x. In our example,
many destinations do not have a matching entry—28.4.56.77,192.9.1.3,11.11.11.11 are a
few examples. If router C receives a packet addressed to any of these destinations, it
simply throws the packet away and attempts to send an ICMP Destination Unreachable
message back to the packet's source to inform it about the error.

In Table 2.1, the destination 128.2.4.5 matches two routing table entries: 128.2/16
and 128.2.4/24. This is not at all uncommon. In these cases, the entry with the longest
prefix, 128.2.4/24, is selected as the best match (sometimes also referred to as longest
match); we also say that 128.2.4/24 is more specific than 128.2/16. One way that multiple
matches can occur is when the provider addressing model is being used. An organiza-
tion takes a range of addresses from its Internet Service Provider and later on changes
providers but does not wish to change addresses. The new ISP then ends up advertising
a more specific route for a piece of the old provider's address space (this is now offi-
cially discouraged by the address lending policy, which would instead force the organi-
zation to renumber when changing providers; see [209]).
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Many routers have a default route in their routing table. This is a routing table entry
for the zero-length prefix 0/0. The default route matches every destination, although it
is overridden by all more specific prefixes. For example, suppose that an organization's
intranet has one router attaching itself to the public Internet. All of the organization's
other routers can then use a default route pointing to the Internet connection rather than
knowing about all of the public Internet's routes.

Each router has a different routing table, reflecting its unique position within the
Internet. From router to router, not only do the next hops of routing table entries change,
but even the prefixes that each router knows can be different, as addresses are aggre-
gated into large prefixes. In Figure 1.5, routers D, E, and F are aware of the prefix
128.2.2/24, but all other routers see only the aggregate 128.2/16. Routers at the edge of
the Internet may rely heavily on the default routing table entry, with only a few hun-
dred or more specific entries in their routing table. Core routers in the Internet, however,
have upwards of 45,000 entries. These routers, which do not use a default route, are said
to hold the full Internet routing table. The size trend of the full Internet routing table is
shown in Figure 2.1. The contents of a router's routing table can be viewed through
SNMP and the IP forwarding-table MIB of RFC 2096 (see Section 12.6).

Figure 2.1 Size increases in the Internet's routing tables (logarithmic scale).

In our example, we have been assuming that router C is building its routing table
through the use of dynamic routing protocols—the aggregates 128.1/16 and 128.2/16
are being advertised to C (by routers G and D, respectively) through some protocol, as
are the paths to other remote segments. Dynamic routing protocols are certainly the
norm, although they do not need to be used. Instead routing table entries can be explic-
itly configured, called static routing, by a network operator. For example, to install the
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route to 128.3.7/24 in router C, a network operator may type the command add route
128.3.7/24 address-of-router-D. Running an entire network via static routing is too diffi-
cult to manage, requiring modification of static routes as the network changes or even
during network failures. In our example, if the link between routers C and D fails, the
operator would have to tell router C to route packets destined to 128.3.7/24 through G
instead, something that a dynamic routing protocol would do automatically. However,
static routes are still used today in the Internet to augment dynamic routing. For exam-
ple, two organizations may not trust each other enough to run dynamic routing at the
interorganization boundary, relying instead on a set of configured static routes.

Implementation of Routing Tables

Forwarding performance, usually expressed in packets/second, is the most valued
commodity in a router. Therefore makers of routers try to arrange their routers' routing
tables so that the best match operation can be performed as quickly as possible.

A common routing table arrangement is a Patricia tree (see [129] and [230])—a spe-
cial kind of radix tree that minimizes bit comparisons and, when used as a routing table,
requires only a single mask-and-match operation. These trees are binary trees, whereby
the tree traversal depends on a sequence of single-bit comparisons in the key, the desti-
nation IP address.

A Patricia tree that might be used to implement the lookup for the routing table in
Table 2.1 is shown in Figure 2.2. Suppose that the router is trying to route a packet to the
destination 128.2.5.6. The router starts at the top of the Patricia tree, testing bit 13 in
the destination address (bits are numbered starting at 0 for the most significant bit of
the address). Since this bit is 0, the router branches left, testing in sequence bits 14
(which is a 1), 15 (a 0) and 21 (a 1). This ends up at the entry specifying no bit compari-
son, so the tree traversal stops; traversal would also stop if the new bit to test were less
than or equal to the last bit tested. When the traversal stops, the destination is com-
pared to the prefix in the entry to see whether there is a match. In our example,
128.2.5.6 does not match 128.2.4/24. The router must then check for matches against
shorter prefixes of 128.2.4/24; following the prefix pointer back to 128.2/16 yields
the best-matching routing table entry.

With a routing table containing 45,000 entries, the router will perform on average 16
bit comparisons for each lookup. However, the performance of Patricia is somewhat
data dependent. With a particularly unfortunate collection of prefixes in the routing
table, the lookup of certain addresses can take as many as 32 bit comparisons, one for
each bit of the destination IP address.

Although radix tree variants such as Patricia are most common, other routing table
lookup algorithms are also employed in TCP/IP routers. For example, the OSPF imple-
mentation in the companion book to this book uses a balanced binary tree (see [129]).

Another way to speed up the routing table lookup is to try to avoid it entirely. The
routing table lookup provides the next hop for a given IP destination. Some routers
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Figure 2.2 Patricia-tree implementation of routing table lookup.

cache this IP destination-to-next-hop association in a separate database that is consulted
before the routing table lookup (one might say as the front end to the routing table).
Finding a particular destination in this database is easier because you are doing an exact
match instead of the more expensive best-match operation of the routing table. As a
concrete example, this front-end database might be organized as a hash table (see [129]).
If the hash function were the sum of the third and fourth bytes of the IP destination, a
couple of buckets within the hash table might look as in Figure 2.3 after the router had
forwarded several packets. Now if the router sees any of these destinations again (a
cache hit), their lookup will be very quick. Packets to new destinations will be slower,
however, because the cost of a failed hash lookup will have to be added to the normal
routing table lookup.

Front-end caches to the routing table can work well at the edge of the Internet or
within organizations. However, cache schemes do not seem to work well in the
Internet's core. The large number of packet destinations seen by the core routers can
cause caches to overflow or for their lookup to become slower than the routing table
lookup itself. For example, cache schemes are not really a win when the hash bucket

J
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Figure 2.3 Hash-table front end to a routing table.

size—the number of destinations that hash to the same value—starts getting large. Also,
the frequent routing changes seen in the core routers can force them to invalidate their
caches frequently, leading to a small number of cache hits.

Although IP addressing has been around for more than 20 years, new routing table
lookup algorithms are still being developed in attempts to build ever faster routers. The
two papers on routing table design presented at SIGCOMM '97, [27] and [257], are
recent examples.

2.2 Internet Routing Architecture

The Internet is organized into regions called Autonomous Systems (ASs). Each AS con-
sists of a collection of routers under the control of a single administrative entity—for
example, all the routers belonging to a particular Internet Service Provider, corporation,
or university.

The collection of ASs is organized in a rough hierarchical fashion. The closer to the
top of the hierarchy—the core of the Internet—the more routes appear in the AS. At the
same time, the individual prefixes within the routers' routing tables get shorter. The ASs
at the core of the Internet carry the complete routing table, currently 45,000 routes, and
do not use a default route (they are in the so-called default-free zone). All other ASs use
a default route, pointing up the hierarchy, enabling them to carry only a subset of the
Internet's routes. This arrangement of ASs is pictured in Figure 2.4.

ASs that are in the business of providing Internet connectivity are called Internet
Service Providers (ISPs). The network operators that configure and manage the intercon-
nection of ISPs have a language all their own. When two providers connect, they usu-
ally establish a peering agreement. If the two providers are at the same level of the
hierarchy, this is simply an agreement to exchange routing information. However, when
one AS is lower in the hierarchy (downstream), this AS is sometimes entering into a
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Route Server

Internet Exchange

Route Server

Figure 2.4 Organization of the Internet into Autonomous Systems. Solid lines indicate peering relationships.
The arrows indicate the direction of the default route.

customer relationship with the upstream provider. This means that the upstream provider
will advertise the downstream's addresses to the rest of the Internet and will forward
the downstream's packets to other providers and their customers as appropriate—that
is, the upstream provider provides transit for the downstream provider. Interprovider
operational issues are discussed in various forums, such as the North American Net-
work Operators Group (NANOG) [183]; peering issues are a major topic.

Internet prefixes are now assigned to achieve the best aggregation under CIDR. Pro-
viders that are large enough can get assigned their own address prefixes, also referred to
as CIDR blocks. Other smaller providers and their customers must use addresses from
the CIDR blocks of their upstream provider(s). However, many companies are still
using addresses assigned before the advent of CIDR and its address conservation poli-
cies: large corporations and universities, such as DEC, Xerox, and MIT, have their own
Class A addresses, and many individual Class C addresses in the range 192/8 still
appear in the routing tables (these Class C addresses are sometimes derisively referred
to by the network operators as the swamp).

The identity of the ASs at the Internet's core has changed over the years. Originally
the ARPANET network [146], [147] was at the Internet's core. Then, in 1985, the
National Science Foundation funded a new Internet core, called the NSFNET. The
NSFNET began as a collection of LSI-11-based routers, affectionately called Fuzzballs,
interconnected by 56Kb leased lines [161]. In 1987, the NSFNET was upgraded to
IBM RT-based routers interconnected with Tl lines, and in 1992, the line speed was up-
graded to T3. The NSFNET was decommissioned in 1995 [93]. Today the Internet's core
consists of around half a dozen commercial Internet providers, including UUNET, MCI,
and Sprint.
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In a variety of facilities around the world, an ISP can place a router and peer with
other ISPs. These facilities are commonly given names such as Network Access Points
(NAPs), Metropolitan Area Ethernets (MAEs), or Commercial Internet Exchanges (CIXs).
Physically these exchanges are usually implemented as bridged FDDI/Ethernet combi-
nations or as ATM subnets. Dozens of providers may connect at a single exchange point.
The ISPs connecting to the exchange, and those they are peering with, is often public
knowledge. See, for example, [148] for the ISPs connected to MAE East. Some exchanges
also supply a specially instrumented router to ease the distribution of routing informa-
tion between connected providers. These routers are called Route Servers, and were
developed by the NSF-funded Routing Arbiter project [223]. Instead of each provider
establishing a routing protocol session with every other, a provider instead establishes a
single session with the Route Server. The Route Server then redistributes the informa-
tion learned to the other providers at the exchange.

Two providers may also peer directly over a private connection, such as a high-
speed leased line or an ATM circuit. This kind of private peering is becoming common
between the top-level ISPs making up the Internet core.

As originally designed, routers within an AS exchanged routing information via a
common routing protocol (called an Interior Gateway Protocol, or IGP), whereas a differ-
ent routing protocol (called an Exterior Gateway Protocol, or BGP) was used to exchange
routing information between ASs. The single-IGP rule was soon broken, however,
with many ASs running multiple IGPs concurrently—for example, both RIP (see
Section 13.1) and OSPF. A collection of routers running a common IGP is often called
a routing domain; in this case, an AS may consist of multiple routing domains.

The first EGP was also called the Exterior Gateway Protocol [162]. It did a poor job
of loop detection and so forced a strict hierarchy of ASs. EGP was eventually replaced
by the Border Gateway Protocol, or BGP (see Section 13.3), which is the EGP in use in the
Internet today. With BGP, ASs no longer need to be organized in a strict hierarchy. BGP
is run between providers or between providers and the Route Servers at the various
Internet exchanges. A peering agreement almost always includes a commitment to
exchange some amount of BGP routing information. To facilitate configuration and
management of the BGP protocol exchanges, each AS is assigned a unique 16-bit AS
number. For example, BBN Planet has been assigned AS 1, UUNET AS 284, and Sprint
AS 1239.

You might ask why there is a distinction between IGPs and EGPs. Some people
think that the EGP/IGP split is simply a historical accident. However, I believe that the
requirements for an IGP differ from those for an EGP, which drives different protocol
designs. In an IGP, one wants a protocol that can calculate efficient routes and that recal-
culates quickly when the network changes. In an EGP, one is more interested in the abil-
ity to express particular routing policies and to aggregate routing information. As we
shall see in the next section, these differing requirements often lead to using link-state
routing technology in the IGP, whereas EGPs are invariably based on Distance Vector
routing technology.
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2.3 Distance Vector Algorithms

In a Distance Vector protocol, the routers cooperate in performing a distributed computa-
tion. Distance Vector algorithms calculate the best path to each destination prefix sepa-
rately, usually trying to find paths that minimize a simple metric, such as the number
of router hops to the destination. At each intermediate step in the algorithm, each
router has its current best path to the destination prefix. The router then notifies all of
its neighbors of its current path; concurrently the router's neighbors are also notifying
the router of their path choices. The router, seeing the paths being used by all of its
neighbors, may find a better (that is, lower-cost) path through one of its neighbors. If so,
the router updates its next hop and cost for the destination and notifies its neighbors of
its new choice of route, and the procedure iterates. After some number of iterations,
the choice of route will stabilize, with each router having found the best path to the
destination.

The main advantage of Distance Vector algorithms is their simplicity. These algo-
rithms are also amenable to route aggregation, and relatively simple routing policies
(for example, the router should route certain prefixes through a given neighbor but not
others) are easy to implement.

The canonical example of a Distance Vector protocol is the Internet's Routing Infor-
mation Protocol (RIP). Using RIP and the network in Figure 2.5 as a concrete example,
we'll examine a Distance Vector algorithm's distributed computation in a little more
detail.

Distance Vector Convergence

RIP routers augment each destination's routing table entry (see Section 2.1) with a met-
ric field. This metric indicates the minimum number of router hops required to reach the
destination; the prefixes for directly attached network segments always have their met-
ric set to 1. Every 30 seconds, each RIP router broadcasts RIP updates to its neighboring
RIP routers; these updates list the prefixes in the router's routing table, together with
their current metrics. When a RIP router receives a RIP update from its neighbor X, the
router examines all the prefixes within the update. If the number of hops to reach a
given prefix through X (obtained by adding 1 to the metric advertised by X for the pre-
fix) is better than the metric the router has for the prefix, the router updates its routing
table. The updated routing table entry has its next hop set to X and its metric set to one
more than the metric advertised by X.

The example shown in Table 2.2 assumes that at time Tl the interface on router I to
192.1.4/24 in Figure 2.5 has just become operational and that at times T1-T4, each of the
routers A-I sends routing updates simultaneously to its neighbors. The column under A
shows the routing table entry for 192.1.4/24 in router A as time progresses. After time
T4, the routing table entries remain stable, and RIP has converged.
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192.3.7/24 192.2.2/24

192.2.4/24 192.1.3/24

192.5.6/24 192.1.4/24

Figure 2.5 Sample network topology to illustrate Distance Vector protocol behavior.

Table 2.2 RIP Convergence When Subnet 192.1.4/24 Is Added to Figure 2.5.
(Routing table changes appear in bold, with each metric printed as a cost, next-hop pair.)
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Distance Vector protocols get their name from the form their routing updates
take: a list (or vector) of metrics (or distances), one for each advertised prefix. If you look
at the distributed calculation that a Distance Vector algorithm is performing over the
network as a whole, as illustrated in Table 2.2, you see that it is a distributed application
of the Bellman-Ford algorithm for finding shortest paths [18]. For this reason, Distance
Vector algorithms are also sometimes called Bellman-Ford algorithms (although this is
somewhat confusing, since link-state algorithms can also use the Bellman-Ford algo-
rithm to perform their routing calculations; see [86]).
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Table 2.2 shows what happens when a new, shorter path to a destination prefix
is discovered. However, sometimes the current shortest path is no longer available,
because of link or router failures, and routing must revert to a longer path. A router dis-
covers this failure in two ways. Sometimes the router's current best hop will merely
send an update saying that the best path just got longer. Other times, the lack of updates
received from the current next hop tells the router that the next hop is probably no
longer operational, and so the router selects a new next-hop router advertising an equal
or longer path. A Distance Vector protocol's convergence behavior in these failure con-
ditions is a little more interesting, and we talk about this in the next section.

Counting to Infinity

A Distance Vector protocol's distributed calculation is quite robust, converging after
network changes even if the updates from the various routers are not synchronized (in
fact, synchronization of updates can cause problems; see [78]) or if the routers use vary-
ing update intervals [20], [241]. However, Distance Vector protocols can take a long time
to converge in the face of certain network failures. Suppose, for example, that the inter-
face from router I to 192.1.4/24 in Figure 2.5 becomes inoperational. Table 2.3 shows the
behavior of RIP, again making the artificial assumption that each of the routers A-I
sends updates synchronously at the time intervals T1-T15.

Table 2.3 Distance Vector Convergence When Subnet 192.1.4/24 Is Deleted from Figure 2.5.
(Routing table changes are printed in bold, with each metric printed as a cost, next-hop pair.)

As you can see, it takes quite a while before the routers decide that the prefix
192.1.4/24 is unreachable. During this time, forwarding loops may very well form; in
our example, there is a forwarding loop between routers G and H from time T2 until
time T14. Notice that in any given router, the cost of prefix 192.1.4/24 continually

Time

Tl

T2

T3

T4

T5

T6

A

4,C

4,C

4,C

5,C

6,C

7,C

B

4,C

4,C

4,C

5,C

6,C

7,C

c

3,G

3,G

4,G

5,G

6,G

7,G

D

3,G

3,G

4,G

5,G

6,G

7,G

E

4,D

4,D

4,D

5,D

6,D

7,D

F

3,H

3,H

4,H

5,H

6,H

7,H

G

2,1

3,H

4,H

5,H

6,H

7,H

H

2,1

3,G

4,G

5,G

6,G

7,G

I

oo

3,G

4,G

5,G

6,G

7,G

...T7-T13...

T14

T15

15,C

<»

15,C

00

15,G

OO

15,G

oo

15,D

00

15,H

OO

15,H

00

15,G

00

15,G

00

IT-EBOOKS.DIRECTORY

http://www.it-ebooks.directory/


38 Internet Routing Protocols Chapter 2

increases until it reaches the RIP infinity of 16. This behavior is called counting to infinity
and is the reason that the maximum path cost is generally set to a small value in Dis-
tance Vector protocols: The larger the maximum path cost, the longer counting to infin-
ity can last, consuming network and router CPU bandwidth in the process. Distance
Vector protocols, such as RIP, exhibit similar properties when a network failure simply
lengthens the path to a destination. The general convergence behavior in this case can
be characterized as follows: On the way to its new metric value, the router's routing
table entry assumes the lengths of all possible paths (to the destination) existing in the
routing domain before the failure [120].

Improving Convergence

In order to improve Distance Vector protocol convergence, many modifications to Dis-
tance Vector protocols have been implemented at one time or another.

• In order to reduce convergence time, many routers running Distance Vector
protocols send updates immediately when their routing tables change instead
of waiting for the next 30-second interval. These updates are called triggered
updates.

• To help prevent forwarding loops during convergence, Distance Vector proto-
cols usually employ a procedure called split horizon. In split horizon, when a
router sends a routing update out its interface X, the router omits all routes from
the update whose outgoing interface is equal to X. For example, at time Tl in
Table 2.3, router G would not be broadcasting an update for 192.1.4/24 to rout-
ers H and I. In a modification to split horizon, called infinite split horizon, or split
horizon with poison reverse, updates sent out interface X advertise routes with
outgoing interface X as being unreachable (that is, with a cost of 16). Infinite
split horizon is more effective than split horizon in reducing forwarding loops,
in fact completely doing away with loops consisting of only two routers. How-
ever, since infinite split horizon makes updates larger, split horizon is more
common.

• In another modification, called hold down, a router refuses to accept updates
for a route for some period of time after the route has initially been declared
unreachable. For example, if router I in Table 2.3 had been performing hold
down, it would refuse to accept routing updates from its neighbors for several
time periods after time Tl. Hold down can inhibit the forming of forwarding
loops in certain situations, although it lengthens convergence time in others.
For that reason, it is not often employed by protocols such as RIP but is still
used in other Distance Vector protocols, such as IGRP (see Section 13.4) and
DVMRP (Section 14.2).
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These modifications can improve a Distance Vector protocol's convergence proper-
ties but cannot completely eliminate the formation of routing loops during convergence
or the counting-to-infinity behavior. There are two known ways to solve these problems
in a Distance Vector protocol. The first method, employed by the Internet's BGP, is to
advertise the complete path (that is, sequence of routers) to each destination prefix
rather than just the prefix's metric (see Section 13.3). The second method, described in
various papers ([82], [119], [157]) and implemented by EIGRP (Section 13.4), is to strictly
control the order of routing updates between nodes. These latter methods can guarantee
loop-free routing but generally complicate the protocol significantly and can in fact
increase convergence time.

2.4 Link-State Algorithms

Instead of the incremental, distributed calculation used by a Distance Vector algorithm,
link-state routing algorithms employ a replicated distributed database approach. Each router
in a link-state algorithm contributes pieces to this database by describing the router's
local environment: the set of active links to local IP network segments and neighboring
routers, with each link assigned a cost. This is where link-state algorithms get their
name: Instead of advertising a list of distances to each known destination, a router run-
ning a link-state algorithm advertises the states of its local network links. These link-
state advertisements are then distributed to all other routers. The end result is that all
routers obtain the same database of collected advertisements, together describing the
current map of the network. The cost of a path in the network is assigned as the sum of
the costs of the links comprising the path. From the network map, each router then runs
a shortest-path calculation, typically the Dijkstra algorithm, although other algorithms,
such as Bellman-Ford, are also sometimes used, producing the shortest path to each des-
tination prefix.

Part II of this book is dedicated to the detailed description of a particular link-state
routing protocol: OSPF. We defer explanation of many link-state mechanisms until then.
Link-state algorithms were originally designed to get around performance problems in
Distance Vector protocols [146]; however, arguments about the relative merits of Dis-
tance Vector and link-state protocols persist (see Section 3.2). Link-state algorithms are
generally considered to have good convergence properties: When the network changes,
new routes are found quickly and with a minimum of routing protocol overhead. Since
link-state database protocols have more data at their disposal (namely, a complete
description of the network) than do Distance Vector protocols, they can easily calculate
paths with more sophisticated characteristics than simply paths with least cost. For
example, link-state protocols have been designed for the Internet to calculate separate
paths for each IP Type of Service (see Section 7.1), calculate paths obeying a wide range
of policy constraints (IDPR, in Section 13.6), or calculate paths that can deliver certain
quality-of-service guarantees [86].
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Link-state routing protocols are definitely more complicated to specify than are
Distance Vector protocols, as you can tell by comparing the size of the OSPF and RIP
specifications. However, once you modify a Distance Vector algorithm to obtain some of
the standard link-state properties (resistance to routing loops, transmit only routing
changes instead of frequent refresh of routing data), you end up with a protocol that is
just as difficult to implement as a link-state protocol. For example, writing good OSPF
and BGP implementations are roughly equivalent tasks.

The EGP/IGP split allows the Internet to get the best features of both routing proto-
col technologies. For example, using OSPF as the IGP enables fast local convergence,
whereas BGP between ASs facilitates route aggregation and policy-based routing. Of
course, these two technologies can also be mixed within a single protocol—the two-level
hierarchy within OSPF, a link-state protocol, uses Distance Vector mechanisms (see
Chapter 6, Hierarchical Routing in OSPF).

Further Reading

Part II of this book covers the OSPF protocol in detail. Chapter 13, Unicast Routing Pro-
tocols, compares and contrasts the unicast routing protocols in use in the Internet today:
RIP, OSPF, BGP, IGRP, and Integrated IS-IS.

Routing in the Internet by Huitema [104] does a good job of explaining the motiva-
tion and theory behind the Internet's routing protocols.
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Part II

The OSPF Protocol

In Part II, we discuss the OSPF protocol. We start in Chapter 3, Developing the OSPF
Protocol, by discussing why OSPF was developed in the first place and the original
requirements and design decisions. We also discuss how OSPF has evolved, first as the
result of interoperability testing and Internet deployments and then in reaction to evolu-
tion of the Internet itself.

Chapter 4, OSPF Basics, discusses the basic protocol mechanisms of OSPF. Link-
state routing was originally designed for networks whose packet-switching computers
were interconnected by point-to-point links, and so we restrict ourselves to those topol-
ogies. At the core of a link-state protocol is the link-state database, and in Chapter 4, we
discuss the contents of individual pieces of the database, how the database is distrib-
uted and synchronized between routers, and the routing calculations that produce a
routing table from the link-state database.

In Chapter 5, OSPF Network Types, we discuss how OSPF runs differently over seg-
ments other than point-to-point links. OSPF contains special support for broadcast seg-
ments, such as Ethernets, and for nonbroadcast yet multiaccess network segments, such
as Frame Relay and ATM subnets. We discuss how OSPF performs neighbor discovery
and database synchronization over these segment types and how these segments are
represented within the link-state database. OSPF can run in two distinct modes over
nonbroadcast subnets: Point-to-MultiPoint and NBMA. We compare and contrast these
two modes of operation.

The implementation of hierarchical routing using OSPF is the subject of Chapter 6,
Hierarchical Routing in OSPF. We describe how an OSPF routing domain can be split
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into areas and discuss the rules covering area organization, including when and where
virtual links must be deployed. We then describe how routing information learned from
other protocols, called external routes, can be advertised by OSPF. The chapter ends
with a discussion of the interaction between external routes and areas. This includes a
description of the two area types, stub areas and NSSAs, that can be used to control the
spread of external routing information.

OSPF has been extended in various ways over the years. These optional extensions
are described in Chapter 7, OSPF Extensions. Stub areas and NSSAs are described in
more detail. The Demand Circuit extensions are a way of running OSPF efficiently over
dial-up and low-speed links. The Database Overflow extensions enable a router to
gracefully degrade when the size of the link-state database exceeds the router's capaci-
ties. The proposed external-attributes-LSA would enable OSPF to be used to propagate
BGP path information across an OSPF routing domain, as an alternative to IBGP. We
also describe an extension that has recently been removed from the OSPF specification:
the ability to route packets differently, based on their specified TOS. A discussion of
MOSPF, an extension enabling the forwarding of multicast datagrams, is deferred until
Chapter 10, MOSPF.

Part II ends with Chapter 8, An OSPF FAQ. This chapter provides a list of frequently
asked questions about OSPF and their answers.
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Developing the OSPF Protocol

The development of the OSPF routing protocol began in 1987. OSPF was one of the first
protocols to be developed completely within the Internet Engineering Task Force (IETF).
A decade later, the lETF's OSPF Working Group still exists, and the OSPF protocol con-
tinues to be extended, although the basic OSPF protocol was established with the first
publication of the OSPF Version 2 (OSPFv2) specification in 1991.

Tracing OSPF development allows us to introduce the features of OSPF—not just
what they are but also why they were considered important. Like the Internet, OSPF has
evolved over time. Some current features of OSPF, such as the Point-to-MultiPoint inter-
face, were never envisioned in the original OSPF design. Other features, such as TOS-
based routing, were included in the design but never deployed. A timeline showing the
major milestones in the development of OSPF is shown in Figure 3.1.

In this chapter, we describe the features of OSPF and the basic design decisions that
formed the OSPF protocol. We begin with the first meeting of the OSPF Working Group,
at the November 1987 IETF meeting in Boulder, Colorado.

3.1 Functional Requirements

To understand the initial goals of the OSPF Working Group, you need to consider what
the Internet of 1987 looked like. It was largely an academic and research network,
funded by the U.S. government. At the core of the Internet, the ARPANET had been
replaced by the NSFNET backbone and its regional networks. Much of the Internet used
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Figure 3.1 Timeline of OSPF development.

static routing; those Autonomous Systems employing dynamic routing used the
Routing Information Protocol (RIP), while the Exterior Gateway Protocol (EGP) was
used between Autonomous Systems.

Both of these protocols were having problems. As the size of Autonomous Systems
grew and as the size of the Internet routing tables increased, the amount of network
bandwidth consumed by RIP updates was increasing, and route-convergence times
were becoming unacceptable as the number of routing changes also increased. BGP's
update sizes were also increasing, and the topological restrictions imposed by EGP
(which technically required a tree topology, coining the term "reachability protocol"
instead of a routing protocol) were rapidly becoming unmanageable.

We decided to tackle the problem of producing a RIP replacement. The reasons
for trying to solve the RIP problem instead of the EGP problem were twofold. First, the
RIP problem seemed easier—being of local-scale scope—than a protocol that has to run
over the entire Internet as EGP did. Second, a RIP replacement would have wider appli-
cability, being of use both in the Internet and in commercial TCP/IP networks (what
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people today call intranets). Tackling the EGP problem was left to the designers of BGP
[208].

Thus the major requirement was to produce an intra-AS routing protocol (also
called an Interior Gateway Protocol, or IGP) that was more efficient than RIP. We
wanted a protocol that both consumed fewer network resources than RIP and con-
verged faster than RIP when the network changed. Examples of network changes are
when communication links, router interfaces, or entire routers fail. After the failure, the
best paths to certain destinations change. It takes some time for any routing protocol to
find the new best paths, and the paths used in the meantime are sometimes suboptimal
or even nonfunctional. The process of finding the new path is called convergence.

Other initial functional requirements for the OSPF protocol included the following.

• A more descriptive routing metric. RIP uses hop count as its routing metric, and
path cost is allowed to range from 1 to 15 only. This created two problems for
network administrators. First, it limited the diameters of their networks to 15
router hops. Second, administrators could not take into account such factors as
bandwidth and/or delay when configuring their routing systems. For OSPF, we
settled on a configurable link metric whose value ranges between 1 and 65,535,
with no limitation on total-path cost. This design decision removes network-
diameter limitations and allows for configurations such as that in Figure 3.2,
where a two-hop terrestrial path (OSPF cost of 200) can be preferred over a
direct satellite connection (OSPF cost of 1,000). See Section 4.8 for more details
on OSPF's routing metric.

Figure 3.2 Configuring metrics to avoid links with high delay.

Equal-cost multipath. We wanted OSPF to be able to discover multiple best paths
to a given destination, when they exist. However, we did not mandate how
routers should use these multiple best paths for forwarding data packets. It
did not seem necessary to standardize the choice of which of the multiple
paths to use for a given packet. There are many strategies: round-robin on a
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packet-by-packet basis, a hash on the source address, and so on. However,
routers with different strategies can be mixed together freely, and a working
network will still result.

Routing hierarchy. We wanted to be able to build very large routing domains, on
the order of many thousands of routers. The only known way to scale routing to
such a size is by introducing hierarchy. The OSPF hierarchy was implemented
via a two-level area routing scheme, as described in Section 6.1.

Separate internal and external routes. Autonomous Systems running RIP were
having trouble knowing which information to trust. You always want to trust
information gained first hand about your own internal routing domain over
external routing information that has been injected into your domain. RIP did
not distinguish between the two types of information. In OSPF, external routing
information is labeled and is explicitly overridden by any internal routing infor-
mation; see Section 6.2.

Support of more flexible subnetting schemes. When OSPF was first being designed,
the Internet was still using Class A, B, and C addresses. IP subnetting did exist,
but subnets were always allocated by dividing a given Class A, B, and C
address into equal-sized pieces [166]. However, we felt that people were going
to want to make more efficient use of the address space, so we made it a require-
ment that OSPF be able to route to arbitrary [address, mask] combinations. In
particular, we wanted to be able to accommodate so-called variable-length sub-
net masks (VLSMs), whereby a Class A, B, or C address could be carved into
unequal-sized subnets.

This requirement pretty much anticipated classless Internet routing (CIDR).
However, it would have to be adjusted slightly to accommodate CIDR com-
pletely (see Section 3.7).

Security. We wanted to be able to administratively control which routers joined
an OSPF domain. A common problem with RIP is that anyone can bring up a
bogus RIP router advertising the default route (or any other route, for that mat-
ter), disrupting routing. By authenticating received OSPF packets, a router
would have to be given the correct key before it could join the OSPF routing
domain.

This requirement led us to reserve space in OSPF packets for authentication
data. But the development of nontrivial authentication algorithms for OSPF
would have to wait for several years (see Section 3.7).

Type of Service routing. We wanted to be able to calculate separate routes for IP
Type of Service (TOS). TCP/IP supports five classes of TOS: normal service, mini-
mize monetary cost, maximize reliability, maximize throughput, and minimize delay.
The idea behind TOS is that IP packets can be labeled with a particular TOS,
which would then influence the handling of the packets, including possibly the
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route that the packet would take through the Internet (called TOS-based
routing).

OSPF supported TOS-based routing from the beginning, allowing the
assignment of separate link metrics and building separate routing tables for
each TOS. For example, in Figure 3.2, a second metric can be assigned for the
maximize-bandwidth TOS, allowing the satellite link to be preferred for file-
transfer traffic at the same time that the link is avoided by all other traffic types.
TOS support was made optional, giving rise to many arguments about what
should happen to a packet designated with, for example, minimize monetary
cost when a path minimizing monetary cost does not exist but a normal service
path does: Should the packet be discarded, or should it be forwarded along the
normal service path instead?

All these design efforts and arguments were really for naught. Although
several implementations of OSPF TOS-based routing were developed, TOS-
based routing has never been deployed in the Internet. This is probably for lack
of a real need for TOS and also because of a chicken-and-egg problem: The hosts
do not label packets with TOS because the routers do not act on TOS, and the
routers do not act on TOS because the packets are not labeled.

3.2 Design Decisions

After establishing the requirements for the new protocol, the design could begin. This
section describes some of the major design decisions made during initial development
of OSPF. Some of the decisions were controversial; others were not.

One noncontroversial design decision was the formatting of the OSPF packet. As is
done for most TCP/IP protocols, we wanted OSPF packets to be aligned so that they
could be processed easily within common computer architectures: 4-byte fields starting
at offsets of a multiple of 4 bytes, 2-byte fields starting at even offsets, and so on. Nicely
aligned packets also allow protocol implementors in languages such as C to use data
structures as "packet templates," simplifying the implementation of packet reception
and transmission.

The most major design decision, and also the most controversial one, was choosing
the underlying routing protocol technology. At the time, there were two major technolo-
gies, which are the same two choices one would have if designing a routing protocol
today: link-state and Distance Vector.

Link-State versus Distance Vector

Distance Vector protocols were in common use in the Internet, with RIP being the major
example. Distance Vector protocols employ a distributed-processing model. Each router
participating in a Distance Vector algorithm performs a routing calculation based on the
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current information received from the router's neighbors. The router then sends the
intermediate results of this calculation (which is typically the router's current routing
table) to all of its neighbors, causing them to redo their calculations based on this
updated information. The neighbors in turn send their updated routing tables to their
neighbors, and so on. This process then iterates until all routers converge on the best
paths to the destination networks. (For a more detailed description of the Distance
Vector algorithm, see Section 2.3.)

Link-state protocols (also called shortest-path first, or SPF, protocols because they
commonly use Dijkstra's Shortest Path First algorithm in their routing calculations)
employ a distributed database model. Each router running a link-state algorithm describes
its local environment in link-state advertisements, or LSAs. Local environment includes
the router's operational interfaces, the cost to send user data traffic out the interface,
and to what the interface connects. These LSAs are distributed to all other routers by
a procedure called flooding. All routers end up with the same set of LSAs, called the
link-state database. From this database, the routers calculate their routing tables, using
shortest-paths algorithms, such as Dijkstra's algorithm. (For a more detailed descrip-
tion of link-state algorithms, see Chapter 4, OSPF Basics.)

As mentioned earlier, RIP was having trouble in some of the Internet's larger
Autonomous Systems. RIP was taking a long time to converge and was consuming con-
siderable network bandwidth in the process. In addition, RIP is slow to flush unreach-
able destinations from the network, going through a procedure called counting to
infinity (see Section 2.3). Indeed, as shown in [20] and [120], when a network change
causes the best path to a destination to lengthen, the routing table entry for the des-
tination in a Distance Vector algorithm will, under some circumstances, take all inter-
mediate values between the old and new costs before finally converging to the new
value.

BBN saw similar behavior in the original ARPANET routing algorithm, which
was based on Distance Vector. That algorithm's deficiencies included slow response
to topological changes, large update packets that interfered with data traffic, and a
tendency to form loops that would persist for seconds at a time [147]. In response to
these problems, BBN had developed the first link-state routing algorithm, which had
performed well in replacement of the original ARPANET routing algorithm ([146],
[147], and [220]).

After observing BBN's success in the first link-state algorithm, we decided to
develop a link-state routing algorithm for TCP/IP. There was considerable dissent on
this issue, however. Link-state routing protocols are more complicated to specify and
implement than are Distance Vector protocols. And although link-state routing looked
promising to many people, a multivendor link-state routing protocol had never been
developed—and some people believed that it could not be done.

In fact, there was enough dissent that we were forced to change the name of the
working group from its original Open Interior Gateway Protocol (OIGP) Working
Group to the Open Shortest Path First Interior Gateway Protocol (OSPFIGP, later
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mercifully shortened to OSPF) Working Group, and a short-lived Open Distance
Vector Working Group was formed in direct competition.

In retrospect, the industry trend has been toward link-state routing algorithms.
Besides OSPF for TCP/IP, link-state routing protocols have been developed for all other
major protocol suites: IS-IS for OSI, NetWare Link Services Protocol (NLSP) for Novell
Netware, Advanced Peer-to-Peer Networking (APPN) for IBM's SNA, and Private
Network-to-Network Interface (PNNI) for ATM. However, the debate about link state
versus Distance Vector does continue in a more muted form. Research continues in
removing the deficiencies of Distance Vector algorithms [82], with some of these
improvements being fielded in an enhancement to Cisco's proprietary Distance Vector
algorithm IGRP [96]. RIP, the quintessential Distance Vector algorithm, has been
extended to carry CIDR routes [149] and remains widely used in the Internet. The
Internet's BGP [208] is also Distance Vector based.

Link-State Basis

Having chosen to create a link-state TCP/IP routing protocol, we found quite a bit
of existing technology to draw on. BBN had pioneered link-state routing, having de-
ployed the first link-state routing protocol in May 1979 in the ARPANET network. The
ARPANET was both a simple and challenging environment for a routing protocol.
The ARPANET was a packet-switching network that provided services at level two of
the OSI reference model, similar to an X.25 Public Data Network (PDN). The ARPANET
environment was simple because of its uniformity: All switches were manufactured by
the same vendor, were running the same software, and were interconnected by serial
lines with line rates between 9.6Kb and 56Kb. However, routing within the ARPANET
was tasked with a job that no TCP/IP routing protocol has ever taken on: Not only did
ARPANET routing route around network failures, but it also detected and routed
around network congestion (see Chapter 8, An OSPF FAQ).

The ARPANET link-state protocol had established all of the basic mechanisms of a
link-state routing protocol: the link-state database, distribution of the database via a
flooding algorithm, and shortest-path routing calculations. An area routing scheme had
also been developed for the ARPANET, although it had never been deployed [231].
However, the ARPANET protocol still had room for improvement. For example, the
background level of routing traffic was fairly high, since in the ARPANET algorithm,
the refresh rate of the link-state database was inversely proportional to the time it took
to bring up a new serial line between switches. And in a famous network outage, a vul-
nerability in the ARPANET flooding algorithm caused a failure of the entire network
that could be reversed only by power cycling all the switches concurrently (see Sec-
tion 4.2.2). Corrective measures for these problems were proposed in a 1983 paper by
Perlman [189].
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BBN also had converted the ARPANET link-state protocol to a TCP/IP routing
protocol [152]. However, this protocol was too inefficient over link technologies com-
mon in the Internet, such as Ethernet, because this protocol simulated the ARPANET
environment by treating a collection of routers connected to an Ethernet as if they were
pairwise-connected by serial lines.

At the same time that we were developing OSPF for TCP/IP, the ISO standards
organizations were developing a link-state routing protocol called IS-IS for the OSI pro-
tocol stack [112]. The emerging IS-IS protocol had already developed an efficient mecha-
nism for running link-state protocols over broadcast links, such as Ethernet LANs,
electing a Designated Router to control flooding and to perform information reduction
for each LAN.

These were the link-state routing experiences that we could use as a basis for our
protocol design. At the time, some people posed the question, "Why not simply adopt
the IS-IS OSI routing protocol as your new routing protocol?" IS-IS was being devel-
oped at the same time that we were undertaking development of OSPF. Looking at the
emerging IS-IS protocol, we saw a number of barriers to its becoming a TCP/IP routing
protocol. We mention a few of these problems by way of example. First, IS-IS ran
directly over the link layer, which we thought was the wrong choice for a TCP/IP rout-
ing protocol, as explained next. At the time, IS-IS had no way to fragment LSAs, with a
router having to originate all of its routing data within a single LSA. In some TCP/IP
environments in which routers import many external routes, such a design would be
unworkable. IS-IS had an area routing scheme, but one that did not allow any shortcuts
between areas that we thought were necessary for an Internet routing protocol. Also,
IS-IS made no attempt to align fields in their packet formats, making life more difficult
for protocol implementors.

Given these and other technical issues, we considered it simpler to design a new
protocol rather than to attempt to modify a protocol such as IS-IS. There were also non-
technical considerations. Many people felt that it was better that the IETF have complete
control over the OSPF protocol design rather than depend on an ISO committee whose
goals, namely, to produce a routing protocol for the OSI protocol stack, were somewhat
different. Equally as controversial as the decision about link state versus Distance Vec-
tor, the decision to design a brand-new routing protocol would remain a bone of conten-
tion for years, until 1992, when OSPF was selected as the Internet's recommended IGP
(see Section 3.6).

Encapsulation

When designing a TCP/IP routing protocol, you have three choices for encapsulation of
your new protocol's packets: They can run directly over the link layer, directly over the
IP network layer, or over IP's transport protocols UDP or TCP.

Running directly over the link layer is problematic, for the following reasons. Most
link layers do not provide fragmentation and reassembly services, so your routing
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protocol would have to implement its own fragmentation. You would also have to get
code points assigned for all of the various link layers that your protocol runs over, for
example an Ethernet type for running over Ethernet.

Running over IP allows your protocol to use all of IP's network-layer services. You
can use IP fragmentation and reassembly instead of creating your own. IP runs over
virtually any link type; so if your protocol runs over IP, you do not have to worry about
allocation of code points for the various link layers. If you want to send your routing
protocol packets more than one hop and if you are careful, you can even use the for-
warding services of the IP layer (OSPF does this for its virtual links; see Section 6.1.1).
You have to be careful, though, that you do not enter into a chicken-and-egg situation,
whereby your routing protocol depends on the forwarding, which in turn depends on
the data supplied by your routing protocol.

Using UDP gives you a couple of additional benefits. It provides you with an
optional checksum to verify integrity of your protocol packets. Each UDP protocol is
assigned a UDP port for multiplexing over the UDP layer, and these UDP ports are
much more abundant than IP protocol numbers, coming from a 16-bit rather than an
8-bit space. Also, UDP protocols are easier to deploy on many operating systems: Often,
sending or receiving packets directly over IP requires special privileges (for example,
being "superuser" on a UNIX system), whereas the UDP interface is usually available to
all users and their applications. If running over TCP, an additional benefit is running
over a reliable byte stream (for example, BGP [208]).

We did not need the reliability of TCP; link-state routing protocols have their own
reliability built into their flooding algorithms, and TCP would just get in the way. Also,
the ease of applications in UNIX and other operating systems to send and receive UDP
packets was seen by some as a disadvantage; the necessity of gaining OS privileges was
seen as providing some small amount of security. The additional small benefits of UDP
encapsulation were outweighed by the extra 8 bytes of UDP header overhead that
would appear in every protocol packet. So we decided to run OSPF directly over the IP
network layer, and we received an assignment of IP protocol number 89 from the IANA
[212].

One other issue involving encapsulation appeared when running over broadcast
subnets, such as Ethernet LANs. Existing TCP/IP routing protocols, such as RIP, trans-
mitted routing protocol packets as IP broadcasts on these networks. However, this
meant that all hosts on the LAN would receive the RIP packets, even if they were
not running RIP (or even if they were not running the TCP/IP stack). An emerging
technology—IP multicast—solved this problem by allowing a single IP packet to be
sent and then received only by those hosts interested in the packet. The problem with
IP multicast was that it was not supported in most operating systems. For example, if
you wanted to use IP multicast on a UNIX workstation, you would have to build your
own UNIX kernel with the multicast additions. But multicast was clearly a better solu-
tion than broadcast, and so we bit the bullet and requested a pair of IP multicast ad-
dresses for use by OSPF over Ethernet and other broadcast subnets (see Section 5.2).
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LSA Fragmentation

Switches running a link-state routing protocol advertise their routing information in
link-state advertisements, or LSAs. If a switch advertises all of its information in a single
LSA, that LSA could get very large indeed. For example, an IP router may want to
advertise many thousands of routes about destinations elsewhere in the Internet.
Instead of advertising a single large LSA, most link-state protocols allow the switches
to originate multiple smaller LSAs. We call this behavior LSA fragmentation.

In OSPF, we could have made the LSAs quite large; since OSPF has access to the IP
network layer's fragmentation and reassembly services, OSPF LSAs could have been up
to 65,000 bytes long. However, IP fragmentation should usually be avoided [125]. So we
definitely wanted to make OSPF LSAs smaller than common link MTUs found in the
Internet. The smallest common MTU is Ethernet's 1,500 bytes [165].

Making LSAs as large as possible minimizes the static size of the link-state database,
because the bookkeeping portion of the LSA header is amortized over more data. How-
ever, we opted to keep OSPF LSAs as small as possible, advertising each separable piece
of routing data in a distinct LSA. Making the link-state database somewhat larger in fact
minimizes the total amount of routing traffic; when something in the OSPF routing
domain changes, only the changed routing information gets reflooded.

Keeping the data within LSAs small and of fixed format also made LSAs easy to
build and parse. This was important to those of us who had spent a lot of time writing
code to build packets in those routing protocols, such as BGP [162], with complicated
packet formats.

Note that we did not make the LSA format flexible and open-ended, as is done in
other link-state protocols. Although flexible formats allow some implementations to
experiment with efficient packing algorithms, they make the development of packet
reception code and interoperability testing more difficult by increasing the number of
test cases. Worse, flexible formats leave the network vulnerable to bad packing algo-
rithms in other implementations.

Common Mechanisms over Disparate Link Layers

Many kinds of link-level technologies, with different properties, are in use in the
Internet. Some connect only two routers, such as synchronous serial lines. Others may
connect many routers, such as a large Frame Relay public-data network. Some may
allow packets to be broadcast or multicast, such as Ethernet. Others may not, such as an
ATM subnet. Link technologies also have different MTUs, transmission speeds, and
error rates. Link-state routing as originally developed for the ARPANET was designed
for switches interconnected via leased serial lines (called point-to-point links in OSPF).
However, we wanted OSPF to work over all of the Internet's link technologies and to
work the same way over each link technology, or at least to minimize any link-specific
functionality. A few examples follow.
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The first example was the flooding of LSAs over broadcast LANs. We could have
modeled a collection of n routers attached to a broadcast LAN asn* (n-l) / 2 point-to-
point connections (one for each pair of routers) and then run the point-to-point flooding
algorithm over each connection. Although simple, this approach costs too much in
terms of the amount of flooding traffic that would be sent over the LAN. Instead we
added a level of indirection: We modeled the LAN connectivity, from the flooding algo-
rithm's point of view, as a star network of n point-to-point connections. A special router,
called the Designated Router, on the LAN is elected, and all other routers on the LAN
need to flood LSAs to/from the Designated Router only. Running a slight variant of the
point-to-point flooding algorithm over these n connections then does a nice job of mini-
mizing flooding traffic on the LAN (see Section 5.2.2).

Another example is the operation of OSPF over X.25 PDNs. Except for the missing
broadcast/multicast capability, as far as the operation of a link-state protocol was con-
cerned, an X.25 subnet had the same properties as an Ethernet: many routers connected
to a common medium, each pair of which can communicate directly. We coined the term
NBMA (nonbroadcast multiaccess) for these subnets. Operation of OSPF over NBMAs
is almost identical to operation of OSPF over broadcast LANs: Flooding uses the
Designated Router, and both subnets are represented identically within the OSPF link-
state database by network-LSAs (see Section 5.2.3). The only real difference between
broadcast subnets and NBMA subnets is in the discovery of neighboring routers. On
broadcast networks, a router can discover its neighbors dynamically by sending multi-
cast probes (called Hello packets in OSPF); on NBMA networks, a router's neighbors
may have to be configured (see Section 5.3.1).

Unfortunately not all link technologies could be mapped directly to leased serial
lines or Ethernets. For example, to support OSPF over dial-up telephone lines, a collec-
tion of significantly different mechanisms had to be developed (see Section 7.3).

Backup Designated Router

When running over broadcast and NBMA segments, OSPF relies on the Designated
Router. All LSAs flooded over a broadcast or NBMA subnet go through the subnet's
Designated Router, which is responsible for reporting the subnet's local topology within
a network-LSA. This behavior, however, leads to a robustness problem. When the
Designated Router fails, neither LSAs nor user data can be forwarded over the subnet
until after a new Designated Router is established.

Even inadvertently replacing the current Designated Router with another causes
some disruption, as all routers must synchronize with the new Designated Router and a
new network-LSA is flooded to all OSPF routers, causing all routers to rerun their rout-
ing calculations. To make sure that a switch of Designated Router happens only on fail-
ures, we designed the Designated Router election so that routers newly added to the
subnet always defer to the existing Designated Router.
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Then, to ensure that the switchover occurs as quickly as possible on failures, we
introduced the concept of a Backup Designated Router. The Backup Designated Router
also is elected and then prequalified to take over as Designated Router, all while the cur-
rent Designated Router is operating normally. If the Designated Router fails, the Backup
Designated Router keeps the flooding over the subnet going, even before the Desig-
nated Router's failure is detected (see Section 5.2.2). As soon as the failure is discovered,
the Backup Designated Router is promoted to Designated Router; since all other routers
on the subnet have already synchronized with the Backup Designated Router, the
switchover is relatively painless.

External Route Tag

We had designed a way to import external routes into an OSPF routing domain. Exter-
nal routes are those routes learned from other sources: routes learned from routing pro-
tocols, such as RIP or BGP, or static information configured by network managers. Each
external route is imported in its own LSA. At the urging of one of the OSPF Working
Group's members, Milo Medin, we also imported each route with a 32-bit tag called the
external route tag. This tag is not used by the OSPF protocol itself but instead was to be
used to convey information, transparently to OSPF, across an OSPF routing domain.
Although when OSPF was initially designed, we did not know exactly what the tag
would be used for, it has proved to be very useful over the years.

The first use for the tag was to convey policy information between routers on the
boundary of the OSPF domain. In the Internet, a single router may import thousands of
external routes into an OSPF routing domain. Other routers on the boundary of the
OSPF domain must decide, after learning of the routes, whether to readvertise them to
other routing domains. A router usually makes this decision by scanning manually con-
figured lists of routing filters. The tag simplifies the configuration of routing filters by
allowing routes to be grouped together by policy when imported into the OSPF domain.
Then a routing policy can simply say, "Readvertise routes with tag X," rather than
"Readvertise routes Xlr X2,..., Xn." The same sort of functionality is provided in BGP
when using BGP communities [39].

Rules were written on how to exchange routing information between the OSPF and
BGP routing protocols (see Section 11.6.1). Use of the external route tag allows OSPF
routers to import routes (namely, RIP routes, statically configured routes, or BGP-
learned routes with short AS paths) with enough additional information to construct
correct BGP attributes at the other side of the OSPF routing domain. This ability
removes the necessity to also advertise such routes across the OSPF routing domain in
IBGP. Although not yet implemented, use of the tag also allows complete replacement
of IBGP by an alternative OSPF mechanism (see Section 7.6).
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Hierarchical Abstraction

In order to be able to build large OSPF networks, we allowed an OSPF routing domain
to be split into regions, or areas. Details of any particular area were to be hidden from
all other areas, and addressing information would be aggregated when advertised
across area boundaries. Both of these functions would reduce the size of a router's
routing table and link-state database, thereby enabling the size of the overall rout-
ing domain to grow larger. Splitting an OSPF routing domain into areas could also be
considered to be a two-level hierarchical routing scheme (see Chapter 6, Hierarchical
Routing in OSPF).

Several design decisions needed to be made about the area organization. First,
what would be on the area boundary—routers, network segments, or both? As dis-
cussed in Chapter 2, Internet Routing Protocols, the Internet is split into Autonomous
Systems, the boundaries of which are composed of network segments. For OSPF areas,
however, we took the opposite tack, choosing routers as the area boundaries. This deci-
sion meant that each network segment would belong to one and only one area, a prop-
erty that we thought would make the aggregation of addresses across area boundaries
easier.

Second, how would we describe an area to other areas? In order to achieve the scal-
ing properties we desired, we had to reduce the information associated with an area
before advertising it to other areas. This information reduction is called abstraction.
Abstraction in a link-state routing algorithm is a difficult problem. We considered
an analog of the OSPF network-LSA, which abstracts the OSPF connectivity across
a given broadcast subnet (see Section 5.2.3); however, that kind of abstraction has a
tendency to distort metric information. Instead we decided to simply summarize a
list of addresses reachable within the area. These addresses are then passed from area
to area, just as routes are advertised from router to router within a Distance Vector
protocol (see Section 2.3). For other link-state routing abstraction schemes, see [9]
and [38].

Although we were using Distance Vector mechanisms between areas, we wanted to
avoid the common pitfalls of Distance Vector algorithms. So we required that all areas
be directly connected to a special area, called the backbone area. By forcing all of an area's
routing information to go through the backbone area on the way to other areas, we thus
mandated a simple hub-and-spoke area organization that standard Distance Vector
mechanisms could handle without problems.

Yet forcing all areas to be physically connected to a single backbone area seemed to
be too onerous. To get around this restriction, we enabled the logical extension of the
backbone area through the configuration of what we called virtual links. Virtual links
allowed us to tunnel routing information through areas, creating a logical hub-and-
spoke topology on any arbitrary physical area topology (see Section 6.1.2).
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3.3 OSPFvl: A False Start

The OSPF protocol specification was first published in October 1989, as RFC 1131 [174].
Like most Internet protocols, OSPF has a version number. RFC 1131 documented ver-
sion 1 of the OSPF protocol.

The lETF's motto is rough consensus and running code. Completing the OSPF design
was the first part of the OSPF Working Group's job; now we had to prove that the proto-
col worked by implementing it.

Two implementations of OSPFvl were written, one to run on Proteon's routers, and
another, written by Rob Coltun at the University of Maryland, to run on UNIX worksta-
tions. The latter implementation was made available in source code form for a very
nominal fee. This implementation later became quite widespread and is now available
as part of the GATED distribution [83].

The implementation of a new protocol invariably uncovers problems, and OSPFvl
was no exception. The first problem we noticed was that OSPFvl had trouble deleting
information from the routing system. Information is deleted in OSPF through the use of
so-called MaxAge LSAs (see Section 4.7.2). However, in OSPFvl, MaxAge LSAs often
circulated through the routing system long after they had served their function. Besides
being somewhat disconcerting, this behavior could prevent new information from being
introduced. Although we fixed this problem in the next version of OSPF, problems with
deleting MaxAge LSAs persisted in many implementations for years.

Another problem was more hypothetical. The original ARPANET link-state routing
protocol had a flaw that could cause an entire network to "melt down" as routing
updates would continue to circulate at great speeds throughout the network until the
network itself was shut down as a corrective action [221]. At the root of this problem
was the way in which the ARPANET protocol detected whether an LSA was being
updated. In all link-state algorithms, LSAs have sequence numbers: When a router
receives two copies of the same LSA, the copy with the "higher" sequence number is an
update of the other copy. Just what "higher" means depends on how the sequence space
is organized. In the original ARPANET algorithm, the sequence number space was
circular, and data corruption could confuse the determination of which LSA was the
update. In OSPFvl, we had made the corrections suggested in [189] to avoid this prob-
lem, but these corrections were not quite foolproof. To patch the last vulnerability, we
needed to change the LSA sequence space to a simple linear space, as described in
Section 4.2.2.

Implementation of OSPFvl uncovered several places where OSPF could be opti-
mized. For example, OSPFvl specified that after a router interface became operational,
the router had to wait a fixed time interval before establishing OSPF neighbor relation-
ships over the interface. However, it turned out that information contained in OSPF
packets received over the interface could make this interval much smaller. As another
example, OSPF requires that you exchange information about the full link-state data-
base with a newly discovered OSPF neighbor. OSPFvl specified that you had to send a
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description of your full database before requesting to receive pieces of your neighbor's
database. However, it turned out to be much more efficient for OSPF routers to mix
database descriptions and requests.

It also became clear that a number of points in the OSPFvl specification were not
completely specified. For example, OSPFvl gave a detailed description of how to build
an OSPF router's routing table but did not explain how a router performs a routing
table lookup: choosing the "best-matching" routing table entry for a given IP destina-
tion. In fact, up until this point, no IP routing protocol had a completely specified rout-
ing table lookup.

All of these issues led us to revise the OSPFvl specification. A fix to the LSA
sequence space could not be backward compatible; any change to the LSA sequence
space would lead to LSA sequence-number confusion between routers running the old
and new versions of the specification, which is what we were trying to avoid in the first
place. Hence we incremented the OSPF version number, producing a specification for
OSPFv2, which was eventually published as RFC 1247 in July 1991 [176].

The failure of OSPFvl and OSPFv2 to interoperate was not an issue, since OSPFvl
was never deployed. Since we did not have to worry about backward compatibility, we
took this opportunity to simplify the OSPF packet formats. It also had become clear that
there were some OSPF features, such as the ability of OSPF routing to take into account
an IP packet's Type of Service label, which were not going to be implemented by every-
one. In order to make such features optional, we introduced a way for routers to
negotiate capabilities, by adding an Options field to OSPF packets and LSAs (see
Chapter 7, OSPF Extensions).

Going from OSPFvl to OSPFv2 was the last time that we could make sweeping
changes to OSPF. OSPFv2 would soon be deployed in the Internet, and all future
changes would have to be made with an eye toward keeping the installed base of OSPF
routers running. Although the OSPF specification has been reissued several times since
the publication of RFC 1247, the current specification still has the OSPF version number
set to 2 and still interoperates with implementations of the original RFC 1247.

3.4 Interoperability Testing

Making sure that multiple independent implementations of a protocol can interoperate
is essential to the creation of a good protocol. Until interoperability is demonstrated,
one can never be sure that the protocol specification is clear and unambiguous. Often
interoperability testing will uncover holes in the protocol specification; unwritten
assumptions made by protocol designers are not always apparent to implementors
when they read the specification for the first time. Interoperability testing is especially
important for routing protocols, which are distributed algorithms that require the con-
certed interaction of many routers (instead of just the interoperability of two hosts, as,
for example, with transport algorithms such as TCP). For this reason, interoperability of
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independent implementations is one of the requirements for advancement of routing
protocols in the lETF's standard process [98].

Six organized interoperability sessions were held during the initial development of
the OSPF protocol, in the years 1990 through 1994. These sessions were really more like
the bake-offs held periodically for various Internet protocols. One company would vol-
unteer to host an interoperability session, and then OSPF developers from other compa-
nies would arrive with their routers for several days of testing. The first session was
held at Proteon, Inc., and involved three router vendors. Then came sessions hosted
by SURANet (an NSF regional network, since purchased by BBN Planet), 3Com, FTP
Software, and Xyplex. A final session, held by the Corporation for Open Systems' lab in
Reston, Va., attracted 12 router vendors.

These tests were loosely organized, with a collegial atmosphere. Much of the first
day was typically spent stringing Ethernet and serial cables. We would then agree on
several network topologies and failure scenarios to try. Along the way, we would find
bugs, usually in the implementations, although sometimes in the OSPF protocol itself.
Sometimes several developers would examine a packet trace to try to isolate a problem.
After having found a bug, developers would typically change their code (some had
brought their complete development environments on portable PCs, whereas others tel-
netted back to their companies' development systems), reload their routers, and try the
tests again. It was a common occurrence at these sessions to see developers from several
companies all leaning over a competitor's shoulder, trying to fix a bug!

Test topologies were typically small, since each router vendor could bring only a
couple of routers. For example, one of the network topologies used during the test-
ing session at 3Com is pictured in Figure 3.3. In this testing session and others, a live
Internet connection (this time to BARRNet, the Bay Area NSF Regional Network, which
has since been purchased by BBN Planet) was used in order to import some Internet
routes into the testing environment.

OSPF bake-offs are no longer scheduled today. Nonetheless, there are still places
that vendors can take their OSPF implementations for testing, such as University of
New Hampshire's Interoperability Lab [251].

Tools

To determine how well OSPF was working and to track down problems when they
arose, we needed some tools. To discover whether OSPF was building the correct routes,
we used standard Internet tools, such as traceroute and ping (see Chapter 12, Debug-
ging Routing Problems). But in order to monitor OSPF protocol performance, new tools
had to be created.

First, we needed a way to see the OSPF packets that were being sent and received
during the testing. Network analyzers, such as the Network General Sniffer, were
attached to our test network in order to perform packet collection (see Section 12.8).
However, these analyzers did not know how to decode OSPF packets, and manually
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Ethernet Area A

Figure 3.3 One configuration tested during the 3Com testing session in February 1991. As an additional test,
400 external routes were imported from BARRNet.

decoding hexadecimal packet dumps was cumbersome. So we modified the analyzers'
software to decode OSPF packets and to be able to filter out non-OSPF packets, in order
to make analysis of the remaining OSPF packets easier.

Most of the job of a link-state protocol such as OSPF is to keep the database of LSAs
synchronized between routers. But determining whether the database was synchro-
nized proved difficult. Having each router list its complete set of LSAs and then com-
paring the list was very time consuming and error prone—even in our small test setups,
the OSPF database often had hundreds of LSAs. Having each router print how many
LSAs were in its database was useful, but just because each router had the same number
of LSAs did not mean that the databases were synchronized. For example, one router
might have more up-to-date copies of particular LSAs than another router. To detect
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these situations, we had each router report a 32-bit checksum of its database, which
proved a reliable indication of database synchronization.

The database checksum and other statistics that we found useful during testing
were eventually added to the OSPF Management Information Base (see Section 11.2), so
that the information could be extracted via SNMP.

Most of the interoperability testing was limited to small networks. However, at
the 1994 COS testing, Rob Coltun modified his OSPF implementation so that a UNIX
workstation could both participate in the testing as an OSPF router and simulate an
additional number of OSPF routers. This modified implementation allowed us to test
how other OSPF implementations behaved in relatively large networks, by increasing
the OSPF area size to 240 routers and importing a number of external routes equal to the
full Internet routing table at that time (10,000 entries).

Problems Found

Most problems found during interoperability testing were implementation problems.
Developers participating in interoperability tests quickly learn to bulletproof their
implementations. Interoperability tests produce all kinds of behavior, some of which is
counter to the protocol specifications. Malformed protocol packets are the most com-
mon violation. A robust protocol implementation detects these violations and responds
gracefully.

However, quite a few errors in the OSPF specification were also found during the
testing. Some representative examples follow.

The most common problem was incomplete specification, usually in the OSPF
packet and LSA formats. For example, in the first round of testing, there was a disagree-
ment on how to represent the default route in OSPF. Routes are represented in OSPF as
[network, mask] pairs. However, the OSPF specification defined the default route as a
route with network equal to 0.0.0.0, without specifying the associated mask value. Dur-
ing testing, one implementation originated a route with network equal to 0.0.0.0 and a
nonzero mask. Some implementations interpreted this as a default route, but others did
not, because they were expecting a mask of 0.0.0.0.

Testing often produced a rapidly changing environment, with routers being contin-
ually rebooted, interfaces going up and down, addresses changing, and so on. These
rapid changes stressed the OSPF protocol mechanisms. For example, after discovering
each other, neighboring OSPF routers synchronize their OSPF databases by a procedure
called Database Exchange (see Section 4.7.1). This procedure assumed that the sequence
number in LSAs always progressed. But in a rapidly changing network, we saw that
this was not necessarily the case. It was possible that during Database Exchange, an LSA
could be deleted and then reoriginated with the initial (smallest) sequence number, giv-
ing the appearance that the LSA's sequence number was going backward! The specifica-
tion of Database Exchange had to be modified accordingly; for more details on this
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issue, see the FAQ entitled "Why install MaxAge LSAs in the link-state database when
there are no previous instances?" in Chapter 8.

Selection of the network configurations to test was fairly random, with several peo-
ple drawing on the whiteboard at once. This sometimes yielded situations not antici-
pated when OSPF was designed. For example, in the fifth round of testing, a virtual-link
configuration was constructed that caused the OSPF routing calculation to fail. As a
result, the calculation of OSPF routes when virtual links are in use was significantly
changed when the OSPF specification was republished in March 1994 [177].

INTEROP Demo

In October 1991, we performed interoperability testing of a different type: We held an
interoperability demonstration at the INTEROP 91 Fall trade show. Unlike previous
OSPF tests, the OSPF routers this time were being used in a production environment,
comprising INTEROP's ShowNet. The ShowNet provided TCP/IP connectivity be-
tween the trade show booths and the Internet, providing Ethernet and/or Token Ring
drops to each booth. FDDI rings connected the Ethernet and Token Ring segments, and
a router running BGP was connected via a Tl connection to the Internet. A diagram of
the INTEROP 91 ShowNet is shown in Figure 3.4. All routers pictured ran OSPF, and
there were additional OSPF routers in the booths of the 11 vendors supplying OSPF
routers.

It is difficult to create a flashy demonstration of a routing protocol. When the rout-
ing protocol is working, one does not really notice that it is there at all. We did have an
HP Openview Network Management Station, modified to display the OSPF routers'
database checksums. Looking at the display, one could tell when new OSPF information
was being flooded. We also had an Excelan LANalyzer network analyzer modified to
show the level of OSPF protocol traffic, separated by OSPF packet type (see Section 4.5).

The INTEROP 91 OSPF demonstration was a one-time event. Succeeding INTEROP
ShowNets ran OSPF not as a demo but as an integral part of their operational
environments.

3.5 Field Trials

Interoperability testing is very valuable when developing a routing protocol, but there
is no substitute for seeing how well the protocol works in a production environment.
For that reason, concurrent with the interoperability test sessions, we started looking for
places in the Internet to deploy OSPF.

But first we had to start using it ourselves. The best way to get a superior product is
to have the people who are developing the product use it on a day-to-day basis. In 1990,
when I was working at Proteon, Inc., we had an in-house router network that was used
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Figure 3.4 Running OSPF on the INTEROP 91 ShowNet.

to carry on the business of the company. If the network failed, you knew it instantly,
as the workstation or PC on your desk would pretty much cease to function. This net-
work consisted of about 20 routers running RIP, interconnecting Ethernet and 802.5
Token Ring LANs with a high-speed proprietary LAN technology called Pronet-80. One
evening in 1990, after the Proteon OSPF implementation was well tested in a lab envi-
ronment, I started converting the Proteon network from RIP to OSPF. After about the
sixth router was converted, the routers began crashing. So I turned OSPF off and tried
again the next night after making appropriate changes to the software. This scenario
continued for several nights in a row, until the network ran smoothly. At that point, I left
the network running OSPF. Over time, Proteon's operational network grew to more
than 60 routers, and it was always an important proving ground for new releases of
OSPF software. In time, the Proteon network also ran OSPF extensions, such as MOSPF
and the OSPF database-overflow mechanisms.
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At this point, we knew that OSPF could be run in an operational network, but we
were not sure that OSPF could be managed by people other than the OSPF software
developers. We began looking for other networks to run OSPF. The NSF regional net-
works seemed likely candidates. These networks were the largest and most demanding
of all the TCP/IP networks that existed at the time, and it was these networks that drove
the design of the OSPF protocol in the first place (see Section 3.1).

The first network that we attempted to convert to OSPF was the NSF regional net-
work SURANet, in 1990. At that time, SURANet had about 60 routers, all running RIP.
We decided to convert the network incrementally, converting one router at a time from
RIP to OSPF. In order to do an incremental conversion, one has to have routers running
both protocols simultaneously, converting RIP routes to OSPF routes and vice versa; this
can be dangerous if not handled correctly (see Section 11.6). In addition, two other
requirements were imposed on the transition. First, the routing tables in the routers
were to look the same regardless of whether the router was running OSPF, RIP, or both
protocols simultaneously (see Section 11.6.2). Second, during the transition, we had to
manage all routers through the in-band mechanisms of TELNET consoles and SNMP.
With these restrictions, conversion of SURANet was abandoned after several attempts.
Such a conversion today would be easy, but then it was too difficult to monitor the con-
version using in-band management, and the mechanisms for running OSPF and RIP
simultaneously had not been adequately designed, producing instead an overabun-
dance of routing traffic.

The first deployment of OSPF in the Internet was in April 1990. Milo Medin and Jeff
Burgan converted the NASA Science Internet network from RIP to OSPF, and a day later
Vince Fuller started running OSPF on the NSF regional network BARRNet [170]. In both
cases, all routers were converted at one time. In the NASA Science Internet network, this
was made easier because all routers could be managed out-of-band via modem connec-
tions to the routers' consoles.

Feature Requests

Deployment of a protocol often reveals places where it can be improved. The Internet
standards process recognizes the importance of deployment, emphasizing protocol
implementation and operational experience as a protocol advances up the Internet stan-
dards ladder [98]. Deployment of OSPF led to a number of protocol modifications to
increase the protocol's usefulness in the Internet.

People who manage Internet networks are very concerned about optimizing the
paths that data takes across their networks. They do not like packets taking extra hops.
As soon as OSPF was deployed in the Internet, it was found that OSPF could produce
extra hops at the boundary between the OSPF routing domain and another Autono-
mous System. At the time, these boundaries were called DMZs, borrowing military
terminology, and were typically implemented as shared Ethernets where routers
from two or more ASs would connect and exchange routing information via the BGP
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protocol. (Today the boundaries are called Network Access Points or NAPs, and are
typically implemented as FDDI rings, ATM subnets, and so on, and BGP is used instead
of BGP, but otherwise the same ideas apply.) An example of the extra hop is shown in
Figure 3.5.

Figure 3.5 Use of OSPF's forwarding address.

The OSPF routing domain in AS 1 has placed two routers on the DMZ Ethernet, but
only one of these routers, router A, is exchanging routing information with the router
from AS 2, router C. Router A would then import the routes into the OSPF routing
domain. However, in importing these routes, router A was saying, "Send me traffic for
destinations in AS 2." This meant that router B would send such traffic first to router A
instead of directly to router C. To get rid of this extra hop, we introduced the concept of
a forwarding address into OSPF. This concept allows router A to say, "Send traffic des-
tined for AS 2 directly to router C." The EGP routing protocol also had a forwarding-
address concept, called third-party EGP, and forwarding addresses were later added to
the BGP and RIP-II routing protocols.

People who deployed OSPF also wanted to run OSPF on as many of their routers as
possible so as to minimize the number of routing protocols they had to deal with.
However, some of their routers had only minimal resources, especially when it came
to available memory. So OSPF stub areas were invented—regions at the edge of the
Autonomous System whose routers would rely mainly on a default route (see Sec-
tion 7.2). Routers within stub areas would as a result have only small routing tables but
would still be able to participate in OSPF routing.
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Production environments often require more flexibility than anticipated by protocol
designers. For example, OSPF includes an area routing scheme. At the edge of an area,
IP addresses can be aggregated before being advertised further, allowing a reduction in
routing table size. Originally it was required that all such aggregations be nonoverlap-
ping. However, the following scenario was common in practice: A range of addresses
was assigned to one area, but then later on, some of these addresses were reassigned
to other areas. (This is similar to what happens in today's provider-based address-
ing model when someone changes Internet providers; see Section 2.2.) You then
want one area to advertise the original aggregate and other areas to advertise more
specific parts of the aggregate. The OSPF specification was amended to allow such a
configuration.

Problems Found

Production environments can also often be more demanding than interoperability tests.
The most obvious example is network size; it is impractical to put together very large
testbeds, and even if you could do so, you would never replicate completely the traffic
patterns that you would see in a real network. Thus production networks often reveal
protocol problems that have not been seen before. A couple of examples taken from
experience with OSPF in real networks follow.

People tried using OSPF on very slow links. Requests to delete OSPF routing infor-
mation, called MaxAge LSAs, could get queued on these slow links for many seconds
during periods of congestion. This in turn could inhibit the origination of new OSPF
information, spreading congestion even further. To fix this problem, OSPF's flooding
mechanism was altered. Not surprisingly, this flooding alteration was also required
to operate OSPF over dial-up links (OSPF's so-called Demand Circuit extensions, as
described in Section 7.3).

When OSPF was originally designed, only a few different common link technolo-
gies were running IP: Ethernet and point-to-point serial lines running proprietary
data-link encapsulations. PPP and FDDI were just being developed. Later on,
data-link technologies that had a rather ill-defined IP MTU (maximum transmission
unit) came into use—802.5 Token Ring and Frame Relay are two examples. Over
these data links, it is possible that two neighboring routers will disagree on the largest
packet that can be sent over the link, which causes problems in forwarding. As one
router sends a packet that is too big for the other to receive, it becomes impossible
to deliver large packets over certain paths. (One might think that IP fragmentation
would deal with this situation, but although fragmentation nicely handles links with
differing MTUs, it assumes that all routers attached to a given link agree on that
link's MTU.) As a result, OSPF was modified to detect and avoid links having MTU
mismatches.
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3.6 On Becoming a Standard

Starting in 1992, the IETF began the process of selecting a common IGP for the Internet.
The de facto common IGP, RIP, was no longer viewed as adequate. Two candidates for
the common IGP emerged: OSPF and Integrated IS-IS [30].

Both OSPF and the OSI routing protocol IS-IS are link-state protocols. There are, of
course, technical differences between them. Integrated IS-IS was an enhancement to
IS-IS, allowing both IP and OSI routes to be calculated by a single routing protocol. The
OSPF developers thought that their original reasons for not choosing IS-IS as a base (see
Section 3.2) were still valid, making OSPF a better choice. The IS-IS developers had their
own technical reasons for preferring IS-IS. These technical issues were debated on mail-
ing lists and other technical forums ([156] and [191]).

However, instead of the technical details, two other issues dominated the debate.
First, the decision between OSPF and Integrated IS-IS was a continuation of the tension
between the TCP/IP and OSI protocol suites, similar to the SNMP versus CMIP debates
in previous years and the debate over the various IPv6 choices in later years. Many of
the OSPF supporters believed that it was important to have an Internet routing protocol
over which the IETF had change control. On the other hand, some Integrated IS-IS sup-
porters viewed the choice of common IGP as an opportunity for significant deployment
of the OSI protocol suite within the Internet.

Another issue was over integrated routing itself. If you wanted to simultaneously
support two separate protocol suites, such as TCP/IP and OSI, should you do this with
a single integrated instance of a routing protocol, or should each protocol suite have its
own routing protocol? Supporters of integrated routing argued that it was more effi-
cient and easier for software developers. Opponents of integrated routing, labeled
adherents of a Ships-in-the-Night, or SIN approach, argued that only separate routing
protocols provided the needed flexibility for deployment of multiple protocols. The
integrated-routing debate, just as with the Bellman-Ford versus link-state routing
debate, continues today as people consider deploying IPv6 into the existing Internet.

The IETF—whose motto is rough consensus and running code—is not set up to make
quick decisions when confronted with multiple competing protocols. In the end, the
IETF chose OSPF as the common IGP [85], [109]. At that point, however, the choice was
anticlimactic, since the market had already made the decision, with all the major routing
manufacturers opting to implement OSPF.

At the same time as the choice for the Internet's common IGP was being made,
criteria for the standardization of routing protocols were also being determined. Rout-
ing protocols typically involve the interoperation of many routers instead of simply
a pair of hosts for a transport protocol such as TCP. For this reason, more stringent
criteria involving testing, deployment, and multiple independently developed imple-
mentations were required [98]. Each Internet routing protocol must document
how it meets these criteria; for OSPF, these documents can be found in [170], [173],
and [175].
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3.7 The Internet Evolves

The basic OSPF design was completed in 1989 and 1990. However, the Internet changes
continually, and Internet protocols must adapt to these changes or become obsolete. In
this section, we examine how changes in the Internet have led to changes in OSPF.

CIDR

In 1993, it became apparent that the growth in the Internet was going to soon cause the
routers at the core of the Internet to run out of routing table space. To keep the Internet
running, the previous procedure of chopping the Internet address into fixed-length
pieces (called Class A, B, and C addresses and their fixed-length subnets; see Sec-
tion 1.2.2) was abandoned. Instead Internet routing would be based on address pre-
fixes. Each routing protocol would have to advertise the size of prefixes by advertising
the number of significant bits or, alternatively, a mask, with each prefix. This new
addressing method was called Classless Inter-Domain Routing (CIDR) [81].

Older Internet routing protocols whose packet formats were based on Class A, B,
and C addressing were either discarded or updated. BGP and earlier versions of BGP
were rapidly replaced by BGP-4 [208]. RIP and IGRP were updated to become
RIP-II and EIGRP, respectively.

OSPF had always advertised each prefix together with its mask and did not depend
on Class A, B, and C addressing. As CIDR was deployed, however, one problem became
apparent. OSPF imported external routes (for example, routes learned from BGP) into
the OSPF routing domain in AS-external-LSAs. When imported by a single router, mul-
tiple AS-external-LSAs were distinguished by their Link State ID; the Link State ID was
supposed to be set to the address prefix of the imported route. However, sometimes a
router might want to import the same prefix with two different lengths—for example,
192.9.0.0/16 and 192.9.0.0/24—and this was impossible, since both would use the
Link State ID of 192.9.0.0. As it looked as though such situations might become
commonplace—with, for example, an organization shifting Internet providers
yet keeping its IP addresses—the rules for setting Link State IDs in AS-external-LSAs
had to be modified.

Frame Relay Subnets

OSPF was designed to run over various types of links, including point-to-point links;
broadcast subnets, such as Ethernet; and nonbroadcast subnets supporting many rout-
ers (see Chapter 5, OSPF Network Types). These nonbroadcast subnets were called non-
broadcast multiaccess networks (NBMAs). When running over NBMAs, OSPF assumes
that each router attached to the NBMA can communicate directly. This assumption was
valid for X.25 PDNS using SVCs, the original model for an OSPF NBMA.
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Later Frame Relay subnets implemented out of PVCs became common in the Inter-
net. Application of NBMAs to Frame Relay subnets met with only partial success. Often
PVCs were not configured in a full mesh, or even if they were, individual PVCs were
subject to failure; either condition violated the NBMA assumption of direct communica-
tion. Configuration guidelines were established to ameliorate these problems by config-
uring a single Frame Relay subnet as multiple NBMAs [65]. Unfortunately such a
configuration is often confusing and error prone.

To solve these problems running OSPF over Frame Relay, the Point-to-MultiPoint
subnet was eventually developed as an alternative to OSPF's NBMA support (see
Section 5.4). Although not as efficient as OSPF's NBMA support, Point-to-MultiPoint
subnets can autoconfigure and are robust against PVC failures.

Multicast

Work began in the 1980s on extending multicast—the ability to send a single packet
and have it delivered to multiple recipients—from a single LAN to Internetwide. The
seminal work on this subject was done by Steve Deering when he was at Stanford [59],
as he developed the receiver-oriented Internet multicast model and the Internet Group
Membership Protocol (IGMP), which communicated multicast group membership
between hosts and routers [56].

Multicast routing protocols compute the path of a multicast datagram from its
sender to its multiple recipients. The first Internet multicast routing protocol was the
Distance Vector Multicast Routing Protocol (DVMRP) [202]. DVMRP is implemented for
UNIX workstations in the mrouted program.

In 1992, the Multicast Backbone, or MBONE, was formed. The MBONE provides
multicast routing services to the Internet and is overlaid on the Internet—mainly UNIX
workstations running DVMRP interconnected via tunnels. The MBONE broadcasts
audio and video from IETF meetings to interested participants around the world and is
a breeding ground for multicast applications, such as interactive whiteboards [140];
teleconferencing tools [139], [228]; video conferencing [80], [246]; and large-scale image
distribution [55].

As a Distance Vector multicast routing protocol, DVMRP suffers from the same con-
vergence problems as RIP (see Section 3.1). In the hope of getting a more stable and effi-
cient multicast routing protocol and in deploying multicast routing directly in the
Internet's routers, the Multicast Extensions to OSPF (MOSPF) were developed in 1992
(see Chapter 10, MOSPF).

Enhanced Security

The first Internet security incident to achieve widespread attention was the Internet
worm in 1988. In November of that year, Robert Morris, a graduate student at Cornell
University, wrote a computer virus that replicated itself over the Internet, infecting
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thousands of UNIX workstations by exploiting security flaws in the UNIX operating
system [87], [211].

Security firewalls soon became big business as a way of protecting Internet sites
from unlawful entry. People also came to believe that the Internet's infrastructure,
including its routing protocols, needed to be protected. All new Internet protocol speci-
fications are now required to have a section discussing security concerns, when the pro-
tocol is published as an RFC [193]. Proposals were made to secure the Internet's existing
protocols [111].

The OSPF protocol had been designed with security in mind. Fields were included
in OSPF protocol packets so that the packets could be authenticated. The idea is to vali-
date a set of routers by giving them a key and then to use data contained within a
received OSPF packet to verify that it was generated by a router holding the key and
that the packet had not been altered. However, no real security mechanism had been
implemented for OSPF, only a clear password mechanism akin to TELNET passwords
before the advent of Kerberos [238] and one-time passwords [90], which can be broken
trivially by anyone watching the packet exchanges on the network. To provide nontriv-
ial authentication in OSPF, cryptographic hash algorithms were eventually developed,
as described in Section 11.7.

IPv6

Besides the danger imposed by routing table growth to the Internet's routers, the Inter-
net will sometime run out of addresses (when, precisely, this will happen is a matter of
some conjecture; see [1]). To prepare for this eventuality, development of the next gener-
ation of the Internet Protocol, IPv6, was started in 1995. IPv6 is an evolution of the IPv4
architecture; the routing architecture stays the same, but the size of the address increases
from 32 to 128 bits ([49], [61], [99], [181]).

To be able to provide routing services for IPv6, the OSPF protocol was also updated.
Since backward compatibility was not an issue, the packet and LSA formats were
redone in OSPF for IPv6 [46]. All addressing semantics were removed from packet and
LSA headers, allowing OSPF for IPv6 to be used by any protocol stack. All basic OSPF
mechanisms, such as flooding, area organization, and routing calculations, were kept
the same so that most of the software for OSPFv2 could be reused.

Further Reading

A succession of OSPF protocol specifications have been published as RFCs over the
years, each one obsoleting the previous ([174], [176], [177], and [178]). Each specification
has an appendix listing changes from the previous, allowing one to track the changes
in the OSPF protocol. OSPF features, properties, and performance characteristics are
described in [173]. Results of OSPF interoperability testing and OSPF deployments are
described in [168] and [175].
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OSPF belongs to the general category of routing protocols called link-state protocols. In
the last 10 to 15 years, link-state protocols have become popular alternatives to more
traditional Distance Vector algorithms. In addition to the development of OSPF for
TCP/IP, link-state routing protocols have been implemented for many other protocol
stacks, including the IS-IS protocol for OSI [112], NLSP for Novell's NetWare [184],
IBM's APPN network-node routing [84], and the ATM Forum's PNNI routing pro-
tocol [9].

The first link-state algorithm was developed by Bolt, Beranek and Newman in 1979
for the ARPANET [147], a packet-switching network that provided data-link services to
attached hosts. These hosts used either the X.25 or 1822 protocols to interface with the
ARPANET packet switches. Between hosts, the Network Control Protocol (NCP) pro-
vided transport services. In 1983, all the hosts were converted to the TCP/IP protocol
stack, and routers were attached to the ARPANET, giving birth to today's Internet. The
ARPANET remained at the core of the Internet for many years, until it was finally
retired in 1989.

The ARPANET'S link-state routing algorithm replaced a Distance Vector algorithm
that was starting to show signs of wear and tear. The goal of ARPANET routing
was to find the least-delay paths through the network. The previous Distance Vector
algorithm was taking a long time to converge on correct paths when the network
topology changed, and it was generating a lot of control traffic in the process. The new
link-state routing protocol was extensively instrumented and monitored, and it was
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found to meet quite stringent performance goals, consuming less than 1 percent of link
bandwidth for control traffic and less than 2 percent of switch CPU for routing calcula-
tions, while responding to network changes in less than 100 milliseconds.

At the core of every link-state routing protocol is a distributed, replicated database.
This database describes the routing topology—the collection of routers in the routing
domain and how they are interconnected. Each router in the routing domain is responsi-
ble for describing its local piece of the routing topology in link-state advertisements, or
LSAs. These LSAs are then reliably distributed to all the other routers in the routing
domain in a process called reliable flooding. Taken together, the collection of LSAs
generated by all of the routers is called the link-state database. The link-state routing
protocol's flooding algorithm ensures that each router has an identical link-state data-
base, except during brief periods of convergence. Using the link-state database as in-
put, each router calculates its IP routing table, enabling the correct forwarding of IP data
traffic.

In this chapter, we will examine the basic features of a link-state protocol. These
include LSAs, the link-state database, reliable flooding, and routing calculations. We
will look at the OSPF protocol in detail.

4.1 An OSPF Example

The ARPANET switches were interconnected via point-to-point leased lines. To this day,
all link-state protocols run in a very similar fashion, given such an environment. For this
reason, we illustrate the basic concepts of OSPF, using a collection of routers intercon-
nected by point-to-point links. A specific example network topology, shown in Fig-
ure 4.1, is used throughout this chapter.

Figure 4.1 Point-to-point network topology.
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Suppose that this network has been up and running for some time. All of the six
routers pictured will then have identical link-state databases that describe a complete
map of the network. Looking at this database, any of the six routers can tell how many
other routers are in the network (5), how many interfaces router 10.1.1.4 has (3), whether
a link connects 10.1.1.2 and 10.1.1.4 (yes), and so on. The database also gives a cost for
each link. Although this cost is not shown in Figure 4.1, let us assume that the cost of
each link is 1.

From the database, each router has calculated the shortest paths to all others. For
example, router 10.1.1.1 calculates that it has two equal-cost shortest paths to 10.1.1.6,
one through 10.1.1.2 and 10.1.1.4 and the other through 10.1.1.3 and 10.1.1.5. (It is inter-
esting to note that since they all have the same database, any router can calculate the
routing table of any other; this useful property is taken advantage of by the Multicast
Extensions to OSPF, as explained in Chapter 10, MOSPF.)

When the network is in a steady state—that is, no routers or links are going in or
out of service—the only OSPF routing traffic is periodic Hello packets between neigh-
boring OSPF routers and the occasional refresh of pieces of the link-state database.
Hello packets are usually sent every 10 seconds, and failure to receive Helios from a
neighbor tells the router of a problem in its connected link or neighboring router. Every
30 minutes, a router refloods the pieces of the link-state database that it is responsible
for, just in case those pieces have been lost from or corrupted in one of the other rout-
ers' databases.

Now suppose that the link between routers 10.1.1.2 and 10.1.1.4 fails. The physical
or data-link protocols in router 10.1.1.2 will probably detect this failure in a small num-
ber of seconds; as a last resort, the failure to receive OSPF Helios over the link will indi-
cate the failure in 40 seconds. As soon as it detects the failure, router 10.1.1.2 will update
the link-state database by reoriginating its router-LSA. This new router-LSA will say
that router 10.1.1.2 has links to routers 10.1.1.1 and 10.1.1.3 but that it no longer has a
link to 10.1.1.4. Router 10.1.1.2 will start the flooding of its new router-LSA by sending
the LSA to routers 10.1.1.1 and 10.1.1.3. Router 10.1.1.3 will then continue the flooding
process by sending the LSA to router 10.1.1.5, and so on.

As soon as each router receives router 10.1.1.2's new router-LSA, the router recalcu-
lates its shortest paths. For example, router 10.1.1.1 will now calculate that it has only a
single shortest path to 10.1.1.6, the one going through 10.1.1.3 and 10.1.1.5.

In this example, we have identified each router by an IP address, and this is also
how OSPF routers commonly identify one another. Each OSPF router has an OSPF
Router ID. The Router ID is a 32-bit number that uniquely identifies the router within
the OSPF routing domain. Although not required by the OSPF specification, the OSPF
Router ID in practice is assigned to be one of the router's IP addresses.

IT-EBOOKS.DIRECTORY

http://www.it-ebooks.directory/


74 OSPF Basics Chapter 4

4.2 Link State Advertisements (LSAs)

Each OSPF router originates one or more LSAs to describe its local part of the routing
domain. Taken together, the LSAs form the link-state database, which is used as input to
the routing calculations. In order to provide organization to the database and to enable
the orderly updating and removal of LSAs, each LSA must provide some bookkeeping
information, as well as topological information. All OSPF LSAs start with a 20-byte
common header, shown in Figure 4,2, which carries this bookkeeping information.
These bookkeeping functions are described in the following sections.

4.2.1 Identifying LSAs

An OSPF link-state database might consist of many thousands of LSAs. Individual LSAs
must be distinguished during flooding and the various routing calculations. OSPF LSAs
are identified by three fields found in the common LSA header: LS Type, Link State ID,
and Advertising Router.

LS Type Field

The LS Type (link-state type) field broadly classifies LSAs according to their functions.
Five LS Types are defined by the base OSPF specification. LSAs with LS Type equal to 1
are called router-LSAs. Each router originates a single router-LSA to describe its set of
active interfaces and neighbors. In a routing domain consisting solely of routers inter-
connected by point-to-point links, the link-state database consists only of router-LSAs.
For this reason, we concentrate on router-LSAs in this chapter.

LS Age

Options LS Type

Link State ID

- Advertising Router -

— LS Sequence Number —

LS Checksum

Length

Figure 4.2 The LSA header.
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LSAs with LS Type equal to 2 are called network-LSAs. Each network-LSA describes
a network segment, such as a broadcast or NBMA network, along with the identity of
the network's currently attached routers. The use of network-LSAs is described further
in Chapter 5, OSPF Network Types.

LSAs with LS Type equal to 3 (network-summary-LSAs), 4 (ASBR-summary-LSAs),
and 5 (AS-external-LSAs) are used to implement hierarchical routing within OSPF. These
are discussed further in Chapter 6, Hierarchical Routing in OSPF.

One way of extending the OSPF protocol is to add new LS Types. Two LS Types
have been added to those defined by the base specification. LSAs with LS Type equal to
6 are called group-membership-LSAs and are used to indicate the location of multicast
group members in MOSPF (see Chapter 10, MOSPF). LSAs with LS Type equal to 7
are used in OSPF NSSA areas to import a limited set of external information (see Sec-
tion 7.4). In addition, an LS Type of 8 has been proposed, the external-attributes-LSAs,
to carry BGP path information across an OSPF routing domain in lieu of Internal BGP
(see Section 7.6).

OSPF routers are not required to store or forward LSAs with unknown LS Type.
When OSPF is extended by adding new LS Types, this rule is maintained through use of
the Options field. Options bits are added, saying, "I understand this new LS Type," and
are exchanged between routers in Database Description packets (see Section 4,7.1).
Looking at the Options field advertised by its neighbor, a router then knows which
LSAs to forward and which LSAs to keep to itself.

Link State ID Field

The Link State ID field uniquely distinguishes an LSA that a router originates from all
other self-originated LSAs of the same LS Type. For compactness and convenience, the
Link State ID also often carries addressing information. For example, the Link State ID
of an AS-external-LSA is equal to the IP address of the externally reachable IP network
being imported into the OSPF routing domain (see Section 6.2).

Advertising Router Field

The Advertising Router field is set to the originating router's OSPF Router ID. A router
can easily identify its self-originated LSAs as those LSAs whose Advertising Router is
set to the router's own Router ID. Routers are allowed to update or to delete only self-
originated LSAs.

Knowing which router has originated a particular LSA tells the calculating router
whether the LSA should be used in the routing calculation and, if so, how it should
be used. For example, network-summary-LSAs are used in the routing calculation
only when their Advertising Router is reachable. When they are used, the cost to the
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destination network is the sum of the cost to the Advertising Router and the cost adver-
tised in the LSA.

4.2.2 Identifying LSA Instances

When a router wishes to update one of the LSAs it is originating (called self-originated
LSAs), it must have some way to indicate to the other routers that this new LSA instance
is more up to date and therefore should replace any existing instances of the LSA. In
OSPF LSAs, the LS Sequence Number in the common LSA header is incremented when
a new LSA instance is originated. The LSA instance having the larger LS Sequence
Number is considered to be more recent. If the LS Sequence Numbers are the same, the
LS Age and LS Checksum fields of the LSA are compared by the router before it declares
that the two instances are identical.

LS Sequence Number Field

When a router has two instances of a particular LSA, it detects which instance is more
recent by comparing the instances' LS Sequence Numbers. The instance with the larger
LS Sequence Number is the more recent. Of course, the meaning of larger depends on
the organization of the sequence number space (see Figure 4.3).

Figure 4.3 Various LS Sequence Number space organizations.

The original ARPANET link-state algorithm used a circular sequence number space.
By carefully controlling the rate at which new LSA instances were generated, all possi-
ble sequence numbers for a given LSA were constrained at any one time to lie in a half-
circle (that is, a semicircle). The largest sequence number was then the sequence number
appearing on the counterclockwise edge of the semicircle. However, this scheme was
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not robust in the face of errors. In a now famous network failure, bit errors in switch
memory caused the accidental introduction of three instances of an LSA having
sequence numbers (Sl7 S2, and S3 in Figure 4.3) that were not constrained to a semicircle.
The switches could no longer determine which LSA instance was most recent, since
Sj < S2 < S3 < Si. As a result, the three LSA instances were continually flooded through-
out the network, each instance replacing the others in turn. This continued until the
entire network was power cycled (see [221]). Some people have likened such problems
to a virus. Once introduced by a switch, such bad data spreads to all other switches and
becomes extremely difficult to eradicate.

To help avoid this network failure (called herein the ARPANET sequence bug),
a lollipop-shaped sequence number space was proposed [189]. Each LSA is initially
originated with the smallest sequence number S0, which is part of the lollipop's
handle. The sequence space then increments until it enters the circular part of the
space. Version 1 of the OSPF protocol used the lollipop-shaped sequence space.
Although the lollipop-shaped organization provides better protection against the
ARPANET sequence bug, since sequence numbers falling into the lollipop handle
never create ambiguities, the three sequence numbers Slr S2, and S3 still cause a
problem.

OSPFv2 uses a linear sequence space, which completely prevents the ARPANET
sequence bug. OSPF LS Sequence Numbers are signed 32-bit values. The first time an
OSPF router originates a given LSA, it sets the LSA's LS Sequence Number to the small-
est negative value (S0, called InitialSequenceNumber and having the value 0x80000001).
Subsequently each time the router updates the LSA, it increments the LSA's LS
Sequence Number by 1. An LSA's LS Sequence Number monotonically increases
until the maximum positive value is reached (Sf^ax, called MaxSequenceNumber
and with the value Ox7fffffff). At this point, when the router wishes to update the
LSA, it must start again with the initial sequence value of S0, rolling over the se-
quence space. However, to get the other routers to accept this new LSA instance as
the most recent, the router must first delete the LSA instance with sequence number
$Max from the routing domain (see Section 4.7.2) before flooding the new instance
with sequence number S0.

One should note that, since OSPF routers are not allowed to update their self-
originated LSAs more than once every 5 seconds, in the absence of errors (in either
hardware or software implementations), a 32-bit sequence space, such as OSPF's, will
take more than 600 years to roll over! However, as we saw in the ARPANET bug, errors
can and do happen. Besides using a linear sequence space irt its LSAs, OSPF has other
features that guard against problems similar to the ARPANET sequence bug. First, all
OSPF LSAs contain a checksum, so that data corruption within an LSA is detected.
Second, OSPF requires the LS Age field of all LSAs to be incremented at each hop dur-
ing flooding, which eventually breaks any flooding loop by causing a looping LSA's LS
Age field to reach the value MaxAge.
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4.2.3 Verifying LSA Contents

An LSA may become corrupted during flooding or while being held in a router's mem-
ory. Corrupted LSAs can create havoc, possibly leading to incorrect routing calculations,
black holes, or looping data packets. To detect data corruption, redundant information
is added to the LSA as a checksum or parity check. In OSPF, this function is provided by
the LS Checksum field in the LSA header.

LS Checksum Field

Each OSPF LSA is checksummed to detect data corruption within the LSA header and
contents. The checksum is calculated originally by the router that originates the LSA
and then is carried with the LSA as it is flooded throughout the routing domain and
stored within the link-state database. A router verifies the checksum of an LSA received
from a neighboring router during flooding; corrupted LSAs will be discarded by the
router, in hopes that the retransmitted LSA from the neighbor will be uncorrupted. A
router also periodically verifies the checksums of all the LSAs in its link-state database,
guarding against its own hardware and software errors. Detection of such internal
errors will generally cause the router's OSPF processing to reinitialize.

After an LSA instance is originated, its checksum is never altered. For this reason,
the checksum excludes the LSA's LS Age field, which is modified in flooding. This
means that OSPF does not detect corruption of the LS Age field; corruption of the LS
Age field will in general cause no more harm than speeding up the rate of LSA origina-
tions. A proposal to safeguard the LS Age field (along with other security-related con-
cerns) is given in [179].

The checksum is implemented by using the Fletcher checksum algorithm, which
is used in the OSI network and transport layers (see [145]). The reason for using the
Fletcher checksum in LSAs is that it is easy to calculate yet catches patterns of data cor-
ruption different from the standard Internet ones-complement checksum used by
OSPF's protocol packets. During flooding, LSAs are carried in OSPF Link State Update
packets. If for some reason data corruption fails to be detected by the Update packet's
ones-complement checksum, Fletcher may still detect the corruption within individual
LSAs.

The OSPF protocol also uses the LSA checksum as an efficient way to determine
whether two instances of the same LSA, both having the same LS Checksum fields and
relatively the same age, also have the same contents (and so should be considered the
same instance). This is a probabilistic comparison—there is no absolute assurance that
when the checksums are equal, so are the contents, although it seems to be highly likely
in this context (same LSA, same LS sequence number, and relatively the same LS age).
Note that even if the assumption were wrong, OSPF would recover automatically
whenever the LSA was refreshed (that is to say, within 30 minutes).
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4.2.4 Removing LSAs from the Distributed Database

Under normal circumstances, every LSA in the link-state database is updated at least
once every 30 minutes. If an LSA has not been updated after an hour, the LSA is
assumed to be no longer valid and is removed from the database. The LS Age field in
the LSA header indicates the length of time since the LSA was last updated.

LS Age Field

The LS Age field indicates the number of seconds since the LSA was originated. Under
normal circumstances, the LS Age field ranges from 0 to 30 minutes; if the age of an
LSA reaches 30 minutes, the originating router will refresh the LSA by flooding a new
instance of the LSA, incrementing the LS sequence number and setting the LS age to 0
again.

If the originating router has failed, the age of the LSA continues to increase until
the value of MaxAge (1 hour) is reached. At that time, the LSA is deleted from the
database—1 hour is the maximum value that the LS Age field can ever attain. To en-
sure that all routers remove the LSA more or less at the same time, without depending
on a synchronized clock, the LSA is reflooded at that time. All other routers will then
remove their database copies on seeing the MaxAge LSA being flooded.

After an LSA's originating router has failed, it can therefore take as long as an hour
for the LSA to be removed from other routers' link-state databases. Such an LSA is cer-
tainly advertising out-of-date information; however, OSPF guarantees that the LSA will
not interfere with the routing table calculation. How? By requiring that a link be adver-
tised by the routers at both ends of the link before using the link in the routing calcula-
tion (see Section 4.8).

OSPF also has a procedure, called premature aging, for deleting an LSA from the
routing domain without waiting for its LS Age to reach MaxAge. Sometimes a router
wishes to delete an LSA instead of updating its contents. Using premature aging, the
router deletes the LSA from the distributed database by setting the LSA's LS Age field
to MaxAge and reflooding the LSA. In order to avoid possible thrashing situations
whereby one router continually originates an LSA while another continually deletes
it, a router is allowed to prematurely age only those LSAs that the router itself origi-
nated. If a router crashes or is removed from service without prematurely aging its self-
originated LSAs, said LSAs will remain in other routers' link-state database for up
to an hour while they age out naturally.

The age of an LSA is also examined in order to implement other OSPF functions,
such as rate limiting the amount of OSPF flooding (see Section 4.7.3). The uses of the LS
Age field are shown in Table 4.1.
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Table 4.1 Actions Taken by OSPF Router, Based on LS Age Fields

4.2.5 Other LSA Header Fields

Options

The Options field in the OSPF LSA header can indicate that an LSA deserves special
handling during flooding or routing calculations. In addition to the LSA header, the
Options field can appear in OSPF Hello and Database Description packets. The Options
field is 1 byte in length. In the base OSPF protocol specification, only two Options bits
were denned. With the addition of OSPF protocol extensions, such as MOSPF, NSSA
areas, and the Demand Circuit extensions, five of the eight Option bits now have
defined meanings.

Length

The Length field contains the length, in bytes, of the LSA, counting both LSA header
and contents. Because the Length field is 16 bits long, an LSA can range in size from 20
bytes (the size of the LSA header) to over 65,000 bytes; note that one cannot go all the
way to 65,535 bytes, since the LSA must eventually be transported within an IP packet
that is itself restricted to 65,535 bytes in length. However, note that all OSPF LSAs are
small, with the only LSA type that is likely to exceed a few hundred bytes being the
router-LSA. Router-LSAs can be large when a router has many different interfaces, but
are still unlikely to exceed a few thousand bytes in length.

,

Constant Value Action of OSPF Router

MinLSArrival 1 second Maximum rate at which a router will accept updates of any given
LSA via flooding.

MinLSInterval 5 seconds Maximum rate at which a router can update an LSA.

CheckAge 5 minutes Rate at which a router verifies the checksum of an LSA contained in
its database.

MaxAgeDiff 15 minutes When two LSA instances differ by more than 15 minutes, they are
considered to be separate instances, and the one with the smaller LS
Age field is accepted as more recent.

LSRefreshTime 30 minutes A router must refresh any self-originated LSA whose age reaches
the value of 30 minutes.

MaxAge 1 hour When the age of an LSA reaches 1 hour, the LSA is removed from
the database.
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4.3 A Sample LSA: The Router-LSA

In the network environment of routers interconnected via serial lines, OSPF uses only
a single LSA type: the router-LSA. Each OSPF router originates a single router-LSA,
which reports the router's active interfaces, IP addresses, and neighbors.

Let's examine the router-LSA originated by router 10.1.1.1 in Figure 4.4. First, a little
more explanation of Figure 4.4 is in order. All serial lines in the figure are unnumbered:
The routers' serial line interfaces have not been assigned IP addresses; nor have IP sub-
nets been assigned to the serial lines. Each router has been assigned an IP address that is
not attached to any particular interface; the routers are labeled with these addresses.
Following the usual convention, OSPF Router IDs have been assigned equal to the rout-
ers' IP addresses, although this is not strictly required by the OSPF specification. Finally,
each interface is labeled with a pair of numbers. The first number is the interface's
MIB-II Iflndex value, and the second is the OSPF output cost that has been assigned to
the interface. Figure 4.5 displays the router-LSA that router 10.1.1.1 would originate
after full OSPF relationships to its neighbors have been established.

(2,10)

(1,5) (3,10)

Figure 4.4 Point-to-point network topology, with interface IFIndexes and costs labeled.

Let us first consider the setting of the fields in the standard LSA header. All LSAs
are originated with LS Age set to 0. The Options field describes various optional capa-
bilities supported by the router; see Chapter 7, OSPF Extensions. The Link State ID of
a router-LSA is set to the router's OSPF Router ID. The LS sequence number of the LSA
is 0x80000006, indicating that five instances of the router-LSA have previously been
originated.

Next in the router-LSA comes a byte (labeled Router Type in Figure 4.5) describing
the router's role in hierarchical routing, as well as any special roles that router might
have in multicast routing. (See Sections 6.1, 6.2, and 10.4.)
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Figure 4.5 Router 10.1.1.1's router-LSA.

The router-LSA then indicates that three connections (or links) are being reported.
The first two links are point-to-point connections to neighboring routers, as indicated
by the Link Type field. The Link ID of a point-to-point connection is the neighboring
router's OSPF Router ID. Since these connections are unnumbered, the Link Data field
indicates the corresponding router interface's MIB-II Iflndex.

IT-EBOOKS.DIRECTORY

http://www.it-ebooks.directory/


Section 4.4 The Link-State Database 83

Each link also contains a Metric field. This field, ranging from 1 to 65,535, indicates
the relative cost of sending data packets over the link. The larger the cost, the less likely
that data will be routed over the link. Metrics are configured by the person setting up
the network. The metric can mean anything—delay, dollar cost of sending traffic over
the link, and so on. The only thing to note is that adding the metrics should be meaning-
ful, since OSPF calculates the cost of the path to be the sum of the cost of the path's com-
ponent links. This means that delay would be a fine metric. So would transmission time
for the link (which is the default value for the metric in the OSPF MIB; see Section 11.2).
However, link bandwidth would probably not be a good metric, since adding band-
width along a path is not very meaningful. Figure 4.4 uses the metric I call weighted hop
count. One starts by assigning each link a metric of 1 and then increases the cost of the
less preferred links until the least-cost paths flow over the more desirable links.

Note that metrics can be asymmetric; one does not have to assign equal metrics to
both sides of a link. However, assigning equal metrics to both sides of a link is the norm,
as has been done in Figure 4.4. In the original OSPF specification, separate metrics could
be assigned for each TOS, although this feature was removed due to lack of deployment
of TOS-based routing. For backward compatibility, the router-LSA still has space for
TOS metrics, even though in practice the # TOS metrics for each link is always set to 0.

The last link in router 10.1.1.1's router-LSA advertises the router's own IP address.
The address is advertised as a stub network connection. Stub networks are allowed to
source or sink IP packets, but do not carry transit traffic. The Link ID field of a stub net-
work connection is advertised as the network's IP address, the Link Data field as its IP
mask. Connections to stub networks are allowed to advertise a Metric of 0.

As mentioned earlier, the router-LSA is the one type of LSA that can get quite large.
All of a router's interfaces must be advertised in a single router-LSA. The fixed part of a
router-LSA is 24 bytes in length, with each advertised connection adding an additional
12 bytes. The router-LSA in Figure 4.5 is only 24 + 3 * 12 = 60 bytes long, but a router-
LSA for a router with 100 interfaces would be 1,224 bytes in length.

4.4 The Link-State Database

The collection of all OSPF LSAs is called the link-state database. Each OSPF router has an
identical link-state database. Link-state databases are exchanged between neighboring
routers soon after the routers have discovered each other; after that, the link-state data-
base is synchronized through a procedure called reliable flooding (see Section 4.7.2).

The link-state database gives a complete description of the network: the routers and
network segments and how they are interconnected. Starting with a link-state database,
one can draw a complete map of the network. This property can serve as a powerful
debugging tool. By examining a single router's database, one immediately observes the
state of all other routers in the network.
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Of course, OSPF is not a network-monitoring protocol; it is a routing protocol. In
performance of the routing function, a router uses the link-state database as the input to
the router's routing calculation (see Section 4.8).

Table 4.2 shows the link-state database for the network in Figure 4.4. Each row in
the table represents a single LSA. As mentioned earlier, each LSA is identified by the
contents of the table's first three columns; the second three columns identify the LSA's
instance.

Table 4.2 Link-State Database for Sample Network

LSType

Router-LSA

Router-LSA

Router-LSA

Router-LSA

Router-LSA

Router-LSA

Link State ID

10.1.1.1

10.1.1.2

10.1.1.3

10.1.1.4

10.1.1.5

10.1.1.6

Adv. Router

10.1.1.1

10.1.1.2

10.1.1.3

10.1.1.4

10.1.1.5

10.1.1.6

LS Checksum

Ox9b47

Ox219e

Ox6b53

Oxe39a

Oxd2a6

Ox05c3

LS Sequence No.

0x80000006

0x80000007

0x80000003

Ox8000003a

0x80000038

0x80000005

LSAge

0

1,618

1,712

20

18

1,680

One can quickly determine in OSPF whether two routers do indeed have syn-
chronized databases. First, determine that the two routers have the same number of
LSAs in their link-state databases; second, that the sums of their LSAs' LS Checksum
fields are equal. These values are represented in the OSPF MIB by the variables
ospfExternLsaCount, ospfExternLsaCksumSum, ospfAreaLsaCount,and
ospf AreaLsaCksumSum. As with using the LS Checksum field to compare LSA contents,
comparing the sum of the LS Checksums to determine link-state database synchroniza-
tion is probabilistic in nature but useful in practice. For example, according to the data-
base in Table 4.2, all routers should have six LSAs in their link-state database, and the
sum of the LSAs' LS Checksums should be Ox2e43b.

Looking at the OSPF database, one can also immediately tell which parts of the net-
work are changing the most—namely, the parts that are described by LSAs whose LS
Sequence Numbers are changing the most and whose LS Age field never gets very
large. In Table 4.2, for example, you can see that the router-LSAs originated by routers
10.1.1.4 and 10.1.1.5 are changing much more rapidly than LSAs originated by other
routers. Looking at the network diagram in Figure 4.4, one would guess that is because
the point-to-point connection between 10.1.1.4 and 10.1.1.5 goes up and down fre-
quently. Note that this information can be determined by looking at any router's link-
state database, since all routers have exactly the same information.

In our sample network of routers connected via serial lines, the link-state database
is very simple and uniform, consisting only of router-LSAs. However, in the presence
of network segments other than point-to-point links or when hierarchical routing is
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employed or when OSPF extensions, such as MOSPF, are deployed, other LSA types are
introduced. These LSAs are explained further in Chapters 5, 6, and 10.

4.5 Communicating between OSPF Routers: OSPF Packets

Like most IP protocols, OSPF routers communicate in terms of protocol packets. OSPF
runs directly over the IP network layer, doing without the services of UDP or TCP
(which are used by RIP and BGP, respectively). When a router receives an IP packet with
IP protocol number equal to 89, the router knows that the packet contains OSPF data.
Stripping off the IP header, the router finds an OSPF packet. One particular type of
OSPF packet, together with its IP encapsulation, is shown in Figure 4.6.

OSPF uses services of the IP header as follows.

• Since most OSPF packets travel only a single hop, namely, between neighboring
routers or peers, the TTL in the IP packet is almost always set to 1. This keeps
broken or misconfigured routers from mistakenly forwarding OSPF packets.
The one exception to setting the TTL to 1 comes in certain configurations of
OSPF hierarchical routing (see Section 6.1.1).

• The Destination IP address in the IP header is always set to the neighbor's IP
address or to one of the OSPF multicast addresses AllSPFRouters (224.0.0.5) or
AllDRouters (224.0.0.6). Use of these two multicast addresses is described in
Section 5.2.

• An OSPF router uses IP fragmentation/reassembly when it has to send a packet
that is larger than a network segment's MTU. However, most of the time, a
router can avoid sending such a large packet, sending an equivalent set of
smaller OSPF packets instead (this is sometimes called semantic fragmentation).
For example, IP fragmentation cannot be avoided when a router is flooding an
LSA that is itself larger (or close to larger) than the network segment's MTU.
That is to say, there is no semantic fragmentation for OSPF LSAs (although this
has been introduced in OSPF for IPv6; see Section 3.7). IP fragmentation is also
unavoidable when the router has so many neighbors on a broadcast segment
that the size of the Hello packet exceeds the segment's MTU (Section 5.2.1).

• A router sends all OSPF packets with IP precedence of Internetwork Control, in
hope that this setting will cause OSPF packets to be preferred over data packets
(although in practice, it seldom does).

All OSPF packets begin with a standard 24-byte header, which provides the follow-
ing functions.

• An OSPF packet type field. There are five separate types of OSPF protocol pack-
ets: Hello packets (type = 1), used to discover and maintain neighbor relation-
ships and Database Description packets (type = 2), Link State Request packets
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(type = 3), Link State Update packets (type = 4), and Link State Acknowledg-
ment packets (type = 5), all used in link-state database synchronization (see
Section 4.7).

The OSPF Router ID of the sender. Thus the receiving router can tell which OSPF
router the packet came from.

A packet checksum. This allows the receiving router to determine whether the
packet has been damaged in transit; if so, the packet is discarded.

Authentication fields. For security, these fields allow the receiving router to verify
that the packet was indeed sent by the OSPF router whose Router ID appears in
the header and that the packet's contents have not been modified by a third
party. See Section 11.7 for details.

An OSPF Area ID. This enables the receiving router to associate the packet to the
proper level of OSPF hierarchy and to ensure that the OSPF hierarchy has been
configured consistently (see Section 6.1).

4.6 Neighbor Discovery and Maintenance

All routing protocols provide a way for a router to discover and maintain neighbor rela-
tionships (also sometimes called peer relationships). A router's neighbors, or peers, are
those routers with which the router will directly exchange routing information.

In OSPF, a router discovers neighbors by periodically sending OSPF Hello packets
out all of its interfaces. By default, a router sends Helios out an interface every 10 sec-
onds, although this interval is configurable as the OSPF parameter Hellolnterval. A
router learns the existence of a neighboring router when it receives the neighbor's OSPF
Hello in turn.

The part of the OSPF protocol responsible for sending and receiving Hello packets
is called OSPF's Hello protocol (not to be confused with the old NSFNET routing proto-
col of the same name). The transmission and reception of Hello packets also enables a
router to detect the failure of one of its neighbors; if enough time elapses (specified as
the OSPF configurable parameter RouterDeadlnterval, whose default value is 40 sec-
onds) without the router's receiving a Hello from a neighbor, the router stops advertis-
ing the connection to the router and starts routing data packets around the failure. In
most cases, however, the failure of the neighbor connection should be noticed much ear-
lier by the data-link protocol. Detecting neighbor failures in a timely fashion is crucial to
OSPF protocol performance. The time to detect neighbor failures dominates conver-
gence time, since the rest of the OSPF protocol machinery (flooding updated LSAs and
redoing the routing table calculations) required to route packets around the failure takes
at most a few seconds.

Besides enabling discovery and maintenance of OSPF neighbors, OSPF's Hello pro-
tocol also establishes that the neighboring routers are consistent in the following ways.
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• The Hello protocol ensures that each neighbor can send packets to and receive
packets from the other. In other words, the Hello protocol ensures that the link
between neighbors is bidirectional. Unless the link is bidirectional, OSPF rout-
ers will not forward data packets over the link. This procedure prevents a rout-
ing failure that can be caused by unidirectional links in other protocols, which is
most easily demonstrated using RIP (see Section 13.1). Suppose that RIP routers
A and B are connected and that packets can go from B to A but not vice versa.
B may then send routing updates for network N to A, causing A to install B as
the next hop for N. However, whenever A forwards a packet destined for
network N, the packet will go into a "black hole."

• The Hello protocol ensures that the neighboring routers agree on the Hellolnter-
val and RouterDeadlnterval parameters. This ensures that each router sends
Helios quickly enough so that losing an occasional Hello packet will not mistak-
enly bring the link down.

The OSPF Hello protocol performs additional duties on other types of network seg-
ments (see Chapter 5, OSPF Network Types). Also, the OSPF Hello protocol is used to
detect and negotiate certain OSPF extensions (see Chapter 7, OSPF Extensions).

Figure 4.6 shows the Hello packet that router 10.1.1.1 would be sending to router
10.1.1.2 in Figure 4.1 after the connection has been up some time. By including router
10.1.1.2 in the list of neighbors recently heard from, router 10.1.1.1 indicates that it is
receiving router 10.1.1.2's Helios. On receiving this Hello packet, router 10.1.1.2 will
then know that the link is bidirectional. The fields Network Mask, Router Priority,
Designated Router, and Backup Designated Router are used only when the neighbors
are connected by a broadcast or NBMA network segment (see Section 5.2). The Options
field is used to negotiate optional behavior between the neighbors and is discussed fur-
ther in Section 7.1.

4.7 Database Synchronization

Database synchronization in a link-state protocol is crucial. As long as the database
remains synchronized, a link-state protocol's routing calculations ensure correct and
loop-free routing. It is no surprise, then, that most of the protocol machinery in a link-
state protocol exists simply to ensure and to maintain synchronization of the link-state
database. Of the 76 pages in the OSPF specification detailing protocol functionality,
32 deal exclusively with database synchronization. Of the 5 OSPF protocol packet
types, 4 are used for database synchronization.

Database synchronization takes two forms in a link-state protocol. First, when
two neighbors start communicating, they must synchronize their databases before for-
warding data traffic over their shared link, or routing loops may ensue (Section 4.7.1).
Second, there is the continual database resynchronization that must occur as new LSAs
are introduced and distributed among routers. The mechanism that achieves this resyn-
chronization is called reliable flooding (Section 4.7.2).
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4.7.1 Initial Database Synchronization

When the connection between two neighboring routers first comes up, the routers must
wait for their link-state databases to be synchronized before forwarding data traffic over
the connection. Otherwise discrepancies in the neighbors' databases may lead to their
calculating incompatible routing tables, resulting in routing loops or black holes.

In the original ARPANET link-state protocol, achieving this initial synchronization
was done without introducing any additional mechanisms. When the connection first
came up, reliable flooding began over the connection, but the connection was not used
for data traffic until enough time had elapsed to guarantee that the entire database had
been either updated or refreshed. In the ARPANET protocol, this time interval was 60
seconds.

The ARPANET strategy, although simple, did have a major drawback. It tied the
time to bring up a connection to the database refresh interval. In order to reduce the
amount of routing traffic, one would like to increase the database refresh interval; for
example, in OSPF, each LSA is refreshed only once every 30 minutes. In the ARPANET
strategy, however, this would incur an unacceptable delay in bringing up neighbor con-
nections. To solve this problem, [189] suggested another strategy: an explicit database
download when neighbor connections first come up. The OSPF protocol uses this sec-
ond strategy.

Instead of sending the entire database to the neighbor when the connection comes
up, an OSPF router sends only its LSA headers, and then the neighbor requests those
LSAs that are more recent. This procedure is more efficient than simply sending the
entire database; it is called Database Exchange in the OSPF specification.

Database Exchange is what the majority of the OSPF neighbor finite-state machine
is tasked to do. As soon as the Hello protocol has determined that the connection
between neighbors is bidirectional, the OSPF protocol decides whether databases need
to be synchronized—over serial lines, databases are always synchronized, although
over other network segments, databases are synchronized only between certain neigh-
bor pairs (see Chapter 5, OSPF Network Types). If a decision to synchronize is made,
each neighbor does two things: sends the link-state headers of all the LSAs currently in
its database to the other in a sequence of OSPF Database Description packets and starts
flooding any future LSA updates over the connection. Commencing the flooding pro-
cedure is necessary to ensure that Database Exchange finishes in a deterministic time
period.

Transmission and reception of the sequence of Database Description packets by a
router resembles the operation of the TFTP protocol. Only one Database Description
packet can be outstanding at any one time; the router will send the next Database
Description packet only when the previous one is acknowledged through reception
of a properly sequenced Database Description packet from the neighbor.

When an entire sequence of Database Description packets has been received, a
router knows the link-state headers of all the LSAs in its neighbor's link-state database.
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In particular, the router knows which of the neighbor's LSAs it does not have and which
of the neighbor's LSAs are more recent. The router then sends Link State Request pack-
ets to the neighbor requesting the desired LSAs, and the neighbor responds by flooding
the LSAs in Link State Update packets.

After having sent a full sequence of Database Description packets to the neighbor,
having received a full sequence of Database Description Packets from the neighbor, and
having had all of its Link State Request packets satisfied by Link State Updates received
from the neighbor, the router declares the connection synchronized and advertises it as
ready to be used for data traffic. At this point, the neighbor is said to be fully adjacent to
the router (at the beginning of the Database Exchange procedure, the two routers were
said to be merely adjacent).

Figure 4.7 shows an example of the Database Exchange procedure. Assume that
all the routers in Figure 4.1 have synchronized on the database displayed in Table 4.2.
Then suppose that router 10.1.1.6 restarts. This temporarily tears down the connections
between 10.1.1.6 and its neighbors 10.1.1.4 and 10.1.1.5. These two routers will have
updated their LSAs, omitting their connections to 10.1.1.6. The initial exchange of Helios
and the Database Exchange between routers 10.1.1.4 and 10.1.1.6 is then displayed in
Figure 4.7.

Note several features of Database Exchange as illustrated in Figure 4.7. The first
Database Description packet sent by router 10.1.1.6 indicates that 10.1.1.6 has seen
10.1.1.4's Helios, so that 10.1.1.4 does not need to wait for 10.1.1.6's next Hello to
establish bidirectionality. This same Database Description packet also establishes the
sequence number to be used during Database Exchange; the sequence number is incre-
mented for each pair of Database Description packets and serves as an acknowledgment
for the previous pair. The last Database Description packet sent by 10.1.1.4 is empty,
serving only as an acknowledgment. Examining the Link State Request packet sent by
10.1.1.6, you see that Link State Request packets do not request particular LSA instances
but only the current database copy of each LSA listed. Finally, note that although
10.1.1.6 really has the most recent router-LSA for itself, both routers act as if the old
router-LSA for 10.1.1.6 in 10.1.1.4 is most recent. After requesting and receiving this old
LSA from 10.1.1.4, router 10.1.1.6 immediately issues an updated router-LSA with a
larger sequence number.

An interesting property of the combination of the Hello protocol and Database
Exchange is the following: It uses both small packets and large packets, multicast (on
those segments that support multicast) and unicast. As a result, OSPF tends to detect
link-level difficulties, such as MTU mismatches between neighbors, or unicast working
but multicast not working, by failing to form a full adjacency. This behavior makes the
link-level problems easier to find than does the alternative of tracking down strange
failures in TCP/IP applications.

One last thing to note is that a router may have MaxAge LSAs in its link-state data-
base as Database Exchange is begun with a neighbor. Since MaxAge LSAs are in the pro-
cess of being deleted from the database, the router does not send them in Database
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Description packets to the neighbor; the LSAs may be gone by the time the neighbor
gets around to requesting them. Instead the MaxAge LSAs are flooded to the neighbor
to make sure that the neighbor also deletes them.

4.7.2 Reliable Flooding

As LSAs are updated with new information, they are sent throughout the routing
domain by a procedure called reliable flooding. The flooding procedure starts when a
router wishes to update one of its self-originated LSAs. This may be because the router's
local state has changed—for example, one of the router's interfaces may have become
inoperational, causing the router to reoriginate its router-LSA. Or the router may wish
to delete one of its self-originated LSAs, in which case it sets the LSA's LS Age field to
MaxAge. In any case, the router then floods the LSA, packaging the LSA within a Link
State Update packet, which may or may not contain other LSAs, and then sending the
Link State Update packet out all of its interfaces.

When one of the router's neighbors receives the Link State Update packet, the
neighbor examines each of the LSAs contained within the update. For each LSA that is
uncorrupted, of known LS type, and more recent than the neighbor's own database
copy (if any), the neighbor installs that LSA in its link-state database, sends an acknowl-
edgment back to the router, repackages the LSA within a new Link State Update packet,
and sends it out all interfaces except the one that received the LSA in the first place. This
procedure then iterates until all routers have the updated LSA.

In order to achieve reliability, a router will periodically retransmit an LSA sent to a
neighbor until the neighbor acknowledges receipt of the LSA by sending a Link State
Acknowledgment packet listing the updated LSA's link-state header.

Figure 4.8 shows an example of OSPF's flooding. The example starts with router
10.1.1.3 updating its router-LSA and flooding the LSA to its neighbors at time Tl. The
example then makes the simplifying assumptions that each router spends an equal time
processing the update, that transmission time of the update is equal on all links, and
that all of the updates are received intact. Note, then, that after a number of iterations
less than or equal to the diameter of the network (in this example, 3), all routers have the
updated LSA. Some further explanation of the example is in order. At time T2, router
10.1.1.4 seems to receive the update from both 10.1.1.2 and 10.1.1.5 simultaneously.
We assume that the update from 10.1.1.5 is processed first, and so at time T3,10.1.1.4
sends an update to 10.1.1.2 only. After time T3, acknowledgments are sent. In OSPF,
routers generally delay acknowledgment of received LSAs, in hope that they can fit
more LSA acknowledgments into a single Link State Acknowledgment packet, which
reduces routing protocol processing and bandwidth consumption. Note also that
not all updates require explicit acknowledgment. When updates cross, with each
neighbor sending the other the same update (as in the case of routers 10.1.1.1 and
10.1.1.2 at time T2), the received update is taken as an implicit acknowledgment, and

IT-EBOOKS.DIRECTORY

http://www.it-ebooks.directory/


Section 4.7 Database Synchronization 93

no corresponding Link State Acknowledgment packet is required to be sent. In fact,
as a result of this property, in any link direction, one update or acknowledgment is
sent but never both.

Figure 4.8 Reliable flooding, starting at 10.1.1.3, where M is a Link State Update packet and ack is a Link State
Acknowledgment packet.

The preceding example has described flooding in a network of routers connected
via serial lines. When different network segment types, such as broadcast networks, are
present or when some routers run optional extensions to the OSPF protocol, flooding
can get more complicated, as illustrated in Chapters 5 and 7.
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4.7.3 Flooding Robustness

OSPF's reliable-flooding scheme is robust in the face of errors. Just what do we mean by
robust in this case? Even when transmission errors, link and/or router failures occur,
the network continues to function correctly; link-state databases continue to be synchro-
nized, and the amount of routing traffic remains at an acceptable level. OSPF's flooding
achieves this robustness because of the following features.

• Flooding could be restricted to a minimal collection of links interconnecting
all routers (called a spanning tree). As long as the links in the spanning tree
remain operational, router databases would remain synchronized. However,
OSPF does not use a spanning tree; it floods over all links. As a result, the
failure of any link does not significantly disrupt database synchronization,
as LSA updates simultaneously flow on alternate paths around the link
failure.

• Because of software errors, a router might accidentally delete one or more
LSAs from its database. To ensure that the router eventually regains database
synchronization with the rest of the OSPF routing domain, OSPF mandates
that all originators of LSAs refresh their LSAs every 30 minutes, incrementing
the LSAs' sequence numbers and reflooding them throughout the routing
domain.

• To detect corruption of LSAs as they are flooded, each LSA contains a checksum
field. An LSA's checksum is originally calculated by the LSA's originator and
then becomes a permanent part of the LSA. When a router receives an LSA dur-
ing flooding, it verifies the LSA's checksum. A checksum failure indicates that
the LSA has been corrupted. Corrupted LSAs are discarded and not acknowl-
edged, in hope that the retransmitted LSA will be valid.

• Errors in implementation might lead to situations in which the routers disagree
on which LSA instance is more recent, possibly causing flooding loops. An
example of this is the problem caused by the ARPANET routing protocol's cir-
cular sequence space (see Section 4.2.2). To guard against this kind of problem,
an OSPF router increments an LSA's LS Age field when placing the LSA into a
Link State Update packet. This behavior eventually breaks flooding loops, as a
looping LSA's LS Age field will eventually hit the value MaxAge, at which time
the LSA will be discarded. This behavior is similar to the breaking of IP for-
warding loops through the use of the IP header's TTL field.

• To guard against a rapidly changing network element (for example, a link
between routers that is continually going up and down) causing an excessive
amount of control traffic, OSPF imposes rate limits on LSA origination; any par-
ticular LSA can be updated at most once in every 5 seconds (MinLSInterval).
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costs, since the cost of a path is set equal to the sum of the cost of its constituent links.
For example, link delay makes a perfectly good metric. So does hop count: If you set the
cost of each link to 1, the cost of a path is the number of links in the path.

The link-state database for the network of Figure 4.1 is shown in Figure 4.9. The
metrics used in this example are what some people call weighted hop count. Small inte-
gers are assigned to each link, with more preferred links getting smaller values than oth-
ers. Link costs have been assigned symmetrically in this example, although they do not
have to be. Each router can advertise a different cost for the router's own link direction.
If costs are assigned asymmetrically, paths will in general be asymmetric, with packets
in one direction taking a given path and responses traveling a different path. IP works
fine in the face of such asymmetric paths, although many network administrators dis-
like asymmetry, because it makes routing problems more difficult to debug.

Figure 4.9 Link-state database as directed graph.

Note that each link is advertised by two routers, namely, those at either end of the
link. For example, the link between 10.1.1.2 and 10.1.1.4 is advertised by both routers in
their router-LSAs, each with a cost of 1. In order to avoid using stale information in the
routing calculation, OSPF requires that both routers advertise the link before it can be
used by the routing calculation. For example, suppose that router 10.1.1.4 in Figure 4.9
fails. Router 10.1.1.4's router-LSA, advertising the now inoperational links to routers
10.1.1.2,10.1.1.5, and 10.1.1.6, will persist in the link-state database for up to an hour.
But since these routers will no longer be advertising their halves of the links to 10.1.1.4,
data traffic will be successfully rerouted around the failure.

The link-state database in Figure 4.9 reconstitutes the network map, in the form of a
directed graph. The cost of a path in this graph is the sum of the path's component link
costs. For example, there is a path of cost 4 from router 10.1.1.3 to 10.1.1.4, going through
router 10.1.1.5. On the graph, a router can run any algorithm that calculates shortest
paths. An OSPF router typically uses Dijkstra's Shortest Path First (SPF) algorithm [230]
for this purpose.

Dijkstra's algorithm is a simple algorithm that efficiently calculates all at once the
shortest paths to all destinations. The algorithm incrementally calculates a tree of short-
est paths. It begins with the calculating router adding itself to the tree. All of the router's
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neighbors are then added to a candidate list, with costs equal to the cost of the links from
the router to the neighbors. The router on the candidate list with the smallest cost is then
added to the shortest-path tree, and that router's neighbors are then examined for
inclusion in (or modification of) the candidate list. The algorithm then iterates until the
candidate list is empty.

As an example, Table 4.3 shows Dijkstra's algorithm as run by router 10.1.1.3 in Fig-
ure 4.9. At each iteration, another router is added to the tree of shortest paths. While on
the candidate list, each destination is listed with its current cost and next hops. These
values are then copied to the routing table when the destination is moved from the can-
didate list to the shortest-path tree. The boldface type in Table 4.3 indicates those places
where a destination is first added to the candidate list or when its values on the candi-
date list are modified. For example, in iteration 4, destination 10.1.1.6's entry on the
candidate list is modified when a shorter path is discovered by going through router
10.1.1.4.

Table 4.3 Dijkstra Calculation Performed by Router 10.1.1.3

As you can see by going through the example, Dijkstra's algorithm ends up
examining each link in the network once. When examining the link, the algorithm may
place a destination onto the candidate list or modify a destination's entry on the candi-
date list. This operation also requires a sort of the candidate list, because we always
want to know which destination on the candidate list has the smallest cost. Since the
sort is an O(log(n)) operation and the size of the candidate list never exceeds the number
of destinations, the performance of Dijkstra's algorithm is O(/ * log(n)), where / is the

Destination Added Candidate List
to Shortest-Path Tree Destination (cost, next hops)

1 10.1.1.3

2 10.1.1.5

3 10.1.1.2

4 10.1.1.4

5 10.1.1.1

6 10.1.1.6

10.1.1.5 (1, 10.1.1.5)
10.1.1.2 (3, 10.1.1.2)
10.1.1.1 (5, 10.1.1.1)

10.1.1.2 (3, 10.1.1.2)
10.1.1.4 (4, 10.1.1.5)
10.1.1.1 (5, 10.1.1.1)
10.1.1.6 (11, 10.1.1.5)

10.1.1.4 (4, 10.1.1.5, 10.1.1.2)
10.1.1.1 (5, 10.1.1.1)
10.1.1.6(11,10.1.1.5)

10.1.1.1(5,10.1.1.1)
10.1.1.6 (10, 10.1.1.5, 10.1

10.1.1.6(10,10.1.1.5,10.1

Empty

1.2)

1.2)
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number of links in the network and n is the number of destinations (in our example,
equal to the number of routers). In some books on data structures, Dijkstra's algorithm
is stated somewhat differently for fully mesh-connected networks (every router directly
connected to every other router); for these networks, the algorithm's performance can
be seen to be O(rt2).

The resulting shortest paths calculated by router 10.1.1.3 in our sample network are
displayed in Figure 4.10. Multiple shortest paths have been found to 10.1.1.4, allowing
load balancing of traffic to that destination (called equal-cost multipath). An OSPF
router knows the entire path to each destination. However, in IP's hop-by-hop routing
paradigm, only the first hop is needed for each destination. Extracting this infor-
mation from the collection of shortest paths yields the IP routing table, as displayed in
Table 4.4.

10.1.1.3 10.1.1.5

Figure 4.10 Shortest paths, as calculated by router 10.1.1.3.

Table 4.4 Router 10.1.1.3's IP Routing Table

Destination

10.1.1.1

10.1.1.2

10.1.1.4

10.1.1.5

10.1.1.6

Next Hop(s)

10.1.1.1

10.1.1.2

10.1.1.2
10.1.1.5

10.1.1.5

10.1.1.2
10.1.1.5

Cost

5

3

4

1

10

The routing calculation is the simplest part of OSPF. However, in the presence of
network segments other than point-to-point links or when OSPF hierarchical routing or
some of the OSPF extensions are used, the routing calculations get a little more compli-
cated, as we will see later.

IT-EBOOKS.DIRECTORY

http://www.it-ebooks.directory/


Section 4.8 Routing Calculations 99

Further Reading

The ARPANET'S link-state routing algorithm is described in [147]. The problem caused
by the ARPANET'S circular sequence space is described in [221]. Suggestions for fixes to
prevent future occurrences of the ARPANET'S sequence are given in [189].

The OSPF specification can be found in [177]. The first three chapters give an over-
view of the OSPF protocol, although the rest of the specification is really geared to pro-
tocol implementers.

For descriptions of other link-state protocols, see [237].

Exercise

4.1 Calculate the size in bytes of each of the LSAs in Table 4.2.
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Until now, we have addressed how the OSPF protocol runs in network topologies con-
sisting of routers interconnected with serial lines. Such topologies are where link-state
protocols were originally developed (namely, the ARPANET network), and they dem-
onstrate all the basic elements of a link-state protocol. The bulk of the routing literature
also concentrates on point-to-point network topologies.

However, the Internet contains many other subnet (that is, data-link) technologies,
all capable of joining more than two routers to a single medium: Ethernets, 802.5 Token
Rings, FDDI rings, Frame Relay subnets, ATM, SMDS, packet radio, and so on. OSPF
runs over these subnet technologies, although somewhat differently from the way it
runs over point-to-point links. In the OSI reference model, these differences would be
called subnetwork-dependent convergence functions.

The differences in the way that OSPF runs over the various subnet technologies can
be grouped as follows.

• Neighbor discovery and maintenance. OSPF always accomplishes this task through
its Hello protocol, but the Hello protocol runs differently on different subnet
types.

• Database synchronization. How does one synchronize the link-state database over
the subnet? Which routers become adjacent, and how does reliable flooding
take advantage of any special properties that the subnet might provide?

101
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• Abstraction. In the OSPF link-state database, how does one represent the subnet
and router connectivity over the subnet?

OSPF divides the various subnet technologies into the following classes: point-to-
point subnets, broadcast subnets, nonbroadcast multiaccess (NBMA) subnets, and
Point-to-MultiPoint subnets. The point-to-point subnet case has already been discussed.
Before exploring these other subnet technologies in Sections 5.2,5.3, and 5.4, we must
first understand how OSPF uses the IP subnet model.

5.1 The IP Subnet Model

In TCP/IP, every link (or physical subnet) is assigned one or more address prefixes.
Each address prefix is called an IP subnet. For example, suppose that an Ethernet seg-
ment was assigned the set of addresses beginning with the first 24 bits of 10.3.2.0. This is
usually written as the prefix 10.3.2.0/24. Sometimes it is also said that the Ethernet seg-
ment's subnet number is 10.3.2.0 and that its subnet mask is 255.255.255.0. The subnet
mask may also be written as the hexadecimal OxffffffOO. In any case, it means that all
routers and hosts connected to the Ethernet segment have IP addresses in the range
10.3.2.0 to 10.3.2.255.

IP routes to subnets, not to individual hosts. IP routing protocols advertise routes to
address prefixes, and each entry in an IP routing table is an address prefix.

The IP subnet model generally contains the following rules.

• Two hosts on different IP subnets cannot send IP packets directly to each other
(or, as we say, cannot talk directly) but instead must go through one or more IP
routers.

• In the converse of the preceding rule, it is assumed that two hosts/routers on a
common subnet can send packets directly to each other.

• Two routers cannot exchange routing information directly unless they have one
or more IP subnets in common. (This is true only for routers exchanging infor-
mation via Interior Gateway Protocols. When running Exterior Gateway Proto-
cols, such as BGP, two routers generally need either a common IP subnet or to
belong to the same Autonomous System.)

Multiple subnets (in other words, IP prefixes) can be assigned to a physical link. In
this case, the IP subnetting rules say that two hosts on separate subnets cannot talk
directly, even if they are on the same physical link. Figure 5.1 gives an example of an
Ethernet segment that has been assigned two IP subnets: 10.3.2.0/24 and 10.3.3.0/24.
Each subnet has two hosts, and a router has addresses on both. The physical connectiv-
ity shows all hosts and the router on a common link, and the IP connectivity shows two
separate segments connected by an IP router (see Figure 5.2).
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Figure 5.2 Resulting IP connectivity.

Of course, rules in IP are made to be broken, or at least bent, and the IP subnet
model is no exception. For example, [24] proposes removing the restriction that two IP
entities must share a common IP prefix in order to talk directly. The Next Hop Resolu-
tion Protocol (NHRP) [123] actively tries to find shortcuts between routers on different
subnets. In IPv6, two nodes can talk directly whenever they are connected to the same
physical media, regardless of their addresses. Even OSPF's Point-to-MultiPoint network
model breaks the rule that two routers on the same subnet must be able to talk directly.
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IP multicast does not use the IP subnet model either. When a multicast datagram is
sent onto a physical link, usually as a data-link multicast, all IP multicast routers on the
link get it, regardless of IP subnet boundaries. IGMP ignores IP subnets also.

However, OSPF in general enforces the IP subnet model. Two OSPF routers will
never form a neighbor relationship and hence will never forward packets directly
between each other unless they share a common prefix. This behavior is accomplished
via OSPF's Hello protocol. An OSPF router creates a separate OSPF interface for each IP
subnet that the router connects to (that is to say, has addresses in). When an OSPF router
sends a Hello packet out an interface, the router sets the IP source address in the Hello
to the router's IP address on the subnet and includes the subnet mask in the body of the
Hello. Routers receiving the Hello will accept it only if (a) both routers agree on the sub-
net mask and (b) both router interfaces (sender and receiver) attach to the same subnet.

For example, suppose that all the hosts and routers in Figure 5.1 were OSPF routers.
Then the router with two addresses would have two OSPF interfaces and would be
sending Helios out both interfaces, even though the Helios in either case would appear
on the same Ethernet segment. The Hello sent out the router's 10.3.2.1 interface would
be accepted by both routers 10.3.2.2 and 10.3.2.3 but would be rejected by routers
10.3.3.2 and 10.3.3.3 for being associated with the wrong IP subnet. The Hello sent out
the router's 10.3.3.1 interface would be handled similarly, with the result being the
OSPF neighbor relationships as shown in Figure 5.2.

A number of problems have been caused by the fact that MOSPF is built on top of a
protocol that respects that IP subnet model (namely OSPF), whereas IP multicast does
not. These problems will be considered in Chapter 10, MOSPF.

5.2 Broadcast Subnets

A broadcast subnet is a data link whereby an attached node can send a single packet that
will be received by all other nodes attached to the subnet. The canonical example is an
Ethernet. When a station on an Ethernet sends an Ethernet packet, all other stations hear
the packet, but their Ethernet adapters discard the packet unless it is addressed to either
the adapter's own unique 48-bit Ethernet MAC address or to the Ethernet broadcast
address Oxffffffffffff. The latter type of packet is termed a broadcast packet. Broadcast is
very useful for (a) autoconfiguration and (b) replicating information, as we will see.
Other examples of broadcast subnets are 802.5 Token Rings, FDDI rings, and SMDS
subnets.

An additional useful capability of some broadcast networks is multicast. Multicast is
the ability of a node to send onto the subnet a single packet that will be accepted by
some subset of nodes on the subnet. Again using Ethernet as an example, Ethernet mul-
ticast addresses are those 48-bit Ethernet addresses having the least significant bit of the
most significant byte set to 1 (namely, OxOlxxxxxxxxxx). A node typically can program
its Ethernet adapter to accept one or more specific multicast addresses. Then, when
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packets are sent to a given multicast address, only those nodes interested in the multi-
cast address will accept the packet. This behavior allows a subset of nodes on the Ether-
net to converse, without adversely affecting the other nodes on the Ethernet. Some
subnet technologies, such as Ethernet and FDDI (Fiber Distributed Data Interface), offer
very good multicast capabilities. Other broadcast subnets offer no multicast capabilities,
or their multicast is of such limited scope (such as Token Ring and SMDS) as to be of no
use to TCP/IP applications such as OSPF.

5.2.1 Neighbor Discovery and Maintenance

Consider the five OSPF routers connected to an Ethernet segment in Figure 5.3, all
attached to the IP subnet 10.4.7.0/24. Each OSPF router joins the IP multicast group
AllSPFRouters (224.0.0.5). On Ethernets, IP multicast addresses map algorithmically to
Ethernet multicast addresses: The last 23 bits of the IP multicast address are appended
to the multicast block OxOlOOSexxxxxx. So the OSPF routers end up programming their
Ethernet adapters to accept Ethernet multicasts to Ox01005e000005.

Each OSPF router then periodically multicasts its Hello packets (once every
Hellolnterval seconds, just as on point-to-point links) to the IP address 224.0.0.5. When
router 10.4.7.1 multicasts its Hello packet, routers 10.4.7.2-10.4.7.5 all receive the Hello.
Router 10.4.7.1 also indicates that it can hear the other routers' Helios, by listing all of
their OSPF Router IDs in the body of the single Hello (see Section 4.6). In this way,
router 10.4.7.1 maintains its relationships with all other OSPF routers by sending a sin-
gle packet instead of sending a separate packet to each neighbor on the Ethernet.

Figure 5.3 Ethernet segment with five OSPF routers attached.
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The advantages of OSPF's Hello protocol over broadcast subnets are as follows.

• Automatic discovery of neighbors. By multicasting to a well-known address, neigh-
boring routers discover each other without needing any configuration.

• Efficiency. When n OSPF routers are on a broadcast segment, there are
n * (n - 1) / 2 neighbor relationships. However, these neighbor relationships are
maintained by sending only n Helios, one by each router, every Hellolnterval
seconds.

• Isolation. If the broadcast subnet has sufficient multicast capability, such as
Ethernet, the Hello protocol operates without disturbing non-OSPF nodes on
the broadcast segment. If multicast is not supported, OSPF's AllSPFRouters
address gets mapped into the data-link broadcast address. The disadvantage of
using the data-link broadcast address is that all nodes on the Ethernet, whether
they are OSPF routers or not, will receive the OSPF Hello packets. Nodes other
than OSPF routers would discard the packets, of course, but the act of discard-
ing them still consumes valuable processing time.

5.2.2 Database Synchronization

On a broadcast subnet with n OSPF routers, there are n * (n - 1) / 2 neighbor pairs. If
you try to synchronize databases between every pair of routers, you end up with a large
number of Link State Updates and Acknowledgments being sent over the subnet.

OSPF solves this problem by electing a Designated Router for the broadcast sub-
net. All other routers keep their databases synchronized with the Designated Router,
using the normal procedures of Database Exchange and reliable flooding (see Sec-
tion 4.7). Instead of n * (n - 1) / 2 adjacencies over the broadcast subnet, there are now
only n.

Using a Designated Router is more efficient than synchronizing between every pair
of routers attached to the broadcast subnet, but it is less robust. If the Designated Router
fails, so does database synchronization over the broadcast subnet. OSPF deals with this
problem by electing a Backup Designated Router for the broadcast subnet. All routers
now synchronize with both the Designated Router and the Backup Designated Router,
and the Backup Designated Router acts as a hot standby in case the Designated Router
fails. In fact, even before the failure of the Designated Router is noticed, the Backup
Designated Router keeps reliable flooding running smoothly over the broadcast subnet.
With the advent of the Backup Designated Router, there are now 2n -1 adjacencies over
the broadcast subnet.

For example, suppose that in Figure 5.3, router 10.4.7.3 has been elected Designated
Router and 10.4.7.2 Backup Designated Router. The set of adjacencies formed over the
Ethernet segment are then indicated in Figure 5.4.
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10.4.7.1

10.4.7.4 10.4.7.5

Figure 5.4 Flooding adjacencies when 10.4.7.3 and 10.4.7.2 are Designated Router and Backup Designated
Router, respectively.

To see how reliable flooding works over a broadcast subnet, suppose that, in Fig-
ure 5.4, Router 10.4.7.5 receives a new LSA from one of its other links. The router then
installs the LSA in its link-state database and then wants to flood it to both 10.4.7.3 and
10.4.7.2 (the Designated Router and Backup Designated Router, respectively). To do
so, router 10.4.7.5 sends a Link State Update to the IP multicast address AllDRouters
(224.0.0.6), which only the Designated Router and the Backup Designated Router listen
to. Both the Designated Router and the Backup Designated Router then receive the LSA;
the Designated Router sends the LSA back onto the Ethernet segment in a Link State
Update addressed to AllSPFRouters, updating the rest of the routers on the Ethernet.
The Backup Designated Router has deferred its flooding responsibilities on the Ethernet
to the Designated Router; however, if the Backup Designated Router does not see the
Link State Update from the Designated Router within the LSA retransmission interval
(typically 5 seconds), it will step in and flood the LSA back onto the Ethernet in order to
keep the database synchronization going.

Designated Router Election

The Designated Router election process works as follows, using data transmitted in
Hello packets. The first OSPF router on an IP subnet always becomes Designated
Router. When a second router is added, it becomes Backup Designated Router.
Additional routers added to the segment defer to the existing Designated Router
and Backup Designated Router; the only time the identity of the Designated Router or
Backup Designated Router changes is when the existing Designated Router or Backup
Designated Router fails.

In the event of the failure of a Designated Router or Backup Designated Router,
there is an orderly changeover. Each OSPF router has a configured Router Priority
value, a value between 0 and 127 inclusive. When, for example, the Designated Router
fails, the Backup Designated Router is promoted to Designated Router, and the remain-
ing router having the highest Router Priority becomes the Backup Designated Router,
using the routers' OSPF Router ID to break ties. Then the new Backup Designated
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Router has to start the time-consuming procedure of initial database synchronization or
Database Exchange with all other routers on the subnet.

Since being Designated Router or Backup Designated on a subnet consumes addi-
tional resources, you may want to prevent certain routers from assuming these roles.
This is done by assigning those routers a Router Priority of 0.

One other time that Router Priority comes into play is in partitioned subnets. When
a subnet is partitioned into two pieces, two Designated Routers are elected, one for each
partition. When the partition heals, the Designated Router with the higher Router Prior-
ity assumes the role of Designated Router for the healed subnet.

5.2.3 Abstraction

The common theme in running OSPF over broadcast subnets is reducing an O(n ) prob-
lem to O(n). Representation of broadcast subnets in the link-state database is no excep-
tion. We want to capture the fact that each of the routers connected to the broadcast
subnet can talk to each other directly. The obvious way to do this is for each router to
include links to all other routers in its router-LSA. But this would introduce n* (n-l)
links into the OSPF database. So instead, OSPF creates a new LSA type, called the
network-LSA, to represent the broadcast subnet. Each router-LSA then has a link to
the broadcast subnet's network-LSA, and the network-LSA has links to each of the
router-LSAs, reducing the number of links from n * (n - 1) to n * 2. These two alterna-
tives are shown in Figures 5.5 and 5.6.

Figure 5.5 One possible representation of router connectivity of a broadcast subnet.
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Figure 5.6 OSPF's representation of a broadcast subnet, using a network-LSA.

Of course, most broadcast subnets do not have a computer processor, and so
the subnet cannot originate the network-LSA itself. Instead the Designated Router
originates the network-LSA on the subnet's behalf. OSPF also uses the network-LSA to
indicate the state of database synchronization. The Link State ID of the network-LSA
is the IP address of the Designated Router; when a router-LSA includes a link to the
network-LSA, the originating router is saying, "I have an interface on this subnet and
my database is synchronized with the Designated Router." Likewise the network-LSA
lists those routers whose databases have been synchronized with the Designated
Router. As in the point-to-point network case, this synchronization property ensures
that routers will calculate shortest-path trees containing only those routers that are able
to make consistent routing calculations, which in turn ensures loop-free forwarding (see
Section 4.8).

This synchronization guarantee provides another example of why OSPF uses a
Backup Designated Router. When a Designated Router fails, a new network-LSA
must be originated by the new Designated Router. Timely promotion of the Backup
Designated Router, which is already synchronized with the other routers, ensures that
this new network-LSA will immediately list all the subnet's routers and hence that for-
warding of data traffic over the subnet will continue uninterrupted.

The network-LSA for the subnet in Figure 5.3, assuming that 10.4.7.3 has been
elected Designated Router, is shown in Figure 5.7. This figure assumes that 10.1.1.3 is
the Designated Router's OSPF Router ID, which is probably an address assigned to
another of the router's OSPF interfaces.
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Figure 5.7 Network-LSA for subnet 10.4.7.0/24, assuming that router 10.4.7.3 has been elected Designated
Router.

5.2.4 Problems

When OSPF runs over broadcast networks, it assumes transitive connectivity: If router
A can talk to the Designated Router and if the Designated Router can talk to router C,
then routers A and C can also talk directly. This assumption underlies the network-LSA
abstraction in the previous section; using the network-LSA generated by the Designated
Router, A will calculate routes with router C as next hop, possibly without ever having
exchanged any packets (including Helios) with router C directly.

Fortunately the transitivity assumption is valid for most common broadcast subnet
technologies, such as Ethernet. However, it is not always valid for subnet technologies
that are themselves composed of data-link switches, such as SMDS (we also call these
cloud subnets). These subnets may sometimes be better candidates for the Point-to-
MultiPoint subnets (see Section 5.4).
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Packet-radio subnets also fail the transitivity assumption, due to line-of-sight prob-
lems. Packet radio subnets are good candidates for treatment as Point-to-MultiPoint
subnets, with the OSPF Demand Circuit extensions enabled to reduce routing traffic to a
minimum because of packet radio's bandwidth limitations (see Section 7.3).

5.3 NBMA Subnets

Nonbroadcast multiaccess (NBMA) segments support more than two routers and allow
any two routers to communicate directly over them but do not support a data-link
broadcast capability. Examples include X.25, Frame Relay, or asynchronous transfer
mode (ATM) subnets that support either (a) switched virtual circuits (SVCs) or (b) a full
mesh of PVCs connecting each pair of routers.

Any NBMA subnet can also be modeled as a Point-to-MultiPoint segment (see Sec-
tion 5.4). NBMA segments are efficient in terms of neighbor maintenance, database syn-
chronization, and database representation, reducing O(n2) relationships to O(n) by using
similar mechanisms to those used for broadcast subnets. However, NBMA segments
have weird failure modes when two attached routers cannot communicate directly
(see Section 5.3.4), sometimes making the Point-to-MultiPoint model the more robust,
although less efficient, choice.

An example of an NBMA segment is shown in Figure 5.8. A collection of six routers
is attached to a Frame Relay subnet, with each router connected to every other router
via a Frame Relay PVC. A single IP subnet will be assigned to the NBMA segment, with
all routers having IP interface addresses on the segment.

5.3.1 Neighbor Discovery and Maintenance

Since there is no broadcast capability on an NBMA subnet, OSPF neighbors must be dis-
covered initially through configuration. Configuration is restricted to routers eligible to
become Designated Router (that is, those whose Router Priority on the NBMA subnet is
nonzero). To make administration easier and to reduce the amount of Hello traffic, most
routers attached to the NBMA subnet should be assigned a Router Priority of 0. In rout-
ers eligible to become Designated Router, the identity of all other routers attached to the
NBMA subnet must be configured, as well as whether those routers themselves are eli-
gible to become Designated Router.

In order to implement Designated Router election, routers that are eligible to
become Designated Router send one another Helios every Hellolnterval (typically 10)
seconds. Additionally the routers that have been elected Designated Router and Backup
Designated Router send Helios to all other routers on the NBMA subnet. These Helios
are initially sent also every Hellolnterval seconds, but since typical NBMA networks
have a habit of charging per packet, the rate of sending Helios when the other router
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Frame Relay
subnet
10.5.5.0/24

Figure 5.8 Sample NBMA subnet: a Frame Relay subnet, with a full mesh of PVCs shown as dashed lines.

does not respond slows eventually to Polllnterval seconds (typically 120). In contrast,
routers with Router Priority of 0 simply send Helios to the current Designated Router
and Backup Designated Router every Hellolnterval seconds.

For example, in Figure 5.8, assume that routers A and B have been elected
Designated Router and Backup Designated Router, respectively; that router F has a
Router Priority of 1; and that all other routers have a Router Priority of 0. Assume fur-
ther that router C has been inoperational for some time. Then routers A and B will be
sending separate Helios to each of D, E, and F every 10 seconds and will be polling
router C every 2 minutes to see whether it has come up. Also, D, E, and F will be
responding to A and B with Helios of their own every 10 seconds.

5.3.2 Database Synchronization

Database synchronization on NBMA networks works the same as on broadcast net-
works. A Designated Router and Backup Designated Router are elected; all other rout-
ers initially perform Database Exchange with the Designated Router and Backup
Designated Router, and flooding over the NBMA always goes through the Designated
Router on the way to the other routers attached to the NBMA subnet. The only differ-
ence is that, where on broadcast subnets one would be sending Link State Updates to

IT-EBOOKS.DIRECTORY

http://www.it-ebooks.directory/


Section 5.3 NBMA Subnets 113

the multicast addresses AllSPFRouters and AllDRouters, on NBMA subnets, Link State
Updates must be replicated and sent to each adjacent router separately.

5.3.3 Abstraction

Representation of an NBMA subnet within the OSPF link-state database is indistin-
guishable from the representation of a broadcast subnet. A network-LSA is originated
for the NBMA subnet by the Designated Router, and all router-LSAs originated by the
subnet's routers contain links to the network-LSA.

5.3.4 Problems

Many nonbroadcast subnets cannot support a large number of routers, with each router
pair being able to communicate directly. In a subnet providing only a PVC service, the
cost of this many PVCs may be prohibitive. For example, to connect 100 routers in a full
mesh over a Frame Relay subnet would require 4,950 PVCs. Even when SVCs are used,
capacity limitations may prohibit pairwise connectivity. Unless each router on the
subnet can communicate directly with every other router, the NBMA model cannot
be used.

However, a partial mesh can be turned into multiple NBMA networks, although the
configuration can get quite complicated (see [65]). Consider, for example, the Frame
Relay subnet in Figure 5.9. Although PVCs do not interconnect every pair of routers,
three- overlapping router subsets can be found, each of which is full-mesh connected:
{F,A,B}, (B,C,D), and {D,E,F}. Each of these subsets is assigned its own IP subnet. Those
routers attached to more than one subnet then end up with multiple IP addresses and
OSPF interfaces, each attaching to a different IP subnet.

NBMA networks are only as robust and reliable as the underlying data-link service.
If, for example, a PVC fails or is misconfigured or if an SVC cannot be established, due
to capacity or policy reasons, routing over the NBMA subnet will fail. And, unfortu-
nately, often the reason for the failure will not be immediately obvious to the network
operator.

Take, for example, the network in Figure 5.8. Suppose that router A has been elected
Designated Router. If then the PVC between routers E and B fails, all routing tables
would look correct in the routers, but any packets that B was supposed to forward to E,
or vice versa, would fall into a black hole. If instead the PVC between A and F fails,
routing between routers A through E would continue to work, but F would be isolated
from all other routers on the NBMA subnet, even from those with which it continues to
maintain PVCs.

The Point-to-MultiPoint model can always be applied to rectify these problems,
although at some loss of efficiency. This model is described next.
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10.5.6.4 Frame Relay
10.5.7.4 subnet

Figure 5.9 Frame Relay network with partial PVC mesh, implemented as multiple NBMA subnets.

5.4 Point-to-MultiPoint Subnets

The Point-to-MultiPoint model can be used on any data-link technology that the NBMA
model can be used on. Usually these subnets are connection-oriented subnets, such as
Frame Relay and ATM. In addition, the Point-to-MultiPoint model drops the require-
ment that all routers on the subnet be able to communicate directly, making it possible
to model partial PVC meshes as single Point-to-MultiPoint networks. Dropping the full-
mesh requirement also allows the modeling of more exotic data-link technologies, such
as packet radio, as Point-to-MultiPoint networks.

For example, the partial PVC mesh in Figure 5.9 can be turned into the single OSPF
Point-to-MultiPoint subnet with prefix 10.6.6.0/24 as pictured in Figure 5.10. Each OSPF
router would have a single IP address on the subnet: Router A would be assigned the IP
address 10.6.6.1, and so on. Each router would have a single OSPF interface to the sub-
net, although multiple OSPF neighbor relationships would form over that interface:
Router A would form neighbor relationships with F and B; B with A, C, D, and F; and
so on.

When the Point-to-MultiPoint model is used on a subnet built out of PVCs, the
operation of OSPF is very similar to treating each PVC as if it were a serial line, as we
shall see in the following sections. The advantage of using the Point-to-MultiPoint
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Figure 5.10 Turning the partial mesh of Figure 5.9 into a Point-to-MultiPoint subnet.

model is in the possibility of autoconfiguration and the model's robustness. Since the
Point-to-MultiPoint model deals well with partial connectivity between attached rout-
ers, the failure of an occasional PVC or SVC causes no problems. In addition, the Point-
to-MultiPoint model plays well with the Demand Circuit extensions to OSPF (see
Section 7.3).

5.4.1 Neighbor Discovery and Maintenance

There are no Designated Routers or Backup Designated Routers on Point-to-MultiPoint
subnets. On these subnets, the job of the Hello protocol is simply to detect active OSPF
neighbors and to detect when communication between neighbors is bidirectional.

Because Point-to-MultiPoint networks do not have a broadcast capability, it is some-
times necessary to configure the identity of OSPF neighbors in an OSPF router. How-
ever, sometimes a router can detect its neighbors dynamically. For example, on a Frame
Relay subnet using PVCs, a router could use the Link Management Interface (LMI) pro-
tocol to learn the identity of the PVCs provisioned on the Point-to-MultiPoint interface
and could then use Inverse ARP (see [25]) to discover the IP addresses of the neighbors
on the other end of the PVC.
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A router on a Point-to-MultiPoint subnet periodically sends OSPF Helios to all
other routers on the subnet with which the router can converse directly. For example, in
Figure 5.10, router A would send separate Helios to routers F and B every 10 seconds;
router B would send separate Helios to routers A, C, D, and F; and so on.

5.4.2 Database Synchronization

On a Point-to-MultiPoint subnet, each router becomes adjacent to all other routers
with which it can communicate directly, performing initial database synchronization
through Database Exchange, then participating in reliable flooding with its neighbors.
For example, in Figure 5.10, each PVC is an OSPF adjacency. In order to flood an LSA
from router A to router D, the LSA first goes to router B (or one of several alternative
paths).

5.4.3 Abstraction

A router on a Point-to-MultiPoint subnet includes the following links in its router-LSA:
a point-to-point connection for each of its neighbors on the Point-to-MultiPoint subnet
and a single stub network connection to its own IP interface address (see Section 4.3).
For example, router D in Figure 5.10 would include four point-to-point connections in
its router-LSA (one each to routers B, C, E, and F) and a single stub network connection
for its address of 10.6.6.4. Note, then, that to route from 10.6.6.4 to 10.6.6.1, the OSPF
routing calculation will calculate a next hop of 10.6.6.2. Even to go between two routers
on the same IP subnet, an intermediate router must be traversed.

5.4.4 Problems

What the Point-to-MultiPoint model gains in autoconfiguration and robustness, it
loses in efficiency. The closer the underlying physical subnet comes to providing
full-mesh connectivity, the less efficient Point-to-MultiPoint becomes. In fact, a
full-mesh Frame Relay or ATM subnet can be configured as a Point-to-MultiPoint
network, and you may even have to configure it so, if the underlying data-link service
is unreliable. However, when operating a full-mesh Frame Relay or ATM network
in Point-to-MultiPoint mode, the work involved in neighbor maintenance, flooding,
and database representation increases as O(n2), where n is the number of OSPF rout-
ers attached to the subnet, instead of the O(«) behavior that can be achieved with the
NBMA model.
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Further Reading

See [24] for a description of the enhancements that have been proposed to the IP subnet
model, mainly to support the connection of a large number of routers to connection-
oriented subnets, such as Frame Relay and ATM. One of the technology pieces used in
these extensions is NHRP, the protocol described in [123]. Splitting up a partial-mesh
Frame Relay or ATM subnet into multiple OSPF NBMA subnets is explained in [65].

Exercises

5.1 In Figure 5.8, when the circuit between router A, the Designated Router, and
router F fails, why is router F isolated from all other routers on the NBMA subnet?

5.2 In Figure 5.10, what are all the possible paths that an LSA might take as it is
flooded from router A to router D? Assuming that transmission times on all PVCs
are equivalent and that router-handling times in all routers are equivalent, how
many copies of the LSA is router D likely to receive?

5.3 Give the router-LSA that will be produced by router A in Figure 5.10.
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Hierarchical Routing in OSPF

Hierarchical routing is a technique commonly used when building large networks. As a
network grows, so do the resource requirements for the network's management and
control functions. In a TCP/IP network, resource consumption includes

• Router memory consumed by routing tables and other routing protocol data. In
an OSPF network, this other data would include the OSPF link-state database.

• Router computing resources, used in calculating routing tables and other rout-
ing protocol functions. In an OSPF network, these resources include the CPU
required to calculate shortest-path trees.

• Link bandwidth, used in distributing routing data. In an OSPF network, this
includes the bandwidth consumed by OSPF's database synchronization pro-
cedures.

It is inevitable that resource requirements grow as the network grows. But the ques-
tion is, How quickly do resource requirements need to grow? Let's take routing table
size as an example. Employing the OSPF protocol as described in Chapter 4, one sees
that routing table size increases linearly (specifically, one for one) as the number of
TCP/IP segments grows. We call this flat routing; each router in the network is aware of
the existence and specific addresses belonging to each and every network segment.

However, by employing hierarchical routing, we can slow the rate of routing table
growth to the order of the logarithm of the number of segments, written as O(log(n)),
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where n is the number of network segments. Figure 6.1 illustrates the difference
between linear and logarithmic routing table growth.

Number of network segments

Figure 6.1 Linear versus logarithmic growth.

In hierarchical routing, an internet is partitioned into pieces, which in turn are
grouped recursively into levels. At the lowest level, inside one of the lowest-level parti-
tions, routing is flat, with all routers knowing about all network segments within the
partition. But the routers have only sketchy information about other partitions. When
forwarding a packet addressed to a remote destination, the routers rely on the higher
levels of hierarchical routing to navigate the internet, eventually locating the partition
containing the destination address.

Figure 6.2 shows an internet organized into a three-level hierarchy. All addresses
come from the address range 10.0.0.0/8. There are three second-level partitions, with
the lower left containing the 10.1.0.0/16 addresses, the lower right 10.2.0.0/16, and the
upper partition 10.3.0.0/16. The nine first-level partitions contain even more specific
addresses, with the lower-left first-level partition containing the addresses 10.1.1.0/24,
and so on.

Suppose that an IP packet is sent by host 10.1.1.6 to the destination 10.3.3.5. The
packet first appears in the first-level partition 10.1.1.0/24. Since the destination is not in
the range 10.1.1.0/24, it is handed to second-level routing in the 10.1.0.0/16 partition
and then similarly handed to third-level routing. At this point, the packet is forwarded
to the correct second-level partition (10.3.0.0/16) and then by second-level routing to
the correct first-level partition (10.3.3.0/24), whereupon first-level routing delivers the
packet to the destination. This pattern of forwarding the packet up the hierarchy—first
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level to second to third and then back down again—is what gives hierarchical routing
its name.

Figure 6.2 An internet employing hierarchical routing.

Hierarchical routing reduces routing table size. Suppose that 16 network segments
are in every first-level partition in Figure 6.2. Let us look at routing from the perspec-
tive of a router in the first-level partition labeled 10.1.1. If flat routing were deployed
throughout the figure, the router would have a routing table consisting of 9 * 16 = 144
entries, one for every network segment. However, because of the three-level hierarchy,
the router has 16 entries for the local segments within 10.1.1.0/24 and additional entries
for 10.1.2.0/24,10.1.3.0/24,10.2.0.0/16, and 10.1.0.0/16, for a total of 20 routing table
entries, a marked reduction from 144.

There is often a trade-off involved in the routing table size reduction (and reduction
in other resources) that can be accomplished with hierarchical routing. Namely, the
information reduction can lead to suboptimal forwarding. Although packets are still
forwarded to their destinations, the packets may take a longer path than can be found in
a flat routing system. This is illustrated further in Section 6.1.1.
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To keep the routing table sizes, and therefore the memory and CPU demands, on its
routers to a manageable level, the worldwide Internet employs hierarchical routing.
IP subnetting and CIDR addressing (see Chapter 2) are tools used to implement the
Internet's routing hierarchy. IP's 32-bit address generally limits the number of hierarchi-
cal levels to around four, although with IPv6's 128-bit addresses (see Section 1.3), more
levels of hierarchy may be possible in the future.

OSPF implements a two-level hierarchical routing scheme through the deployment
of OSPF areas, as described in Section 6.1. Furthermore, OSPF allows an internet to be
split into additional levels by incorporating two levels of external routing information
into the OSPF routing domain, as explained in Section 6.2.

Hierarchical routing protocols are difficult to design. Most of the protocol bugs
found in OSPF over the years have been in the area routing support, some of which
have been discovered only recently. See Section 3.5 for a description of the various hier-
archical routing bugs that have been encountered and repaired in OSPF since its original
design.

6.1 OSPF Areas

OSPF supports a two-level hierarchical routing scheme through the use of OSPF areas.
Each OSPF area is identified by a 32-bit Area ID and consists of a collection of network
segments interconnected by routers.

Inside any given OSPF area, OSPF runs as described in Chapters 4 and 5. Each area
has its own link-state database, consisting of router-LSAs and network-LSAs describing
how the area's routers and network segments are interconnected. Routing within the
area is flat, with each router knowing exactly which network segments are contained
within the area. However, detailed knowledge of the area's topology is hidden from all
other areas; the area's router-LSAs and network-LSAs are not flooded beyond the area's
borders.

Routers attached to two or more areas are called area border routers, or ABRs. Area
border routers leak IP addressing information from one area to another in OSPF sum-
mary-LSAs. This enables routers in the interior of an area to dynamically discover desti-
nations in other areas (the so-called inter-area destinations) and to pick the best area
border router when forwarding data packets to these destinations.

Figure 6.3 shows a sample OSPF area configuration having four OSPF areas. Area
0.0.0.0's link-state database consists of four router-LSAs. Area 0.0.0.1's link-state data-
base has four router-LSAs. Area 0.0.0.2's link-state database has three router-LSAs and a
network-LSA. Area 0.0.0.3's link-state database has three router-LSAs. Since all of area
0.0.0.1's addresses fall into the range 10.2.0.0/16, routers B and C can be configured to
aggregate area 0.0.0.1's addresses by originating a single summary-LSA with destina-
tion of 10.2.0.0/16. Likewise router A can be configured to aggregate area 0.0.0.2's
addresses by advertising a single summary-LSA with destination equal to 10.1.0.0/16.
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Area 0,0.0.1

10.2.1.0/24 10.2.2.0/24

Figure 6.3 A sample area configuration.

However, area 0.0.0.3's addresses do not aggregate, so router D will end up originating
two summary-LSAs, one for 10.3.7.0/24 and one for 10.8.2.0/24.

Figure 6.4 displays in detail the summary-LSA that router B uses to leak area
0.0.0.1's addressing information into area 0.0.0.0. Router B has been configured to aggre-
gate all of area 0.0.0.1's addresses into a single advertisement for the prefix 10.2.0.0/16.
The Link State ID for the summary-LSA is the prefix address 10.2.0.0. The prefix
mask, 255.255.0.0, is included in the body of the summary-LSA. Also included in the
summary-LSA is the cost from the advertising router (router B) to the prefix. Since
10.2.0.0/16 is an aggregation, the cost in this case is set to the cost from router B to the
most distant component of 10.2.0.0 (in this case, 10.2.2.0/24, at a cost of 7).

Area 0.0.0.1's addresses are distributed throughout area 0.0.0.0 as the summary-LSA
is flooded throughout area 0.0.0.0. From area 0.0.0.0, the addresses are advertised into
the other areas, as described in Section 6.1.1.

Splitting an OSPF routing domain into areas reduces OSPF's demands for router
and network resources. Since the area's link-state database contains only router-LSAs
and network-LSAs for the area's own routers and networks, the size of the link-state
database is reduced, along with the amount of flooding traffic necessary to synchronize
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Figure 6.4 Summary-LSA advertised by router B into area 0.0.0.0.

the database. If aggregation is employed at area boundaries, routing table size is also
reduced. The cost of the shortest-path calculation is O(z * log(n)), where i is the number
of router interfaces, and n is the number of routers (see Section 4.8); so as the routing
domain is split into areas, the cost of the shortest-path calculation also decreases.

Of course, splitting the routing domain adds some amount of summary-LSAs to the
database and routing calculations. However, summary-LSAs are smaller than router-
LSAs, and the routing calculations involving summary-LSAs are cheaper than the
shortest-path calculation. In fact, the routing calculation for all summary-LSAs in an
area is like the processing of a single RIP packet (see Section 6.1.1).

In 1991, [173] recommended that the size of an OSPF area be limited to 200 routers,
based solely on the cost of the shortest-path calculation. However, this estimate is prob-
ably dated, as router CPU speeds have increased considerably since then. In reality,
maximum area size is implementation specific. Some vendors of OSPF routers are build-
ing areas of 500 routers, whereas others recommend that the number of routers in an
area be limited to 50.

In addition to allowing one to build much larger OSPF networks, OSPF areas pro-
vide the following functionality.

• Increased robustness. The effects of router and/or link failures within a single
area are dampened external to the area. At most, a small number of summary-
LSAs are modified in the other areas, and, when aggregation is employed, pos-
sibly nothing will change in the other areas at all.

LSAge

Options | LS Type

Link State ID -

- Advertising Router —

— LS Sequence Number —

LS Checksum

Length

— Network Mask —

IOS |

Metric

0

0x2, Type 3 (summary-LSA)

10.2.0.0

Router B's Router ID

0x80000001

28 bytes

255.255.0.0

IOS 0 (normal service)

Cost of 7
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• Routing protection. OSPF always prefers paths within an area (intra-area paths),
over paths that cross area boundaries. This means that routing within an area is
protected from routing instabilities or misconfiguration in other areas. For
example, suppose that a corporation runs OSPF and assigns the engineering
department as one area and the marketing department as another. Then, even
if the marketing department mistakenly uses some of the engineering ad-
dress prefixes, communication within engineering will continue to function
correctly.

• Hidden prefixes. One can configure prefixes so that they will not be advertised to
other areas. This capability allows one to hide one or more subnets from the rest
of the routing domain, which may be wanted for policy reasons: The subnets
may contain servers that should be accessed only by clients within the same
area.

6.1.1 Area Organization

When an OSPF routing domain is split into areas, all areas are required to attach directly
to a special area called the OSPF backbone area. The backbone area always has Area ID
0.0.0.0. In the sample area configuration of Figure 6.3, areas 0.0.0.1,0.0.0.2, and 0.0.0.3
attach directly to area 0.0.0.0 via the area border routers A, B, C, and D.

The exchange of routing information between areas is essentially a Distance Vector
algorithm (see Section 2.3 for a discussion of Distance Vector algorithms). Let us use
router D in Figure 6.3 as an example. The exchange of routing information includes the
following steps.

1. The area border routers A through D advertise the addresses of their directly
connected areas by originating summary-LSAs into the backbone.

2. Router D receives all the summary-LSAs through flooding.

3. For any given destination, router D examines all summary-LSAs advertising
that destination, using the best summary-LSA to create a routing table entry for
the destination, and then readvertises the destination into its attached area
0.0.0.3 in summary-LSAs of its own.

In particular, for the destination 10.2.0.0/16, router D sees two summary-LSAs, one
from router C and one from router B, each advertising a cost of 7. Router D then selects
the summary-LSA from C as better because the total cost through C is smaller. Router D
then installs a routing table entry for 10.2.0.0/16 with a cost of 8: the cost advertised in
router C's summary-LSA plus the cost from D to C. Finally, router D originates a
summary-LSA for 10.2.0.0/16, with a cost of 8, into area 0.0.0.3 so that area 0.0.0.3's rout-
ers will know how to reach 10.2.0.0/16.

IT-EBOOKS.DIRECTORY

http://www.it-ebooks.directory/


126 Hierarchical Routing in OSPF Chapter 6

The similarities between the distribution of area routing information in OSPF and
the operation of the canonical Distance Vector algorithm, RIP, is given in Table 6.1.

Table 6.1 Distribution of Area Routing Information, Using Distance Vector Mechanisms

The use of Distance Vector mechanisms for exchanging routing information
between areas is the reason for requiring all areas to attach directly to the OSPF back-
bone. The larger the number of redundant paths in a network, the worse a Distance Vec-
tor algorithm's convergence properties (see Section 2.3). Requiring all areas to attach
directly to the backbone limits the topology for inter-area routing exchange to a simple
hub-and-spoke topology (see Figure 6.5), which eliminates redundant paths and is not
subject to Distance Vector convergence problems, such as counting to infinity. However,
requiring direct connection of all areas to the OSPF backbone does not mean requiring
physical connectivity to the backbone, as we shall see in the discussion of virtual links
later on in this section.

Figure 6.5 Inter-area routing exchange in the sample OSPF network of Figure 6.3.

The example at the beginning of this section also illustrates that the loss of informa-
tion that enables OSPF area routing to scale also can lead to the selection of less efficient
paths. If router D forwards a packet to the IP destination 10.2.1.20, it will forward the
packet to router C instead of along the shorter path through router B. This behavior is
due to the fact that router D does not even realize the existence, much less the location,

Area Routing Function

Originate surnrnary-LSAs for directly
attached areas into backbone.

Receive summary-LSAs via flooding.

Add cost in summary-LSA to distance to
summary-LSA's originator.

Choose best summary-LSA.

Originate own summary-LSAs into directly
attached areas.

Analogous RIP Function

Send directly attached nets in RIP packets.

Receive RIP packets from neighbors.

Add 1 to cost of each received route.

Choose best route advertised by neighbor.

Advertise updated routing table in RIP
packets sent to neighbors.
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of the network segment 10.2.1.0/24 and so forwards using the aggregated routing table
entry of 10.2.0.0/16 instead.

6.1.2 Virtual Links

OSPF requires that all areas attach directly to the backbone area but not that the attach-
ment be physical. Indeed, one can take any physical arrangement of areas and attach
them logically to the backbone through the use of OSPF virtual links.

For example, suppose that the organization whose network is pictured in Figure 6.3
purchases two smaller companies and adds their networks as separate OSPF areas, as
pictured in Figure 6.6. The two new areas do not attach physically to the backbone, so
two virtual links are configured through area 0.0.0.3, the first having as end points
routers D and E, the second having as end points routers D and F. Virtual links allow
summary-LSAs to be tunneled across nonbackbone areas, maintaining the desired hub-
and-spoke topology for inter-area routing exchange. In Figure 6.6, router A receives
the summary-LSA from router E, after the summary-LSA has been tunneled across
area 0.0.0.3. In order to evaluate the relative cost of the summary-LSA, router A sums
the cost of the backbone path to router D, the cost of the virtual link to router E, and the
cost advertised in router E's summary-LSA. In this fashion, the virtual link acts like a
point-to-point link that has been added to the backbone.

However, although the exchange of routing topology continues to follow a simple
hub-and-spoke topology, the forwarding of data packets does not. The OSPF routing
calculations for virtual links have a built-in shortcut calculation, allowing data packets
to avoid the backbone area when the backbone is not on the shortest path. Using Fig-
ure 6.6 again as an example, routing information from area 0.0.0.4 goes to the backbone
before being redistributed to area 0.0.0.5, but data traffic from area 0.0.0.4 to 0.0.0.5 sim-
ply traverses area 0.0.0.3, avoiding the backbone altogether.

Unfortunately many people find it difficult to decide when and where to configure
virtual links. It is possible to design algorithms so that the routers themselves can
dynamically establish virtual links; an example of such an algorithm can be found in
[267]. In the future, these algorithms may relieve network operators of the burden of
configuring virtual links.

6.2 Incorporating External Routing Information

Of course, the entire Internet is not run as a single OSPF domain. Many routing proto-
cols are in use in the Internet simultaneously: OSPF, RIP, BGP, IGRP, and IS-IS, to name a
few of the most common (see Chapter 2). On the edge of an OSPF routing domain, gen-
erally you will find routers that run one or more of these routing protocols, in addition
to OSPF. It is the job of these routers, called AS boundary routers (ASBRs), to import the
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The Internet

Figure 6.6 Virtual links incorporate new networks. External routing information is imported by the routing
domain's AS boundary routers.

routing information learned from these other routing protocols into the OSPF routing
domain. This behavior allows routers internal to the routing domain to pick the best-
exit router when routing to destinations outside the OSPF routing domain, just as sum-
mary-LSAs allow routers within an OSPF area to pick the right area exit when forward-
ing to inter-area destinations.

Information learned from other routing protocols and for destinations outside of
the OSPF routing domain is called external routing information, or external routes. External
routes are imported into the OSPF routing domain in AS-external-LSAs originated by
the AS boundary routers. Each AS-external-LSA advertises a single prefix.
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Consider, for example, the network in Figure 6.6. Routers B and G are running BGP
sessions to learn of destinations in the Internet at large. Tens of thousands of routes may
be learned in this way; to date, the default-free core of the Internet carries more than
40,000 routes. However, probably not all of these routes would be imported into the
OSPF domain. Routers B and G would import only those routes where the choice of B
or G was important; when either exit would do, default routes imported by B and G
would suffice. Still it would not be unusual for B and G to originate several thousand
AS-external-LSAs into the routing domain. In addition, router H is exchanging RIP
information with an isolated collection of RIP routers. Router H then imports each pre-
fix that it learns from the RIP routers in an AS-external-LSA.

Paths internal to the OSPF routing domain are always preferred over external
routes. External routes also can be imported into the OSPF domain at two separate lev-
els, depending on metric type. This gives a four-level routing hierarchy, as shown in
Table 6.2. Paths that stay within one level are always preferred over paths that must
traverse the next level.

Table 6.2 OSPF's Four-Level Routing Hierarchy

Level

1

2

3

4

Description

Intra-area routing

Inter-area routing

External Type 1 metrics

External Type 2 metrics

For example, in the network of Figure 6.6, router H may import its RIP routes into
OSPF as external Type 1 metrics, and routers B and G import their routing information
as external Type 2 metrics. Then the routing preferences introduced by OSPF hierarchy
in Figure 6.6 are as follows, from most preferred to least preferred: (1) routing within
any given OSPF area, (2) routing within the OSPF routing domain itself, (3) routing
within the OSPF domain and RIP cloud, taken together, and (4) routing within the Inter-
net as a whole.

Besides establishing two different routing levels, external Type 1 and Type 2 metrics
have different semantics. The use of external Type 1 metrics assumes that in the path
from OSPF router to destination, the internal component (path to the ASBR advertising
the AS-external-LSA) and external component (cost described by external Type 1 met-
ric) are of the same order. For example, if the OSPF routing domain used hop count as
its metric (namely, setting each interface cost to 1) and RIP routes were imported as
external Type 1 metrics, the combined OSPF and RIP system would operate more or less
seamlessly, selecting paths based on minimum hop count even when they cross the
OSPF-to-RIP boundary.
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In contrast, external Type 2 metrics assume that the external part of the path (cost
given by the external Type 2 metric) is always more significant than the internal cost to
the AS boundary router. This would be the case when BGP routes were imported as
external Type 2 metrics, with metric set equal to the BGP route's AS path length—no
matter what the cost to the advertising AS boundary router, the whole OSPF routing
domain is still only a single AS.

Figure 6.7 displays an AS-external-LSA. This AS-external-LSA assumes that
router B has learned the prefix 8.0.0.0/8 through BGP, with an AS path length of 12,
and that AS path length is being used as the OSPF external Type 2 metric. Note that the
format of the AS-external-LSA is very similar to the summary-LSA: The Link State ID
for both is the address prefix of the route being advertised, and both LSAs contain the
network mask and route cost in the body of the LSA.

Figure 6.7 An AS-external-LSA.

There are two fields in the AS-external-LSA of Figure 6.7 that have not been men-
tioned so far. The Forwarding Address field in this particular AS-external-LSA has
been set to 0.0.0.0 to indicate that traffic destined for 8.0.0.0/8 should be forwarded to
router B, the originator of the AS-external-LSA. However, by specifying another rout-
er's IP address in the Forwarding Address field, router B can have traffic forwarded to
another router instead. This feature is used to prevent extra hops at the edge of the

LS Age

Options LS Type

Link State ID -

— Advertising Router —

- LS Sequence Number —

LS Checksum

Length

- Network Mask -

E IOS |

Metric

- Forwarding Address —

— External Route Tag -

0

0x2, Type 5 (AS-external-LSA)

8.0.0.0

Router B's Router ID

0x80000003

36 bytes

255.0.0.0

E = 1 (Type 2 metric)

Cost of 12

0.0.0.0 (none)

0

TOS 0 (normal)
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routing domain and would be done automatically by router B when necessary. See
Section 3.5 for further information.

The External Route Tag field is not used by OSPF itself but instead is used to convey
information between the routing protocols being run at the edge of the OSPF routing
domain (BGP and RIP in Figure 6.6). For example, in the BGP-OSPF interaction speci-
fied in [252], the External Route Tag is set when importing external routes on one edge
of the routing domain, to give routers on the other side of the routing domain informa-
tion as to whether, and if so how, they should export this routing information to other
Autonomous Systems (see Section 11.6.1). The External Route Tag is also used by the
external-attributes-LSA, proposed in [73] as an alternative to IBGP (see Sections 7.6
and 13.3).

6.2.1 Interaction with Areas

How is external routing information conveyed across area borders in OSPF? One way
this could have been done in OSPF was to reoriginate the AS-external-LSAs at area
borders, just as OSPF does with summary-LSAs for inter-area routes. However, this
would have been expensive in terms of database size. When there are multiple area
border routers for a given area, multiple AS-external-LSAs would be originated for
each original AS-external-LSA: one origination per area border router. And within
the area border routers, the situation would have been even worse, with each area bor-
der router holding a slightly different version of each AS-external-LSA for each at-
tached area.

So OSPF takes a different tack, simply flooding AS-external-LSAs across area bor-
ders. For example, the AS-external-LSA in Figure 6.7 is flooded throughout all areas in
Figure 6.6; all routers in the network then hold this exact AS-external-LSA in their link-
state databases.

In particular, router H in area 0.0.0.5 has the AS-external-LSA in its link-state data-
base. However, in order to make use of this information, router H must know the loca-
tion of the originator of the AS-external-LSA—in this case, the ASBR router B. For
this reason, OSPF advertises the location of ASBRs from area to area, using Type 4
summary-LSAs (also called ASBR-summary-LSAs). The ASBR-summary-LSA that the
area border router F originates into the area 0.0.0.5 in order to advertise the location of
ASBR B is shown in Figure 6.8. The Link State ID of the ASBR-summary-LSA is the
OSPF Router ID of the ASBR whose location is being advertised. Other than that, the
format, origination, and processing of ASBR-summary-LSAs is identical to that of
summary-LSAs.

The AS-external-LSA is the only type of OSPF LSA, other than the proposed
external-attributes-LSA of Section 7.6, that is flooded throughout the entire OSPF rout-
ing domain. We say that OSPF AS-external-LSAs have AS flooding scope, whereas
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Figure 6.8 ASBR-summary originated by router F into area 0.0.0.5.

router-LSAs, network-LSAs, and summary-LSAs, which are not flooded across area
borders, have area flooding scope.

There can be thousands of external routes imported into an OSPF routing domain in
AS-external-LSAs, forming a large part of an OSPF area's link-state database. For this
reason, additional OSPF area types have been defined that restrict the amount of exter-
nal routing information within an area, thereby limiting the resources that OSPF con-
sumes in the area's routers and links, at the expense of reduced functionality. These area
types are the subject of Section 6.3.

6.3 OSPF Area Types

Normal OSPF areas have some desirable properties. Normal areas can be placed any-
where within the OSPF routing domain, although possibly requiring configuration of
virtual links. Normal areas calculate efficient, although not always optimal, inter-area
and external routes through the use of summary-LSAs, ASBR-summary-LSAs, and AS-
external-LSAs. And normal areas support ASBRs, directly importing external routing
information from other routing protocols and then distributing this information to other
areas.

However, this support requires processing and bandwidth resources that may not
be available everywhere. To have areas with smaller routers and to have low-bandwidth
links, OSPF forgoes some of these desirable properties and introduces two restricted
area types: stub areas and NSSAs.

LSAge

Options LS Type

- Link State ID -

— Advertising Router —

— LS Sequence Number —

LS Checksum

Length

— Network Mask —

TOS |

Metric

0

0x2, Type 4 (ASBR-summary-LSA)

Router B's Router ID

Router F's Router ID

0x80000002

28 bytes

0.0.0.0 (not used)

TOS 0 (normal)

Cost of 5
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6.3.1 Stub Areas

Of all OSPF area types, stub areas consume the least resources. Stub areas, part of the
original OSPF design, were designed to contain routers that had limited resources, espe-
cially when it came to router memory.

To conserve router memory, the link-state database in stub areas is kept as small as
possible. AS-external-LSAs are not flooded into stub areas; instead routing to external
destinations within stub areas is based simply on default routes originated by a stub
area's area border routers. As a result, ASBRs cannot be supported within stub areas. To
further reduce the size of the link-state database, origination of summary-LSAs into
stub areas is optional. Inter-area routing within stub areas can also follow the default
route. Without AS-external-LSAs and summary-LSAs, stub areas cannot support virtual
links either and so must lie on the edge of an OSPF routing domain.

As a result of these restrictions, not all areas can become stub areas. For example, in
Figure 6.6, only areas 0.0.0.1 and 0.0.0.4 could be configured as stub areas. The backbone
area can never be configured as a stub; areas 0.0.0.2 and 0.0.0.5 support ASBRs; and area
0.0.0.3 needs to support virtual links.

Even if you can configure an OSPF area as a stub area, you may not want to. The
lack of AS-external-LSAs (and possibly summary-LSAs) means that routing to external
(and possibly inter-area) destinations can take less efficient paths than in regular areas.
This fits in with the observation made at the end of Section 6.1.1: The trade-off for the
improved scaling properties of hierarchical routing is the possibility of suboptimal
routes. With the even better scaling properties of stub areas comes the possibility of
even more suboptimal routes.

6.3.2 NSSAs

NSSAs, or not-so-stubby areas, were defined in [47] as an extension to stub areas.
Although most of the stub area restrictions, such as preventing the flooding of AS-
external-LSAs into the area and not allowing configuration of virtual links through the
area, were deemed acceptable by the NSSA designers, they wanted the ability to im-
port a small amount of external routing information into the NSSA for later distribution
into the rest of the OSPF routing domain.

A typical example of an NSSA is area 0.0.0.5 in Figure 6.6. You want to import
routes learned from the RIP cloud into area 0.0.0.5 and then to distribute these routes
throughout the rest of the OSPF routing domain. However, area 0.0.0.5 does not need
the collection of AS-external-LSAs imported by routers B and G as a result of their BGP
sessions. Instead routing in area 0.0.0.5 to these BGP-learned destinations can be han-
dled by a single default route pointing at router F.

External routing information is imported into an NSSA by using Type-7-LSAs (LS
Type = 7). These LSAs have area flooding scope and are translated at the NSSA
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boundary into AS-external-LSAs that allow the external routing information to be
flooded to other areas. The NSSA border serves as a one-way filter for external informa-
tion, with external information flowing from NSSA to other areas, but not vice versa.
For further information on NSSAs, see Section 7.4.

Further Reading

The seminal paper on hierarchical routing is [128]. Scaling properties of hierarchical
routing are analyzed in [88]. An interesting proposal to add area routing to the original
ARPANET link-state routing algorithm, although never implemented, is presented
in [231].

The interaction between BGP and OSPF, defining what information should be
leaked between the two routing protocols and how it should be leaked, is defined in
[252]. The specification for NSSAs is provided in [47].

Exercises

6.1 Calculate routing table for routers A through D in Figure 6.3.

6.2 Calculate the routing table for router A in Figure 6.6.

6.3 In Figure 6.6, how many summary-LSAs does router E originate into area 0.0.0.4?
How many ASBR-summary-LSAs? What are their associated costs?

6.4 By combining two areas in Figure 6.6, how could one avoid the need for any
virtual links?
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OSPF Extensions

The base OSPF protocol has changed only slightly since the OSPF Version 2 specification
was first published in [176] in 1991. The OSPF version number is still 2, and today's
OSPF implementations still interoperate with those written in 1991. However, this is
not to say that nothing has changed in OSPF since 1991. There have been a number
of bug fixes and optimizations made to the specification as a result of field experi-
ence and an increasing number of independent OSPF implementations, as documented
in Chapter 3. Also, there have been a steady stream of optional extensions to OSPF,
ranging from multicast routing to protocol extensions enabling efficient use of dial-up
circuits, such as ISDN. These optional extensions—their content and the OSPF mecha-
nisms that enable their addition in a backward-compatible way—are the subject of this
chapter.

It was fortunate that there were two optional capabilities built into the OSPF Ver-
sion 2 specification at the very beginning, namely, TOS-based routing and stub area sup-
port. These capabilities caused extension mechanisms to be built into OSPF from the
start. One usually goes about extending OSPF by employing one or more of the follow-
ing methods.

• Enrich the network description as implemented by the OSPF link-state data-
base by adding either data to existing LSA types or new LSA types. For exam-
ple, the multicast routing extensions to OSPF, referred to as MOSPF, add
group-membership-LSAs (LS Type 6) to indicate the location of multicast group
members.

135
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• Add new routing calculations to accommodate more sophisticated forwarding
rules. For example, OSPF's optional TOS-based routing performs separate rout-
ing calculations for each of the five IP Type of Service values [3]. This behavior
allows routers to forward IP packets based on the packet's TOS designation, as
well as on the packet's IP destination address.

• Alter OSPF database synchronization to achieve different performance points.
For example, the Demand Circuit extensions to OSPF remove the periodic refresh
of OSPF LSAs in order to make more efficient use of dial-up link technology.

Of course, OSPF extensions must be defined in such a way that they are backwardly
compatible with existing OSPF routers. Since one cannot expect to deploy an OSPF
extension in all routers at once, one needs to ensure that a mix of new and old OSPF
routers (a) continues to forward IP data traffic successfully and (b) does not exhibit any
anomalous behavior, such as continual retransmissions of LSAs. To enable backward
compatibility, OSPF includes an 8-bit Options field in OSPF Hello packets, Database
Description packets, and OSPF LSAs. The Options field allows automatic discovery of
which routers support a given extension and what routing information the extension
can use.

The Options field is displayed in Figure 7.1. In general, one bit of the Options field
has been allocated to each OSPF extension. As a result, the OSPF Options field is almost
used up, which has led to an increase in size to 24 bits in OSPF for IPv6 (see Section 3.7).
Explanation of the current use of the Options bits can be found in Table 7.1 and else-
where in this chapter.

DC-bit EA-bit N/P-bit MC-bit E-bit T-bit

Figure 7.1 The OSPF Options field.

Mismatches in router capabilities in an OSPF routing domain, with some routers
supporting an option and others not, can trigger the following OSPF mechanisms in
order to retain backward compatibility.

• Routers may refuse to become adjacent. For example, two routers that disagree
on whether an OSPF area has been configured as a stub will refuse to become
adjacent, because otherwise routing loops might occur (see Section 7.2).

• An OSPF router will not flood an extension's new LSA type to a neighbor
unless the neighbor implements the extension. In other words, routers are
required to store and flood only those LSAs that they understand. For example,
group-membership-LSAs are sent only to those routers supporting MOSPF.

• Certain router-LSAs and other LSA types may be ignored during routing calcu-
lations. For example, in OSPF TOS-based routing, paths are calculated around
those routers that do not support TOS.
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Table 7.1 summarizes the current OSPF extensions and how they are implemented.
The remainder of this chapter discusses each extension in more detail. Detailed discus-
sion of MOSPF, the largest extension, is postponed until Chapter 10, MOSPF.

Table 7.1 Summary of OSPF Extensions

Extension

TOS-based routing

Stub areas

Demand Circuit extensions

NSSA areas

Database overflow

External-attributes-LSAs

Multicast routing extensions to
OSPF (MOSPF)

Option Bits
Used

T-bit

E-bit

DC-bit

N/P-bit

None

EA-bit

MC-bit

Additional LSA Types

Additional data in router-LSAs

None

None

Type-7-LSAs (LS Type 7)

None

External-attributes-LSA
(LS Type 8)

Group-membership-LSA
(LSType6)

Updates
Routing
Calculations?

Yes

No

No

Yes

No

No

Yes

7.1 IOS-Based Routing

IP supports five different Types of Service (TOS) for datagram delivery: normal service,
minimize monetary cost, maximize reliability, maximize throughput, and minimize
delay. An application indicates which TOS it wishes to be applied to the application's
datagrams by setting the TOS field in its datagrams' IP headers. The routers may then
route both on the datagrams' IP destination and on their TOS, forwarding datagrams
requesting normal service one way, datagrams requesting to minimize monetary cost
another way, and so on.

Consider the network in Figure 7.2. Link costs have been configured symmetrically,
with the cost of a link for normal service pictured. As a result, router 10.9.0.6 will deliver
datagrams destined for 10.9.0.4 over the path of cost 8 through 10.9.0.1. However, if the
link between 10.9.0.3 and 10.9.0.4 is a satellite link, router 10.9.0.6 may send datagrams
requesting to minimize delay over the alternative path through 10.9.0.5.

TOS-based routing has recently been omitted from the OSPF specification [178], due
to lack of deployment experience. TOS-based routing has seen limited deployment
within TCP/IP networks and for this reason, has also been omitted from the IPv6 speci-
fications (see Section 1.3). Lack of TOS-based routing has been a chicken-and-egg prob-
lem: Host vendors have not changed their applications to request TOS, because the
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Figure 7.2 Sample network implementing TOS-based routing.

routers do not forward based on TOS; the routers do not forward based on TOS, because
few applications request TOS. There are, however, a few TCP/IP hosts (such as Cray
supercomputers) that can be configured to request maximize throughput TOS for FTP
sessions, and so on. Although there are no commercially available router implementa-
tions of TOS-based routing, there have been two separate implementations of OSPF
TOS-based routing in the past, one done for the Research Internet Gateway project [105]
and the other by 3Com. In the rest of this section, we describe how TOS routing was
implemented within the original OSPFv2 specification [176].

Each link within a router-LSA (see Section 4.3) could advertise separate costs for
each TOS value; if the router-LSA failed to list a cost for a TOS value, the cost defaulted
to that specified for normal service, which was always present. An OSPF router imple-
menting TOS-based routing then ran separate routing calculations for each TOS, each
time using the costs specified for the given TOS. In Figure 7.2, the costs pictured are
for the TOS value of normal service. In order to get router 10.9.0.6 to forward traffic
requesting minimize-delay service toward 10.9.0.5, router 10.9.0.3 simply advertised
the cost of its attached satellite link as greater than 10 for the TOS value of minimize
delay.
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Backward-Compatibility Provisions

The preceding discussion assumed that all routers within the routing domain were
capable of routing based on TOS. However, it is more likely that certain routers would
support TOS and that others would not.

OSPF allowed a mix of TOS capability within a routing domain through the use of
the T-bit in the Options field of router-LSAs, summary-LSAs, and AS-external-LSAs. By
setting the T-bit in its router-LSA, a router indicated that it was performing TOS-based
routing. Summary-LSAs and AS-external-LSAs with the T-bit set indicated that they
were describing TOS-capable paths all the way to their advertised destinations. An
OSPF router performing TOS-based routing then performed its routing calculations, for
all TOS other than normal service, on the subset of the link-state database having the
T-bit set.

As a result of these procedures, an OSPF router supporting TOS may have had a
normal service path to a destination but not paths for other TOS values. In this case,
when a router forwarded datagrams that requested other than normal service to the
destination, the normal-service path was used anyway. In this way, the datagram was
forwarded on the best-effort path until a path for the specific TOS value was encoun-
tered, and then the datagram used the path for the specific TOS the rest of the way to the
destination, resulting in loop-free routing.

For example, suppose in Figure 7.2 that routers 10.9.0.1,10.9.0.3,10.9.0.4, and
10.9.0.5 supported TOS routing, yet the others did not. In that case, a datagram with
destination 10.9.0.4 and requesting to minimize delay would be forwarded by router
10.9.0.1 along the normal-service path through 10.9.0.2 to 10.9.0.3, whereupon it would
take the shortest minimize-delay path through 10.9.0.5 on its way to 10.9.0.4.

7.2 Stub Areas

Stub areas arose from the desire to deploy routers having limited memory and process-
ing resources, even within a large OSPF routing domain. To support such limited rout-
ers, an OSPF routing domain is split into areas, and the resource-limited routers are
assigned to special areas, called stub areas, at the edge of the OSPF routing domain.
AS-external-LSAs are not flooded into stub areas, relying instead on default routing in
the stub areas to forward traffic addressed to external destinations. The default route
also can be used for inter-area destinations, removing the need for summary-LSAs
within stub areas.

Removing AS-external-LSAs and summary-LSAs can significantly reduce the link-
state database size, and hence the memory and processor consumption, of routers
within a stub area. To give a numerical example, suppose that, on average, router-LSAs
consume 192 bytes of router memory and that AS-external-LSAs consume another 64
bytes. In an OSPF router domain consisting of 200 routers and 10,000 AS-external-LSAs,
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the link-state database would consume approximately 678K of router memory. How-
ever, if in this same routing domain, a particular router was isolated within a stub area
of 10 routers, the router's link-state database would be a meager 2K in size.

Stub areas are a part of the base OSPF specification [177]. For further information on
stub areas, see Section 6.3.1.

Backward-Compatibility Provisions

It is important for all routers within a stub area to agree that the area is a stub area. If
certain routers treated the area as a stub area and others did not, two problems might
ensue. First, there might be continual retransmissions of LSAs, with those routers
believing that the area was not a stub trying unsuccessfully to flood AS-external-
LSAs to those routers believing that the area was a stub. Worse yet, disagreements
on a stub- area status might cause routing loops, with some routers in the area using
AS-external-LSAs in their routing calculations and others simply using default routes.

To prevent these problems, OSPF mechanisms ensure that all routers agree on
whether the area is a stub. When an OSPF router's interface connects to a stub area, the
router sends Helios out onto the associated network segment, with the E-bit clear in the
Hello packets' Options field. Other OSPF routers receiving the Hello will accept it for
further processing only if they too agree that the associated segment belongs to a stub
area. This means that two routers disagreeing on stub-area status will never achieve
bidirectional communication, and so will never start database synchronization (thereby
avoiding potential flooding problems), and will not become fully adjacent (thereby
avoiding using each other for forwarding).

7.3 Demand Circuit Extensions

The OSPF Demand Circuit extensions are specified in [169]. Demand circuits are point-
to-point or Point-to-MultiPoint links (see Chapter 5) that incur usage-based costs. An
example is an ISDN basic-rate service, whereby you might pay for your connect time
and also pay a per packet or per bit rate for the data you transmit or receive. Other
examples include standard dial-up links and router-to-router links implemented
through X.25, Frame Relay, or ATM switched virtual circuits (SVCs). In all these circum-
stances, to save money, you want to send the bare minimum of routing protocol traffic
over the demand circuit, ideally establishing the underlying data-link connection only
when there is user-data traffic to transmit. These are the goals of OSPF's Demand
Circuit extensions.

OSPF routing protocol traffic is of two types. First, there are the periodic Hello pack-
ets that are sent over each link for neighbor discovery and maintenance (see Section 4.6).
Second, there is the OSPF protocol traffic to achieve and maintain link-state database
synchronization between routers. The Demand Circuit extensions remove the periodic
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nature of both traffic types. These extensions reduce the amount of OSPF routing traffic,
removing all OSPF protocol traffic from a demand circuit when the routing domain is in
a steady state (in other words, in the absence of link and router failures).

Over a demand circuit, OSPF Helios are sent only until initial link-state database
synchronization is achieved. Then Helios are suppressed, depending completely on the
data-link protocol to indicate link failures. For example, when the demand circuit is
implemented as an X.25 SVC, the router will receive an X.25 Clear message with an
appropriate diagnostic code when the link is no longer usable.

To remove the periodic nature of OSPF database synchronization, simple refreshes
of LSAs are not flooded over demand circuits. When a router receives a new LSA
instance, the router compares the contents of the new LSA instance to the current LSA
copy in the router's database. If the contents have not changed, the new LSA is not
flooded over the router's attached demand circuits. Therefore the last copy of the LSA to
be flooded over the demand circuit reflected some change in the OSPF routing domain.
To prevent the routers on the other side of the demand circuit from aging out this LSA,
the router indicates that the LSA should not be aged, by setting the LSA's DoNotAge bit
when flooding the LSA over the demand circuit.

As an example of the Demand Circuit extensions, suppose that in Figure 7.2, the
link between routers 10.9.0.6 and 10.9.0.7 is a demand circuit, implemented as a dial-up
link. When router 10.9.0.7 is first booted, the dial-up connection to 10.9.0.6 is estab-
lished, Helios are exchanged, and then link-state database synchronization is performed
between 10.9.0.6 and 10.9.0.7. During database synchronization, each LSA flooded by
10.9.0.6 to 10.9.0.7 (and vice versa) has the DoNotAge bit set, so they will not have to be
refreshed. Then, after some period of time without network changes and/or user-data
traffic, the dial-up connection between 10.9.0.6 and 10.9.0.7 is torn down, to be reestab-
lished when necessary: A refresh of 10.9.0.2's router-LSA would not cause a new dial-up
connection, but if the link between 10.9.0.2 and 10.9.0.3 fails, the dial-up connection
would be reestablished in order to flood updated router-LSAs from 10.9.0.2 and 10.9.0.3.

The OSPF Demand Circuit extensions can be used to good effect even when
demand circuits are not in use. On low-bandwidth broadcast links and permanent
point-to-point links, such as packet radio, the Demand Circuit extensions can reduce
routing protocol traffic, making more of the link bandwidth available for user-data traf-
fic. The Demand Circuit extensions typically avoid LSA refreshes over links labeled as
demand circuits, but in OSPF networks with large databases, LSAs can even be origi-
nated with the DoNotAge bit set in order to avoid LSA refreshes on all links.

The DoNotAge Bit

The DoNotAge bit is defined as the most significant bit of the LS Age field. LSAs having
the DoNotAge bit set are not aged as they are held in an OSPF router's link-state
database. This means that these LSAs do not have to be refreshed every 30 minutes.
However, stale LSAs with the DoNotAge bit set are still eventually removed from the
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link-state database. The rule is that these LSAs can be removed from the database
when both (a) they have been in the database for at least an hour and (b) the LSAs'
originator has also been unreachable for at least that period of time. The time constant
of 1 hour was chosen to prevent temporary unreachability conditions from causing
LSA thrashing—the flushing of LSAs only to see them immediately originated again.

In all other link-state database operations—comparing two instances of the same
LSA, deciding whether an LSA is to be updated or deleted, and so on—an LSA with an
age of DoNotAge + x is treated identically to an LSA with an age of x. In particular, to
protect against flooding loops, the LS Age of a DoNotAge LSA is incremented at each
flooding hop. Should the LSA's LS Age reach DoNotAge + Max Age, the LSA is
removed from the routing domain.

Caveats

Since the Demand Circuit extensions remove all OSPF protocol traffic when the routing
domain is in a steady state, the data-link connection underlying the demand circuit can
be closed when not being used for user-data traffic. This behavior saves money but can
delay notification of link failures: If the underlying data-link connection is closed due to
lack of traffic, the inability to establish a new data-link connection (in other words, a link
failure) will not be noticed until there is new user-data traffic to send. As a result, longer
rerouting times may occur.

Also, the Demand Circuit extensions remove some of OSPF's robustness. The
removal of periodic Helios means that the method of last resort to detect neighbor fail-
ures is no longer available. Further, the removal of LSA refreshes over demand circuits
means that the automatic correction for link-state database corruption does not take
place across demand circuits.

When there is a real change in an OSPF routing domain, for example, when a link
becomes inoperational or a new piece of external routing information is imported,
updated LSAs are flooded over demand circuits. In a large routing domain, these
changes may be frequent enough to keep a demand circuit's underlying data-link con-
nection continuously open. One way to isolate a demand circuit from these changes is to
assign the demand circuit to an OSPF stub area or NSSA (see Section 6.3).

Backward-Compatibility Provisions

In order to suppress Helios on demand circuits, an OSPF router must establish that the
OSPF router on the other end of the link also is going to treat the link as a demand cir-
cuit. Otherwise, suppressing Helios will just cause the neighbor to declare the link inop-
erational. Therefore a link's demand-circuit status is negotiated. A router wanting to
treat a link as a demand circuit sends its first Hello on the link with the DC-bit set in the
Hello's Options field (see Figure 7.1). If the router on the other end of the link is able and
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willing to treat the link as a demand circuit, it responds with a Hello also having the
DC-bit set.

Use of the DoNotAge bit also must be negotiated, although this negotiation is
networkwide instead of just between the end points of a demand circuit. All routers in
an OSPF routing domain must be capable of understanding the DoNotAge bit before
any one router starts setting the DoNotAge bit in LSAs. The reason is that the reaction of
an unmodified OSPF router to the DoNotAge bit is unpredictable; at best, an unmodi-
fied router will treat an LSA with DoNotAge set as a MaxAge LSA, causing the unmod-
ified router to ignore the LSA.

A router indicates that it is capable of understanding the DoNotAge bit by setting
the DC-bit in the Options field of the LSAs that the router itself originates. Routers can
then set the DoNotAge field in LSAs if, and only if, all LSAs in the link-state database
have the DC-bit set.

The presence of routers that do not understand DoNotAge must be indicated across
area boundaries, to prevent the flooding of AS-external-LSAs with DoNotAge set. This
is accomplished by area border routers. Noticing routers incapable of DoNotAge pro-
cessing in one area, an area border router floods a dummy ASBR-summary-LSA (see
Section 6.2.1, and Section 2.5.1 of [169]) with DC-bit clear into its other attached areas.

7.4 NSSA Areas

Defined in [47], not-so-stubby areas (NSSAs) are an extension of OSPF stub areas. Like
stub areas, NSSAs enable routers with limited resources to participate in OSPF routing.
Like stub areas, NSSAs limit resource consumption by preventing the flooding of AS-
external-LSAs into NSSAs, relying instead on default routing to external destinations.
As a result, both stub areas and NSSAs must be placed at the edge of an OSPF routing
domain.

However, NSSAs are more flexible than stub areas. An NSSA can import a selected
number of external routes into the OSPF routing domain, enabling the NSSA to provide
transit service to small stub routing domains that themselves are not part of the OSPF
routing domain. For example, in Figure 6.6, area 0.0.0.5 can be configured as an NSSA,
protecting its internal routers from all the AS-external-LSAs imported by the OSPF
routing domain's BGP routers (routers B and G), but allowing attachment of the isolated
RIP cloud.

External routing information is imported into an NSSA in Type-7-LSAs. Type-7-
LSAs are identical in format to AS-external-LSAs. However, unlike AS-external-LSAs,
Type-7-LSAs have only area flooding scope. In order to further distribute the NSSA's
external routing information, Type-7-LSAs are selectively translated into AS-external-
LSAs at the NSSA border.

Translation is performed by the area border router with the highest OSPF router ID.
Aggregation is also possible at translation time through the configuration of address
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ranges within the area border router. The N/P-bit in a Type-7-LSA's Options field indi-
cates whether the Type-7-LSA should be translated: Only those LSAs with the N/P-bit
(where the P in this case stands for propagate) are translated. There are several reasons
why you might not want a Type-7-LSA translated.

• For policy reasons. The Type-7-LSA may describe a private external route that
should be used only by the routers within the NSSA area.

• For protocol reasons. Default routing within an NSSA, which is necessary because
the NSSA does not receive the OSPF domain's AS-external-LSAs, is imple-
mented by the NSSA's area border routers originating Type-7-LSAs advertising
the default route. These Type-7-LSAs must not be translated into a default for
the entire OSPF routing domain.

• When an area border router is also an AS boundary router. In this case, proper AS-
external-LSAs exist without having to translate Type-7-LSAs.

Going back to the example in Figure 6.6, suppose that router H learns a route to
192.9.1.0/24 via RIP with a cost of 3. Router H may then import into area 0.0.0.5 the
Type-7-LSA pictured in Figure 7.3, which would then be translated into an AS-external-
LSA by router F for distribution to other OSPF areas.

Figure 7.3 An example Type-7-LSA.

LSAge

Options LS Type

Link State ID -

- Advertising Router —

- LS Sequence Number —

LS Checksum

Length

- Network Mask —

E TOS |

Metric

— Forwarding Address —

- External Route Tag —

0

N/P-bit (Type-7-LSA)

192.9.1.0

Router H's Router ID

0x80000001

36 bytes

255.255.255.0

E = 0 (Type 1 metric), TOS 0 (normal)

Cost of 3

0.0.0.0 (none)

0
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Backward-Compatibility Provisions

Just as for stub areas, all routers in an NSSA area must agree that the area is an NSSA, to
prevent continual retransmissions of LSAs or, even worse, routing loops. This agree-
ment is ensured in a similar fashion to that for stub areas. A router will set the N/P-bit
in the Options field of Hello packets that it transmits out its interfaces connecting to
NSSA areas. On these interfaces, the router will not accept Hello packets unless their
N/P-bit is also set. In this way, two OSPF routers that disagree on whether an area is an
NSSA will never attempt database synchronization; nor will they use each other in
routing calculations.

7.5 Database Overflow Support

The OSPF Database Overflow extensions are designed to deal with resource shortages
in OSPF routers. When such shortages are known ahead of time, the routers with lim-
ited resources may be consigned to OSPF stub areas or NSSAs. It is the job of OSPF's
database-overflow support to deal with unexpected shortages.

The Database Overflow extensions work by limiting the size of the link-state data-
base. Only the number of nondefault AS-external-LSAs is restricted. The decision to
limit only these LSA types was based on the following considerations.

• Nondefault AS-external-LSAs often comprise the lion's share of the link-state
database, as discussed in [173].

• The number of these LSAs that will be present day to day is most unpredictable.
The Internet is always growing, causing more external routes to be imported
in each OSPF domain. Also, a configuration error in an AS boundary router
importing BGP-learned routes easily can lead to thousands of extra external
routes being imported by mistake.

• These LSAs are, in some sense, optional. If removed from the link-state data-
base, routing within the OSPF routing domain will continue to function. In par-
ticular, the OSPF routers still should be manageable; thus if the reason for the
database overflow was a configuration error, the error can be corrected. In addi-
tion, without these LSAs, any default routing in the AS will continue to work,
ideally meaning that the majority of external destinations will still be reachable.

To enforce this limit, the maximum allowed number of nondefault AS-external-
LSAs, ospf ExtLsdbLimit, is configured in each router. The ospf ExtLsdbLimit
must be set identically in each router; its value can be calculated as a function of
the smallest router's memory size. At no time will any OSPF router accept more
than ospf ExtLsdbLimit nondefault AS-external-LSAs; excess LSAs are silently dis-
carded without being acknowledged. In addition, when a router reaches its limit of
ospf ExtLsdbLimit LSAs, it goes into database-overflow state, In database-overflow state,
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a router deletes its self-originated nondefault AS-external-LSAs from the routing
domain and refuses to originate any more.

When the number of nondefault AS-external-LSAs exceeds ospf ExtLsdbLimit,
some number of Link State Update retransmissions will occur. However, since all
routers agree on the value of ospf ExtLsdbLimit, it is guaranteed that within a
short period of time, enough routers will enter database-overflow state and flush
their self-originated LSAs that the database will converge to a state having less than
ospf ExtLsdbLimit nondefault AS-external-LSAs. Convergence on a common link-state
database is crucial, as this is the only guarantee that loop-free routing will continue.

Although ospfExtLsdbLimit should be set the same in each router, there is no pro-
tocol mechanism guaranteeing an equal setting. Instead ospfExtLsdbLimit is set in
each router via SNMP (see Section 11.1).

The database-overflow condition may be transitory. To return the routing domain to
complete operation without human intervention, a timer may be configured in each
router so that it automatically transitions out of database-overflow state after some
period of time, reoriginating its nondefault AS-external-LSAs in the process. This timer
need not be the same length in all routers. Indeed, you may want to configure a shorter
timer in the routers that originate the more critical AS-external-LSAs.

The database-overflow support limits only AS-external-LSAs. Similar techniques
can be applied to control the number of other LSA types, such as summary-LSAs and
group-membership-LSAs.

Backward-Compatibility Provisions

The OSPF database-overflow support has no explicit support for backward compatibil-
ity with unmodified OSPF routers. In the same routing domain, you can mix routers
supporting the Database Overflow extensions with unmodified routers, just as you can
mix routers having ospfExtLsdbLimit set to differing values. In these cases, however,
the only routers guaranteed to detect the database-overflow condition are those having
the smallest ospfExtLsdbLimit value. Unless this subset of routers can bring the link-
state database size under their ospfExtLsdbLimit by themselves, the routers in the
OSPF domain may fail to synchronize on a common link-state database. This failure, in
turn, can lead to continual retransmissions of Link State Updates and to routing loops
when sending to external destinations.

7.6 The External-Attributes-LSA

The Internet is split up into Autonomous Systems (ASs). Routers within an AS run an
Interior Gateway Protocol (IGP) in order to forward traffic within the AS. Examples of
IGPs include OSPF and RIP. Routers at the edge of an AS exchange routing information
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with other ASs using an Exterior Gateway Protocol (EGP). The Border Gateway Proto-
col (BGP; see Section 13.3) is the EGP used in the Internet.

When an AS is providing transit service for other ASs, routers on one side of
the AS must transmit the BGP information across the AS where other routers will in
turn readvertise the information to their BGP peers. The original mechanism to propa-
gate BGP information across an AS was called Internal BGP, or IBGP. In IBGP, each BGP
router on the edge of a given AS must form an IGBP peering session with every other
BGP router in the AS. The problem with this scheme is that the number of IBGP ses-
sions rapidly becomes intractable, growing as n , where n is the number of BGP rout-
ers in the AS.

Methods for distributing BGP information across an AS have been proposed that
provide better scaling than IBGP: BGP confederations [248], BGP route reflectors [17],
and BGP route servers [94]. The first two methods have seen significant deployment in
the Internet.

When an AS runs OSPF as its routing protocol, the external-attributes-LSA (LS
Type 8) provides another alternative to IBGP. The BGP information that needs to be
communicated consists of a set of BGP attributes for each BGP destination, the fore-
most attribute being the path of ASs (the so-called AS path), which must be traversed to
reach the destination. The AS path is necessary to provide loop detection within the
BGP protocol and also is used to implement BGP routing policies (see Section 13.3).

In order to use the external-attributes-LSA to replace IBGP, each BGP router at
the edge of the OSPF Autonomous System imports its BGP-learned destinations in
AS-external-LSAs. Each AS-external-LSA has a 4-byte tag field that can be used to carry
extra information about the external route (see Figure 6.7). If the BGP attributes for the
destination can be squeezed into these 4 bytes, an external-attributes-LSA is unneces-
sary; for example, this is the case when the destination belongs to a neighboring AS (see
Section 11.6.1 and [252]). However, if the destination's AS path is longer, a separate
external-attributes-LSA is originated with contents equal to the destination's BGP
attributes. Then, in order to associate the destination's AS-external-LSA with the correct
BGP attributes, the Tag field in the AS-external-LSA is set equal to the Link State ID of
the appropriate external-attributes-LSA.

Advertising the BGP attributes separately from the destinations saves space in the
link-state database when multiple destinations have the same BGP attributes. This is
commonly the case. To date, an example default-free router had 40,000 BGP routes but
only 13,000 associated BGP attributes.

As an example, suppose that in Figure 6.6, the OSPF Autonomous System is
assigned AS 33 and provides transit service for several other ASs. Suppose further that
router B has a BGP session with a router in AS 171 and that router G has a BGP session
with a router in AS 265. When router B installs in its routing table a BGP route to
132.166.0.0/16 with an AS path of [AS 171, AS 68, AS 373], router B passes this informa-
tion along to G by originating an external-attributes-LSA and an AS-external-LSA. The
external-attributes-LSA, having a Link State ID of OxfOOOOOOa, is pictured in Figure 7.4.
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The AS-external-LSA would advertise 132.166.0.0/16, inserting OxfOOOOOOa in the
AS-external-LSA's Tag field. If on receipt of these two LSAs, router G installs the route
into its routing table, G would in turn advertise 132.166.0.0/16 to its BGP peer in AS 265,
with a new AS path of [AS 33, AS 171, AS 68, AS 373]. The Format ID field in the body of
the external-attributes-LSA enables the external-attributes-LSA to transmit data for pro-
tocols other than BGP.

Figure 7.4 The external-attributes-LSA.

Use of the external-attributes-LSA has a clear advantage over IBGP, analogous to
the advantage of multicast over multiple unicasts. When a router uses the external-
attributes-LSA to advertise its BGP information to other routers in its AS, the router is
guaranteed that each advertised BGP route will traverse each network segment at most
once; this is a generic property of OSPF flooding (see Section 4.7.2). In contrast, when
using IBGP, the same BGP information may be sent over a network segment many
times, as multiple IBGP peering sessions each may traverse the network segment. The
external-attributes-LSA also has an advantage over other IBGP scaling methods, such as
route reflectors and BGP communities, in that the external-attributes-LSA requires no
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additional configuration. The one potential downside of the external-attributes-LSA is
that it requires routers on the interior of the AS (although not all routers) to store BGP
information in the form of external-attribute-LSAs, when before they did not have to.

Although the external-attributes-LSA is an attractive alternative to IBGP, it has
never been implemented or deployed. This is probably due to the reluctance of network
operators to import all of their BGP-learned routes (to date, more than 40,000 in the
default-free networks) into their IGP.

Backward-Compatibility Provisions

As with all optional LSA types, the external-attributes-LSA is flooded only between
those routers that understand the LSA. A router conveys its understanding to its neigh-
bors by setting the EA-bit in the Database Description packets that the router sends dur-
ing initial database synchronization (see Section 4.7.1).

Restricting external-attributes-LSAs to modified routers is both a feature and a
bug. On the positive side, it relieves unmodified routers from the burden of stor-
ing the external-attributes-LSAs. On the negative side, however, it can prevent the
external-attributes-LSA from replacing IBGP functionality. If two BGP routers are not
interconnected by routers supporting the external-attributes-LSA, the two routers will
still be aware of the BGP routes each is trying to exchange with the other through exam-
ination of AS-external-LSAs. But they will not be able to associate BGP path attributes
with the routes, since they will not receive each other's external-attributes-LSAs. Worse
yet, if two BGP routers were, but are no longer, interconnected by routers capable of
flooding external-attributes-LSAs, the two BGP routers may end up associating incor-
rect BGP path attributes with the BGP routes. This latter problem is due to the fact that
the external-attributes-LSAs that each router holds may in that case be out of date.

Considering these problems, it may have been better if all routers were capable of
flooding external-attributes-LSAs. For this reason, the OSPF for IPv6 specification intro-
duced a category of LSA types that are stored and flooded even by routers that do not
understand the LSA type (see [46]).

Further Reading

OSPF hierarchical routing, including a discussion of OSPF stub areas and NSSAs, is cov-
ered in Chapter 6. The NSSA protocol specification is given in [47].

For a more detailed explanation of Type of Service routing, see the discussions on IP
forwarding rules in the IP router-requirements document [12].

The OSPF Demand Circuit extensions are defined in [169]. These extensions have
also been defined for RIP. Defined in [159] and [160], the RIP extensions provide similar
functionality to the OSPF Demand Circuit extensions. However, the mechanisms to pro-
vide such functionality in a Distance Vector algorithm, such as RIP, are quite different.
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For further information on BGP, see Section 13.3 and the BGP specification [208].
BGP extensions addressing ways to more efficiently propagate BGP routing information
across an AS are described in [17], [94], and [248].

Exercises

7.1 Consider the area configuration in Figure 6.6. Assume that router B imports 1,000
external routes into OSPF as AS-external-LSAs and that router G imports another
1,000. Assume that area 0.0.0.4 is an OSPF stub area and that area 0.0.0.5 is an
NSSA, with router H originating 100 Type-7-LSAs. What is the size of the link-
state database in area 0.0.0.1? In area 0.0.0.4? In area 0.0.0.5?

7.2 Consider the network in Figure 7.2. Suppose that the link between routers 10.9.0.1
and 10.9.0.2 incurs a high per packet charge. For that reason, for traffic between
10.9.0.6 and 10.9.0.4, you want packets that request to minimize monetary cost (IP
IOS 16) to avoid that link. What is the smallest IOS 16 cost that can be configured
for the link in order to achieve this goal?

7.3 Section 7.3 gave an example of X.25 networks indicating link failures through cer-
tain diagnostic codes in Call Clear indications. Give other examples of data-link
protocols that can indicate link failures. Which common data links do not provide
link-failure notifications?

7.4 Assume the following configuration in Figure 7.2. Only routers 10.9.0.6 and
10.9.0.2 implement the OSPF Database Overflow extensions, with both setting
their ospf ExtLsdbLimit to 5,000. Suppose that each of the eight routers in the AS
originates 1,000 AS-external-LSAs. Does the link-state database reach a synchro-
nized state in this case? How about if ospf ExtLsdbLimit is set to 6,500 in both
10.9.0.6 and 10.9.0.2?

7.5 Assume that the external-attributes-LSA is used to replace IBGP in an AS in which
40,000 BGP routes must be exchanged between BGP routers, with 14,000 distinct
AS paths, of average length 6 ASs. What would the size of link-state database be in
bytes, assuming no overlap of destinations and/or AS paths advertised by the
BGP routers? Is the latter a reasonable assumption?
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An OSPF FAQ

In this chapter, we answer some frequently asked questions (FAQs) about the OSPF
protocol. Many of these questions have been raised on the OSPF Working Group's mail-
ing list. The questions that follow are roughly organized from general to specific.

Q: Where can I get OSPF software?

A: The original freely available OSPF implementation was written by Rob Coltun
when he was at the University of Maryland (UMD). That implementation was written
in C for UNIX systems and for a long time was available via anonymous FTP over the
Internet.

Although no longer available in its original form, the UMD OSPF implementation
has since been incorporated into the GATED program. GATED was originally devel-
oped at Cornell University and is now maintained and enhanced by Merit Network Inc.,
a nonprofit corporation located in Ann Arbor, Michigan. GATED, a routing daemon for
UNIX platforms, can be used as a replacement for the standard UNIX routed routing
daemon. In addition to routed's RIP support, GATED also supports OSPF and BGP.
GATED is also commonly used as a development platform for routing protocol soft-
ware, so you can often find modified GATEDs supporting other protocols: DVMRP, PIM
Sparse, IS-IS, and so on.

Although freely available for individual use, you must execute a GATED redistribu-
tion license when incorporating GATED software into commercial products. Software
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support for GATED is available through joining the Merit GATED Consortium. For
more information on GATED, consult http://www.gated.org.

In addition to being incorporated into GATED, the UMD implementation has also
been ported into many commercial routers. As such, it is by far the most common OSPF
implementation in use today.

Besides the UMD OSPF implementation, the only other freely available OSPF
implementation is the one contained in the companion book to this book (OSPF
Complete Implementation), which is covered by the GNU General Public License.

Q: How can I participate in discussions about OSPF?

A: Discussions about the OSPF protocol, including possible bugs and enhancements,
are carried on the OSPF Working Group's mailing list: ospf©gated.Cornell .edu. To
join the mailing list, send a subscription request to ospf-request@gated. Cornell. edu.
There are also sometimes interesting OSPF discussions on the various GATED mailing
lists (see http://www.gated.org).

The OSPF Working Group is one of the Internet Engineering Task Force's (IETF)
many Working Groups. The IETF is the protocol engineering and development arm
of the Internet. Anyone is free to participate in the IETF through any of the many
IETF mailing lists. The IETF also holds three face-to-face meetings a year. Most IETF
Working Groups produce documents called Internet Drafts, some of which will even-
tually be published as RFCs. For information on IETF Working Groups, how to join
IETF mailing lists, how to receive or submit Internet Drafts, and so on, consult
http: //www. ietf.org. For a general description on how the IETF works, see [108].

Q:' What units is the OSPF link-state metric measured in?

A: OSPF does not specify how costs are assigned to links. Assignment of link costs is
left up to individual network administrators. Within one OSPF routing domain, link
cost may be set to the link's fixed delays (propagation), whereas another routing
domain may use the monetary cost of transmission over the link, and so on. As far as
OSPF is concerned, links costs are just numbers subject to the following restrictions.

• The cost of any link must lie in the range 1 to 65,535 inclusive. In other words,
link cost is a positive 16-bit integer.

• The cost of a path is the sum of the cost of the path's constituent links. Paths
with smaller cost are shorter and preferred over paths with larger cost. As a
result, links with smaller cost are more likely to carry data traffic.

• When virtual links are used, the cost of paths within a transit area should be
kept less than or equal to 65,535. If path cost in a transit area exceeds this value,
virtual links may not become operational.
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As an example, when all links are assigned a cost of 1, OSPF routing will always
choose minimum-hop paths. The default value for link cost in the OSPF MIB [12] indi-
cates link-transmission speed. For more information on metric-setting strategies, see
Chapter 11, OSPF Management.

Q: Does OSPF routing respond to network load?

A: No, OSPF metrics are static. OSPF dynamically routes around link failures, but it
does not route around network congestion. Changing paths in response to network load
is difficult to do well in a distributed routing protocol: Routing has a tendency to thrash,
with all routers choosing the shortest path initially, then moving en masse to a lightly
loaded secondary path, and then back again.

The only link-state routing protocol to react to network load was the BBN
ARPANET routing algorithm [147], which used a link-state metric that varied with
the length of the link's output queue. The ARPANET experienced route thrashing, but
BBN fixed the problem by limiting the dynamic metric range to reduce the response
to congestion. The effect of limiting the metric is shown in [127], which contains a great
figure that shows graphically that within a limited range, metric changes encourage an
equilibrium but that large metric changes cause wild oscillations in routes.

Having routing respond to network load is easier in virtual-circuit networks than in
datagram networks like the Internet. The reason is that virtual-circuit networks natu-
rally limit the response to congestion: Changes in metric due to congestion levels typi-
cally affect only new circuits, leaving existing circuits on their old paths (see [20]). For
this reason, you do see link-state algorithms in virtual-circuit networks that route cir-
cuits based in part on network load conditions.

Q: Why is the representation of point-to-point links in OSPF so strange?

A: The representation of point-to-point links in OSPF is a little strange. But before
explaining why it is so strange, we should describe how point-to-point links are repre-
sented. Figure 8.1 shows three routers connected by point-to-point links. Each router
has assigned an IP address to each of its point-to-point interfaces. These addresses are
totally unrelated; the addresses assigned to either end of a point-to-point link need not
fall into a common subnet. Each router has also independently assigned a cost to each
point-to-point interface. In the resulting router-LSAs, which also are pictured in Fig-
ure 8.1, each router advertises a point-to-point connection to the other and a stub link
to the other router's IP address.

Advertising the neighboring router's IP address instead of the router's own address
is what people find so strange. To make this even more confusing, after the router
runs its OSPF routing calculation, it finds that the resulting routing table says to for-
ward packets for its own address out the point-to-point interface to the neighboring
router! Although it was always assumed that a router would not forward a datagram
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Figure 8.1 Point-to-point representation in OSPF.

addressed to one of its own addresses, this property does make routing table dumps
look a little weird.

So what are the reasons behind this strange representation? First, the noncontrover-
sial part: Advertising the interface addresses separately instead of advertising a single
route for the point-to-point link, as is done in the RIP, frees the network administrator
from assigning separate subnets to each point-to-point link. This allows better conserva-
tion of the ever scarcer IP address space.

But why advertise the neighbor's IP address instead of your own? The following
obscure reasons explain why.

• The neighbor's address is advertised even before an OSPF neighbor relation-
ship is formed. This allows network booting over the point-to-point link.
Assume in Figure 8.1 that router B is trying to boot a software image that is
located on a server somewhere else in the network. The network boot loader
running in router B is probably a small program without an OSPF application.
However, having router A advertise B's address allows router B's address to be
routable anyway.

• Advertising the neighbor's address has a tendency to bias routing in a way that
is useful for diagnostic purposes. You'd like to use ping to determine whether
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an interface is operational. So when pinging an interface address, it would be
useful if the ping were routed into the addressed interface. This is more likely,
although not guaranteed, when advertising the neighbor's IP address. For
example, in Figure 8.1, when router B sends a ping to router A's address
10.20.9.6, it is in fact routed through router C and then into the correct interface.
(Of course, to some people, this just looks like suboptimal routing!)

The representation of point-to-point links in OSPF is confusing enough that an
option was added to represent the links in a fashion identical to that used by RIP:
Assign a subnet to the point-to-point link and have the router at each end of the link
advertise a stub link to the subnet. In OSPF for IPv6 (see Section 3.7), in which backward
compatibility with the installed base of OSPF routers is not an issue, each end point of
the link advertises its own address instead of its neighbor's address.

Q: Must both sides of a point-to-point link agree whether the link is numbered or unnumbered?

A: Yes. To see the problems that such a disagreement causes, let us look at an example.
Suppose that in Figure 8.1 router B thinks that its link to router A is unnumbered but
that all other interface addresses are as pictured. In this case, router B, thinking that no
addresses had been assigned to the link, would fail to advertise A's interface address,
10.19.1.1. As a result, that address would become unreachable.

Q: Why is OSPF so difficult to configure?

A: It isn't, or at least it shouldn't be. A router's OSPF implementation should not be
any more difficult to configure than its RIP implementation. OSPF does have a large
number of tunable parameters that can make configuration seem complicated. How-
ever, most of these parameters should be set to default values in an OSPF implemen-
tation.

The complete set of OSPF configurable parameters can be found in the OSPF MIB
[12]. The MIB is organized into 12 groups (a thirteenth group, ospfAreaRangeTable, is
obsolete and is included only for backward compatibility), containing 99 variables in all.
However, more than half (61) of these variables are read-only, used for statistics collec-
tion, reporting the contents of the link-state database, and so on. The remaining vari-
ables are used to configure not only the base OSPF protocol but also OSPF extensions,
such as MOSPF, NSSA areas, and the Demand Circuit extensions (see Chapter 7).

To get OSPF running on a router, all you really need to do is configure the IP
addresses of the router's OSPF interfaces (variable ospf if ipAddress). The other vari-
able that is frequently set is the cost of an OSPF interface (ospf ifMetricValue).

OSPF has a number of configurable per interface timers, whose values should
almost always remain at their default settings. The default settings are listed in
the OSPF MIB. If running OSPF over satellite links or very low-speed links (for
example, 1200-baud modems), you may need to change the values of the timers
ospfIfTransitDelay, ospfIfRetranslnterval, ospfifHelloInterval,and
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ospf If RtrDeadinterval. Running OSPF over nonbroadcast networks, such as Frame
Relay and ATM, may also require some configuration, especially when using NBMA
mode (see Chapter 5).

Splitting an OSPF routing domain into areas always requires additional configura-
tion. First, you must establish area boundaries by configuring the area that each router
interface attaches to (ospfifAreaid). Then, to achieve address aggregation at area
borders, one or more entries in the area border routers' ospf AreaAggregateTable
must be configured. In addition, if not all nonbackbone areas attach to a single back-
bone area, one or more virtual links must be configured between area border routers
(ospfvirtif Table). For detailed information on configuring OSPF, see Chapter 11,
OSPF Management.

Q: What OSPF interface type should I use when running OSPF over a Frame Relay subnet?

A: Your two options are the OSPF NBMA and Point-to-MultiPoint interface types. The
NBMA interface type treats the Frame Relay network sort of like a simulated Ethernet
segment, whereas Point-to-MultiPoint models Frame Relay PVCs as if they were indi-
vidual point-to-point links. NBMA is more efficient than Point-to-MultiPoint but is gen-
erally more difficult to configure and less robust against PVC failures and other failures
within the Frame Relay subnet. See Sections 5.3 and 5.4 for more details.

Q: How should my routers advertise information between the OSPF and RIP protocols?

A: Unfortunately there are no standards in this area. Every router vendor has worked
out its own mechanisms controlling the interactions of OSPF and RIP. So the place to
start in answering this question is probably the configuration guide provided by your
router vendor(s). Two simple models for the interaction of OSPF and RIP are given in
Section 11.6.2.

Q: I see a lot of "2-Way" states in my OSPF router's neighbor statistics. Don't I want the oper-
ational states of all my OSPF router's neighbors to be "Full"?

A: No. State "2-Way" is often correct for neighbors over broadcast and NBMA seg-
ments. On these segment types, only a small percentage of the neighbors become fully
adjacent (that is, achieve state "Full"). All routers become fully adjacent to the segment's
Designated Router and Backup Designated Router but go no further than "2-Way" with
other neighbors on the segment. See Section 5.2 for more details.

Q: When the Designated Router is operational, is the Backup Designated Router duplicating
the work done by the Designated Router?

A: No. The Backup Designated Router is mainly just waiting to take over Designated
Router duties should the present Designated Router fail. The only function that the
Backup Designated Router will perform until that failure occurs is to help a little in
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flooding. The Designated Router is responsible for maintaining the reliability of flood-
ing over its segment. However, should retransmissions of LSAs become necessary,
the Backup Designated Router will step in to perform the necessary retransmissions
even if the Designated Router is still active. In all other duties, such as origination of
the network-LSA for the segment and initial flooding of LSAs over the segments,
the Backup Designated Router always defers to the active Designated Router. See Sec-
tion 5.2 for more details.

Q: How big can I build my OSPF areas?

A: Maximum area size really depends on your router vendor (or vendors). In 1991, the
guideline was at most 200 routers in a single area [173]. The larger an OSPF area gets,
the more resources the OSPF protocol consumes in the area's OSPF routers. These
resources include router memory, CPU cycles, and network bandwidth.

To date, some vendors have deployed OSPF areas of up to 350 routers. In contrast,
other router vendors recommend that areas should be limited to 50 or fewer routers.
Most vendors will include in their documentation the maximum area size they will
support.

In general, you should not make your areas too small. Areas require additional con-
figuration (see the previous question) and can create suboptimal routing.

Q: Where should I put area boundaries?

A: This is a complicated question, one without a single answer. Placement of area bor-
ders can depend on the following factors.

• Addressing structure. In a routing domain in which segments have already been
assigned address prefixes, you want to configure area boundaries so that OSPF
can aggregate prefixes at area borders. For example, in Figure 6.3, area 0.0.0.1
has been assigned so that a single aggregate of 10.2.0.0/16 can be advertised to
other areas for the prefixes 10.2.1.0/24 and 10.2.2.0/24. Aggregation reduces
routing table size, lessening the resource requirements.

• Area size. As mentioned, vendors usually have a limit to the size of areas they
can support. Area size comes into play in another way also. Suppose that you
have not yet assigned address prefixes to your routing domain's segments. You
can then minimize routing domain size by simultaneously (a) assigning prefixes
along area boundaries, (b) assigning equal-sized areas, and (c) making the num-
ber of areas equal to the common area size (see [128]). For example, if you have
25 network segments in your routing domain, assign 5 areas of 5 segments each,
taking the addresses for all segments within a single area from a single aggre-
gated prefix.

• Topology considerations. Area boundaries can induce suboptimal routing. To
reduce the amount of suboptimal routing, minimize the physical connections
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between areas. Minimizing physical connection between areas also minimizes
the number of area border routers, which reduces the number of summary-
LSAs and hence limits link-state database size.

• Policy considerations. OSPF protects routing inside area from outside interfer-
ence. If you are running a single routing domain that consists of multiple orga-
nizations, each organization may wish to be configured as its own area. Such a
configuration protects against misconfiguration of one organization (for exam-
ple, mistakenly assigning a subnet belonging to another organization) from dis-
turbing the other organization's internal infrastructure. Also, by using stub
areas or NSSAs, one organization can be assured that the other organizations
will not use its links for transit (that is, all traffic on the organization's links will
either be originated by, or destined for, the organization itself). In addition,
when configured as separate areas, organizations can hide selected addresses
from each other by configuring "no-advertise" aggregates at area boundaries.

Q: Should I use virtual links ?

A: Sure, if your area configuration requires them. Virtual links free you from having to
worry about maintaining physical connectivity of the backbone area. Simply configure
area boundaries based on addressing, topology, and/or policy considerations and then
connect the backbone area (including all area border routers) with virtual links as
needed. These days, almost all router vendors support virtual links.

Virtual links do have some disadvantages, however. They require manual configu-
ration. Also, when using virtual links, you cannot aggregate addresses assigned to net-
work segments belonging to the backbone area; if you do, the routers will simply ignore
the aggregation directives.

Q: Is an area border router simply a router that attaches to multiple areas, or does it also have to
be attached to the backbone area?

A: Any router that attaches to multiple areas is called an area border router. Area bor-
der routers label themselves as such in their router-LSAs, originate summary-LSAs into
their attached areas, and are capable of forwarding datagrams between their attached
areas.

However, unless an area border router is also attached to the backbone area, either
physically or via a configured virtual link, the area border router will not be fully func-
tional. Without an attachment to the backbone area, the area border router is prohibited
from using summary-LSAs in its routing calculations and so cannot calculate routes to
destinations in remote areas.

Consider, for example, the area configuration in Figure 6.6. Even without the
virtual link to router D, router F would still be considered an area border router. With-
out the virtual link, router F would still be able to forward traffic from area 0.0.0.3 to
destinations in area 0.0.0.5, and vice versa. But until the virtual link to router D is
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established, router F would be unable to forward traffic to destinations in remote areas
(areas 0.0.0.0, 0.0.0.1,0.0.2, and 0.0.0.4).

Q: When I create virtual links, does OSPF force the data traffic to flow along the same paths as
the virtual links ?

A: No. OSPF control traffic follows the path of the virtual links, with information con-
cerning one nonbackbone area being sent to the backbone, where it is then distributed to
the other areas. But data traffic can take shortcuts between nonbackbone areas, flowing
along paths not described by any virtual link. You can think of virtual links as enabling,
but not restricting, transit traffic.

Consider the area configuration in Figure 6.6. The two virtual links in area 0.0.0.3
allow that area to carry transit traffic between the rest of the routing domain and areas
0.0.0.4 and 0.0.0.5. However, data traffic between areas 0.0.0.4 and 0.0.0.5 will flow
across the direct link between routers E and F rather than follow the virtual links
through router D. In contrast, the OSPF control traffic does follow the virtual links.
For example, routing information about the destinations in area 0.0.0.5 is flooded by
router F along the virtual link to router D, from where it is further distributed along the
virtual link to router E and also to routers A, B, and C in area 0.0.0.0.

Q: Why are LSA instances with larger checksums necessarily more recent?

A: Obviously just because one instance has a larger checksum does not mean that the
LSA has been more recently generated. However, assuming that both instances have the
same LS Sequence Number and relatively the same age (see Section 4.2.2), OSPF treats
the LSA instance having the larger checksum as being more recent. This behavior solves
the following problem.

Suppose that router X has originated a router-LSA with an LS Sequence Number of
0x80000006. Router X is then taken down to install a new interface card, and is restored
5 minutes later. Router X has no idea which LS Sequence Numbers it has used in the
past; suppose that the new router-LSA that router X originates also has an LS Sequence
Number of 0x80000006 but different contents to reflect the newly added interface. Now
there are two router-LSAs for router X present in the network simultaneously. How are
all the routers to agree on which LSA has the more recent data?

OSPF's rule selecting the LSA having the largest checksum is arbitrary but produces
the desired result. In the situation of the previous paragraph, there are three cases. In the
first case, the new router-LSA has a larger checksum than the old LSA. In this case, as
it is flooded throughout the routing domain, the new LSA replaces the old, and every-
thing is well.

In the second case, the new LSA has a smaller checksum and is therefore ignored.
However, in the process of performing initial database synchronization with its neigh-
bors (see Section 4.7.1), router X will learn about the old LSA instance and, since the old
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would be preferred over router X's current LSA, will increase its router-LSA's sequence
number to 0x80000007 and reflood to overcome the problem.

In the most unlikely case, both old and new LSAs will have identical checksums,
even though they have different contents. In this case, router X's updated LSA will be
ignored. It may then take as long as the LSA refresh interval (30 minutes, at which time
router X will refresh its LSA with an incremented LS Sequence Number) before the
other routers accept the new information from router X.

Q: Does OSPF aging require synchronized clocks?

A: No. OSPF does not even require that routers have time-of-day clocks. OSPF does
require that a router keep track of how long ago each LSA was originated. This require-
ment forces all OSPF routers to have some kind of internal clock so that they can age the
LSAs within their link-state databases. The age of an LSA is between 0 and 60 minutes.
As long as the age of a given LSA does not vary from router to router by more than
15 minutes (the OSPF architectural constant MaxAgeDiff), OSPF continues to work
correctly. Allowing a variation of 15 minutes out of a maximum of 60 means that one
router's internal clock can be up to 25 percent faster than another's without any adverse
effects.

There is one case in which all routers have to agree more closely on the age of an
LSA. When an LSA reaches the age of MaxAge (60 minutes), it is removed from con-
sideration by the OSPF routing calculation. To ensure that this happens roughly at
the same time in all routers, when an LSA reaches MaxAge in one router's link-state
database, that router refloods the LSA to tell the other routers to also remove the
LSA.

Q: I've read that OSPF refreshes its link-state database every 30 minutes. Does the whole data-
base get reflooded all at one time?

A: No. LSAs, the individual pieces of the link-state database, get refreshed indepen-
dently. If an LSA's LS Age reaches 30 minutes, the OSPF router that originated the
LSA will update the LSA, increasing the LSA's LS Sequence Number, resetting the
LS Age field to 0, and reflooding the LSA. Since the LS Age fields of the LSAs
within the link-state database usually become fairly randomly distributed, you tend
to get a constant dribble of LSA refreshes rather than having all the LSAs refresh at
once.

Take, for example, the link-state database pictured in Figure 12.10. The two
summary-LSAs originated by router 165.29.1.6 (lines beginning 3 155.29.1.0
ies.29.1.6 and 3 165.29.1.64 165.29.i. 6) are due to be refreshed in 6 seconds.
After that, the next LSA refresh will be for router 170.211.176.12's router-LSA (line
beginning l 170.211.176.12 170.211.176.12), which will occur 201 seconds later.
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Q: If I import the whole Internet routing table into OSPF, will my OSPF routers be able to keep
up with the LSA refresh traffic?

A: Most routers will be able to handle this amount of OSPF control traffic, although it
should be mentioned that to date, no Internet Service Provider imports the whole rout-
ing table (around 45,000 entries) into its IGP. Every OSPF LSA gets refreshed every 30
minutes, so with 45,000 LSAs, you would see on average 25 LSA refreshes a second.
Multiple LSAs are likely to be packaged within a single OSPF Link State Update packet,
but you'd still probably see several Link State Update packets a second, on every link
in the network (see Section 4.7.2). This amount of processing is within reach of mod-
ern OSPF implementations but of course will continually increase as the size of the
Internet's routing table increases.

There is one way that router vendors can dramatically decrease the amount of
OSPF control traffic: They can program their OSPF routers to originate LSAs with the
DoNotAge bit (see Section 7.3) set. This removes the requirement to refresh LSAs,
resulting in OSPF routers sending only changes, similar to protocols such as BGP.
However, this behavior would reduce the protocol's robustness—if you remove OSPF's
LSA refreshes, damage to an LSA while in a router's database will not be corrected
automatically.

Just because a router originates its LSAs with the DoNotAge bit set, it doesn't mean
that the router is prevented from refreshing its LSAs. By setting the DoNotAge bit, the
router can choose to refresh its LSAs at whatever rate the router chooses—never, once
every 3 hours, once a day, or even at a rate that is inversely proportional to the link-state
database size.

There is another possible modification. Just as in the Database Overflow extensions
to OSPF (Section 7.5), you can rank the LSAs according to their importance. In the Data-
base Overflow extensions, when a router's capacity is exceeded, it discards the least cru-
cial part of its OSPF database, namely, AS-external-LSAs for destinations other than the
default route. These too could be the only LSAs with the DoNotAge bit set, leaving the
more important parts of the database to refresh every 30 minutes. Refreshes of these
more crucial parts of the database would guarantee that the OSPF routing domain
would eventually return to a manageable state automatically, even in the presence of
hardware and software errors within the routers that were causing LSAs to be lost or
damaged.

Q: If a router detects that another OSPF router has become unreachable, should it delete the
LSAs that that router had originated from the link-state database?

A: Absolutely not! The only LSAs that the router is allowed to flush are the LSAs that
the router itself has originated. The problem with flushing another router's LSAs when
that router has become unreachable is that the unreachability condition may be short
lived. If so, when that router again becomes reachable, it would have to reoriginate its
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LSAs, and all the routers in the network would have gone through the work of flushing
and then immediately reinstating the LSAs just to get back to the status quo.

As an example of a temporary unreachability condition, see the network map in
Figure 5.3. If there is a Designated Router change on the Ethernet, there may be a
short disruption in reachability as a new network-LSA and matching router-LSAs are
flooded. During this time, you wouldn't want to flush LSAs originated by routers
beyond the segment, even if they are momentarily unreachable, because the con-
tents of these LSAs are going to be the same before and after the Designated Router
change.

Another reason for a router not flushing LSAs originated by others is the desire to
avoid circular dependencies. The routing table calculation depends on the contents of
LSAs, so you don't in turn want the existence of the same LSAs to depend on the rout-
ing calculation.

There are two obscure exceptions to the rule about not flushing other routers' LSAs.
The first comes about when a router has changed its OSPF Router ID. In this case, old
network-LSAs originated with the router's previous Router ID may still be in the link-
state database, and these the router is allowed to (in fact, is required to) flush (see
Section 13.4 of [178]). The second is when there are LSAs in the database with the
DoNotAge bit set (Section 7.3). Since these LSAs never age out, a router removes them
from its database when the LSAs' originating router has been unreachable for at least an
hour. A time constant as large as a hour was chosen to break the circular dependency
described in the previous paragraph.

Q: Why install MaxAge LSAs in the link-state database when there are no previous instances?

A: MaxAge LSAs in OSPF are just instructions to delete a particular LSA from the link-
state database. So why store a deletion request itself in the database? Most of the time,
you do not, but occasionally you do to deal with possible race conditions in OSPF's
Database Exchange process (Section 4.7.1).

A router performs Database Exchange with a neighbor as soon as bidirectional com-
munication has been established with the neighbor. The idea is for the router to describe
a snapshot of its database to the neighbor and then to let the neighbor pick and choose
which pieces of the database (that is, LSAs) the neighbor needs to become up to date.
The connection between the two routers is available to forward data packets as soon as
Database Exchange completes. However, while the database snapshot is being sent to
the neighbor, the database is potentially changing as a result of new LSAs received by
the router from other neighbors. These database changes create a window where the
snapshot sent to the neighbor can itself be out of date. Depending on how an implemen-
tation chooses a snapshot, this window can be small or rather large.

In most cases, having the snapshot go out of date is handled naturally by the
Database Exchange process: As long as LS Sequence Numbers don't go backward, the
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process works correctly. The only time LS Sequence Numbers can go backward in OSPF
is when LSAs are deleted. In these cases, having the OSPF routers involved in the
Database Exchange store the MaxAge LSAs prevents LS Sequence Numbers from going
backward during the extent of the Database Exchange.

Q: Why does OSPF go through a separate Database Exchange process on link start-up, instead
of simply re/loading the entire database over the link?

A: There are three reasons. First, OSPF wants to know when synchronization has com-
pleted, so that it can then start advertising the link in LSAs. In this way, OSPF prevents
data traffic from being forwarded over the link until the two ends of the link have syn-
chronized databases. The end of the Database Exchange is a clear indication that syn-
chronization has completed.

Second, Database Exchange proceeds at a controlled rate, with one packet outstand-
ing at any one time, similar to TFTP. On the other hand, simply reflooding the database
at link-up would cause a large blast of update traffic.

Third, under most circumstances, Database Exchange ends up transmitting some-
what less data, with only the 20-byte LSA header going over the link instead of the
entire LSA.

Q: How many router vendors support MOSPF?

A: To date, you can find MOSPF support in products from five routers vendors: 3Com,
Bay Networks, IBM, Proteon, and Xyplex.

MOSPF, like the other dense-mode multicast routing protocols DVMRP and PIM
Dense, is effective in commercial internets. These protocols calculate efficient paths, are
robust, and are simple to configure. In addition, both MOSPF and DVMRP allow multi-
cast routing to be deployed incrementally by supporting multicast topologies that are
different from the unicast routing topology.

DVMRP is the protocol in use in the majority of the MBONE (see [131]). However,
pieces of the MBONE run MOSPF, as described in Section 10.6.

MOSPF is the only currently deployed multicast routing protocol that can be config-
ured for hierarchical multicast routing (Section 10.4). MOSPF is also the only multicast
routing protocol with explicit support for IP multicast's expanding ring search (Sec-
tion 10.1.1).

Q: Why does MOSPF use reverse costs when calculating inter-area and inter-AS multicast
paths?

A: Readers interested in the answer to this question will probably have to read Chap-
ter 10, MOSPF, first. Everyone probably agrees that multicast datagram paths are best
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calculated using forward costs—that is, the cost of links in the direction from the data-
gram's source to the group members, or the direction in which the datagram will be
forwarded. MOSPF does this when the source and group members are within the same
area. However, when the datagram must cross area or AS boundaries, MOSPF needs
to use summary-LSAs or AS-external-LSAs to approximate the neighborhood of the
source. Unfortunately these two LSAs, used mainly for unicast routing calculations,
advertise reverse costs from MOSPF's perspective: toward instead of away from the
source.

One could still imagine combining the reverse costs advertised by summary-LSAs
with forward-link costs in router-LSAs. However, to do so can prevent delivery of data-
grams to some group members. Using forward-link costs in these situations could cause
an area border router's summary-LSA to look much more attractive for multicast than
it really is. These problems begin showing up only in area configurations with virtual
links, such as the one displayed in Figure 8.2.

This network diagram has a single multicast source, labeled SI, and located on seg-
ment 10.15.6.0/24. Three multicast sources, labeled Gl, are located in areas 0.0.0.1,
0.0.0.2, and 0.0.0.3. Asymmetric link costs have been configured on several links. For
example, the cost to forward traffic from router D to router C is 1, whereas the cost to
forward traffic in the reverse direction is 10. (Links with symmetric costs are displayed
with a single cost in the middle of the link, as we have done throughout most of the
network diagrams in this book.) As a result of these asymmetric costs, router E for-
wards unicast traffic to SI along the circuitous path of cost 7 through routers F, D, C,
and A (remember that in OSPF, the cost of the link between a network and a router is
always 0).

To calculate the path of a multicast datagram originating from SI, the routers use
the summary-LSAs generated for 10.15.6.0/24. These summary-LSAs are listed in
Table 8.1. Note that some possible summary-LSAs have not been advertised, due to
OSPF's split-horizon rules. For example, router D does not advertise a summary-LSA
for 10.15.6.0/24 into area 0.0.0.1, since router D's next hop for that destination is in
area 0.0.0.1.

When calculating the multicast path for a datagram with source SI and destination
group Gl, router D will be selected as the entry into area 0.0.0.2 and router F as the entry
into Area 0.0.0.3. However, if forward costs were used in area 0.0.0.1's multicast routing
calculation, router E would be selected erroneously as the entry into area 0.0.0.1, and as
a result, none of the group members in areas 0.0.0.1, 0.0.0.2, or 0.0.0.3 would receive the
multicast datagram. But since MOSPF uses reverse costs everywhere in the inter-area
and inter-AS cases, router C is chosen as the entry point into area 0.0.0.1, and the multi-
cast datagram is delivered successfully.
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Figure 8.2 An MOSPF example requiring reverse-link costs.
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Table 8.1 Summary-LSAs Generated for Segment 10.15.6.0/24

Originating Router

Router C

Router E

Router B

Router D

Router F

Area

0.0.0.1

0.0.0.1

0.0.0.2

0.0.0.2

0.0.0.3

Cost

4

7

4

5

6

Q: If you could design OSPF again from scratch, what would you do differently?

A: The Internet is continually evolving, and its protocols must evolve with it. Once you
deploy a protocol, you can change it only so much, because you want to remain back-
wardly compatible with your installed base; once people start using a protocol, you
no longer have the luxury of starting with a blank slate when sitting down to solve a
problem.

However, if we could start again from scratch, these are some of the things that I
would do differently.

• Representation of point-to-point links. Having the routers at either end of a point-
to-point link advertise one anothers' addresses has been the single most confus-
ing part of OSPF over the years (see earlier question in this FAQ). Although
now ameliorated somewhat by allowing a RIP-style advertisement of point-to-
point links, it probably would have been better to have each router advertise its
own interface address; we have done this in OSPF for IPv6 [46].

• Having LS Age field count down instead of up. This would allow a router to lower
its LSA refresh rates by increasing the initial LS Age values for LSAs. However,
with the advent of the demand-circuit support for OSPF (see Section 7.3), lower-
ing the LSA refresh rate can also be accomplished through setting the LSA's
DoNotAge bit.

• Matching two halves of a link within the link-state database. When there are multiple
links between a pair of routers, it is not possible in OSPF to match the link half
advertised by one router with the link half advertised by its neighbor. Although
not an issue for IP unicast traffic, which is inherently unidirectional, the inabil-
ity to match link halves did cause some problems when MOSPF needed to
choose the incoming interface for multicast datagrams (see Section 10.3.1).
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Looking up network-LSAs during the Dijkstra. In the OSPF routing calculation, you
must find a network-LSA knowing only its Link State ID but not its Advertising
Router. This has caused some confusion when, for example, the OSPF Router ID
of the Designated Router changes and there are for a while two network-LSAs
with the same Link State ID present in the database. This problem has been
fixed in OSPF for IPv6 [46].

Configuring MOSPF on a per-physical link basis. Instead of configuring MOSPF on
a per IP subnet basis, it makes more sense to configure MOSPF on each physical
link. IP multicast forwarding, since it uses data-link multicast services, wants to
make sure that only one copy of each datagram is sent onto a link, no matter
how many IP subnets are configured on the link. In the current MOSPF specifi-
cation, all but a single subnet on each link must be disabled for multicast for-
warding (see Section 6.3 of [171]).
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Part III

Internet Multicast Routing

In Part III, we describe the basics of Internet multicast routing. Chapter 9, Internet
Multicast Routing, provides an introduction to IP multicast forwarding. The interaction
between multicast hosts and routers is covered, including IGMP. The role of a multicast
router is described in detail. The difference between source-based tree and shared-tree
protocols is also explained. The chapter ends with a discussion of the Internet's multi-
cast service, called the MBONE.

Chapter 10, MOSPF, gives a detailed description of one of the Internet's multicast
routing protocols, the Multicast Extensions to OSPF (MOSPF). The interaction of
MOSPF and IGMP, the MOSPF routing calculations, the operation of MOSPF's two-
level hierarchy, and the interoperation of MOSPF and DVMRP on the MBONE are all
covered.
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Internet Multicast Routing

This chapter lays the foundation for a discussion of multicast routing protocols. The
duties of a multicast router, including the interaction between multicast hosts and
routers, are explained. Beginning with a historical examination of broadcast forward-
ing, the two multicast forwarding paradigms, source-based trees and shared trees, are
presented. We end with a description of the MBONE, the Internet's multicast routing
overlay.

9.1 Internet Multicast Model

A network multicast capability allows an application to send a single datagram
that will be delivered to multiple recipients. Applications exhibiting one-to-many and
many-to-many communication patterns find multicast extremely useful—the alterna-
tive, namely, sending multiple copies of each datagram, consumes more network band-
width and incurs additional delay to recipients. These applications include multiperson
teleconferences and videoconferences, distance learning, and bulk transfer of the same
set of data to a large number of recipients, such as the distribution of stock quotations to
stockbrokers.

Multicast services are available at the data-link layer of many LAN technologies.
For example, in Ethernet, all MAC addresses having the least significant bit in their
first byte set to 1 are multicast addresses. A host's Ethernet adapter can usually be
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programmed with a set of multicast destinations to accept. For example, ten hosts
attached to an Ethernet segment may all program their Ethernet adapters to accept the
Ethernet multicast address 01-00-5E-00-00-01. If any host on the Ethernet then sends an
Ethernet packet with destination 01-00-5E-00-00-01, all ten hosts will receive and pro-
cess the packet accordingly.

IP multicast is a generalization of these LAN multicast services. The IP multicast
model is defined in [56]. A multicast destination is referred to as a multicast group. Each
group is represented as a single Class D address (224.0.0.0-239.255.255.255). Group
members can be scattered across an IP internet. A sender of a datagram addressed to the
group does not know where the group members are; in fact, the sender does not know
how many group members there are or whether there are any group members at all
(this kind of information may be available from the multicast transport protocol in use,
but here we are just talking about the network-layer multicast service). The sender, in
fact, does not have to be a member of the multicast group itself. To send a datagram to
the group, the sending host just sets the IP datagram's destination IP address to the
group's Class D address and then transmits the datagram as a data-link multicast onto
the local network segment. From there, it is the job of the multicast routers to forward
the datagram to all group members, replicating the datagram when necessary (Sec-
tion 9.3.1).

Group membership is dynamic. A host can join and leave multicast groups at will,
using the Internet Group Membership Protocol to keep the multicast routers informed of
the host's current membership status. There are no limits to the size of a multicast
group, and a host can belong to multiple groups at the same time.

Multicast routers use multicast routing protocols to determine the path of the multi-
cast datagram from sending host to group members. A number of multicast routing pro-
tocols have been developed for the Internet; these protocols are discussed in Chapter 14,
Multicast Routing Protocols.

Throughout this chapter, we will use the network in Figure 9.1 to demonstrate vari-
ous IP multicast principles. That figure shows three members of multicast group Gl,
located on network segments 192.5.1/24,192.5.2/24, and 192.7.1/24. These group mem-
bers would use IGMP to convey their group membership to their local routers (routers
R5, R6, and RIO and Rll, respectively). We assume that all routers R1-R11 are participat-
ing in multicast routing. The senders to group Gl, marked by circles with an inscribed S,
are located on segments 192.6.1/24,192.5.2/24, and 128.4.1/24. As mentioned earlier,
the sender on segment 128.4.1/24 is not aware of the number or location of group Gl
members; in fact, the sender need not even be aware of the existence of its local multi-
cast router R8. Two workstations, Wl and W2, have also been included to illustrate
MBONE functions in Section 9.4.
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192.5.1/24 192.5.2/24

128.4.1/24

192.6.1/24

128.4.2/24

Figure 9.1 Network diagram illustrating IP multicasting principles.

9.2 The Multicast Protocol Stack

The IP protocol stack differs somewhat for multicast and unicast (Section 1.1). From the
physical through the network layers, the two stacks coincide, albeit with some modifica-
tions made for multicast.

At the data-link layer, multicast makes use of the data-link multicast services, when
they exist. When a multicast datagram is transmitted over a data link supporting multi-
cast, by either the sending host or an intermediate multicast router, the data-link desti-
nation is set to a multicast address. The mapping of IP Class D address to data-link
multicast address is always algorithmic; address resolution protocols, such as ARP, are
not required. For example, when transmitting an IP multicast datagram over an Ether-
net segment, the low-order 23 bits of the IP destination Class D address are placed into
the Ethernet multicast address 01-00-5E-00-00-00 to produce the destination Ethernet
address [56]; thus an IP datagram addressed to 224.1.1.1 will always be transmitted on
Ethernet segments using the Ethernet destination 01-00-5E-01-01-01. (Why not 24 bits,
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you ask? The Internet's Assigned Number Authority, IANA, always likes to reserve part
of each address space for further use, as you can also see in the encoding of Classes A-E
addresses in [212].) If a data link supports broadcast but not multicast, the multicast
datagram is transmitted as a data-link broadcast. Although IP hosts wishing to receive
multicast datagrams cannot attach to network segments supporting neither multicast
nor broadcast, multicast routers (and indeed hosts wishing to send only multicasts) can;
over these nonbroadcast network segments, multicast datagrams are transmitted identi-
cally to unicasts (see Section 10.3.1).

At the network layer, multicast datagrams have their IP destinations set to Class D
addresses. Class D addresses are restricted to appear only as destination addresses; they
cannot be used as IP source addresses; nor can they appear in IP source routes (Sec-
tion 1.2).

Also at the network layer, multicast hosts and routers use IGMP, instead of ICMP, to
exchange control information necessary for multicast datagram delivery. The only
ICMP packets used for multicast are the ICMP Echo and Echo Reply—you can ping a
multicast address (see Section 12.4). However, ICMP errors are never sent in response to
IP multicast datagrams; as a result, there is no multicast equivalent of Path MTU discov-
ery, and multicast traceroute employs a completely different mechanism than its unicast
inspiration (Sections 12.5 and 12.11). Also, since senders of IP multicast datagrams do
not need to know about the local multicast router(s), multicast does not need ICMP
router discovery or ICMP redirects.

At the transport layer, the multicast and unicast stacks diverge. The standard uni-
cast transport protocol, TCP, does not work with multicast. In fact, there is no standard
IP multicast transport protocol (many IP multicast protocols employ UDP for its multi-
plexing service but use additional transport mechanisms as well). Many of the initial IP
multicast applications, developed on the MBONE (Section 9.4), invented their own
transport mechanisms. Applications such as teleconferencing do not need completely
reliable delivery of packets but instead want to flag out-of-order packets and to provide
a mechanism to detect variations in delay so that the application can adjust its playback
buffer. Experience with such MBONE applications as vat [139], nevot [228], and nv [80]
has led to the development of a standard multicast transport, called Real-Time Transport
Protocol (RTP) [229], for these kinds of applications. Numerous other proposals have
been made for multicast transport protocols, including [5] and [167].

A large number of applications have been developed for the MBONE, including
teleconferencing (vat, nevot), videoconferencing (nv, ivs [246]), interactive white-
boards (wb [140]), large-scale distribution of imaging data such as weather maps (imm
[55]), experiments with the multicast delivery of Net news, and so on. The conferencing
applications typically need some kind of session control to specify how people can join
and leave conferences, as well as monitoring conference quality. Session control can be
provided by RTP or by other applications, such as the session directory (sd [138]) and
multimedia conference control (mmcc [227]) tools. The sd tool is used to dynamically
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allocate multicast addresses to new conferences as they start up on the MBONE; the pro-
tocol that sd implements is described in [91].

IP Multicast Addresses

Parts of IP multicast address space have been allocated for specific purposes, as shown
in Table 9.1. The all-systems address of 224.0.0.1 contains all the IP multicast hosts and
routers on a given network segment. This address is used by multicast routers to query
the segment for group membership. The all-routers address contains all the multicast
routers on a given network segment and again is used by IGMP.

Table 9.1 IP Multicast Address Assignments

Multicast addresses of the form 224.0.0.x are always local to a given network seg-
ment and are never forwarded by multicast routers. These addresses are typically used
by routing protocols that wish to exchange routing updates over the segment—for
example, OSPF uses 224.0.0.5 and 224.0.0.6, RIPv2 uses 224.0.0.9, and so on.

The document [158] proposes that a range of IP multicast addresses be reserved for
administrative scoping, along the lines of IPv6's administrative scoping [99]. The idea
behind administrative scoping is that these addresses can be locally assigned and that
people do not have to worry about their being unique across the entire Internet or
even across organizations. For example, the network in Figure 9.1 could be a single
organization attached to the Internet. The network's Internet connection would then
be its "organization local scope boundary"; inside the organization, a group, such as
239.192.0.1, could be used by an application without fear of interfering with (or interfer-
ence from) another multicast application running in the Internet at large. The "local
scope" range allows the organization itself to be divided into smaller pieces, each
with its own private multicast address space. Administratively scoped addressing is
intended to replace the TTL-based scoping that is currently deployed in the MBONE.

Other IP addresses have been reserved for certain applications, as documented in
[212]. For example, IP multicast addresses in the range 224.252.0.0-224.255.255.255 have
been reserved for the Distributed Interactive Simulation (DIS) [106] applications.
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9.2.1 IGMP

The Internet Group Management Protocol (IGMP) [56] is the multicast equivalent of ICMP,
implementing the necessary communication between hosts and multicast routers for the
successful delivery of multicast datagrams. As we have seen, no communication is nec-
essary between the sender of multicast datagrams and its first-hop router. However, a
host wishing to receive multicast datagrams sent to a particular multicast group must
inform its local routers of its group membership by sending IGMP Host Membership
Reports.

A host sends a Host Membership Report when (a) it first joins a particular multicast
group and (b) in response to an IGMP Host Membership Query received from a router.
A separate Host Membership Report is sent for each group that the host belongs to.

On each network segment, one of the multicast routers becomes the Querier, respon-
sible for periodically sending Host Membership Queries onto the segment in order to
dynamically keep track of the segment's group membership. In the original IGMP,
which we now call IGMPvl, the Querier was elected by the multicast routing protocol
in use. In the second version of IGMP, the Querier is elected by IGMP itself (see the dis-
cussion of IGMPv2 that follows). Host Membership Queries are sent to the all-systems
multicast address 224.0.0.1. If after some time Host Membership Reports for a given
group cease to be heard in response to Host Membership Queries, it is assumed that
there are no members of that group on the segment.

Routers are interested in knowing whether they need to forward multicast data-
grams addressed to a particular group Gl onto the network segment. To make that deci-
sion, they need to know whether there are any members of Gl on the segment, but they
do not need to know which hosts belong to Gl or even how many hosts. This fact allows
IGMP to employ an interesting algorithm to minimize the number of Host Membership
Reports sent: When a host receives a Host Membership Query, it randomly delays
before sending Reports on its groups. If it hears a report for one of its groups before
sending its own report, it then simply cancels the pending report transmission. As a fur-
ther optimization, reports are addressed to the group address being reported (with a
TTL of 1 so that they are not forwarded off the local network segment), so that only
group members and multicast routers, which receive all multicasts, will hear the report.
Figure 9.2 shows a report sent for the group 224.1.1.1.

IGMP operates only on segments having data-link multicast or broadcast capabili-
ties. Nonbroadcast segments must simulate a data-link multicast capability in order to
run IGMP. Examples of simulated data-link multicast include LAN emulation [8] and
MARS [4], both developed for ATM subnets.

When a host attaches to multiple network segments, it must join groups separately
on each segment. The host may belong to a group on one segment but not another, or it
may join the group on both segments. In the latter case, the host will likely get two cop-
ies of each datagram.
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Figure 9.2 IGMP Host Membership Report.

IGMP runs over IP, as IP protocol number 2. All versions of the IGMP protocol use
the same packet format, with a Type field indicating the packet function. This Type field
is a combination of the Version and Type fields present in the original IGMP specifica-
tion. To make things a little more confusing, some of the multicast routing protocols,
such as DVMRP, and some diagnostics, such as multicast traceroute, also use IGMP
packet types. The resulting list of IGMP packets by type is shown in Table 9.2.

Table 9.2 IGMP Packet Types

IGMPv2

The second version of IGMP, IGMPv2, is being deployed to replace IGMPvl. The two
versions have two main differences.

First, IGMPv2 improves the so-called leave latency, the time it takes a router to notice
that no more members of a given group are on the network segment. This improvement
is important for applications that send a lot of data or for when many groups come and
go. In either case, taking a long time to notice that a group has gone away means that

Type Code
(hexadecimal) Packet Function

Oxll Host Membership Query

0x12 Host Membership Report

0x13 DVMRP packets (Secdon 14.2)

0x16 IGMPv2 Membership Report

0x17 IGMPv2 Leave Group message

Oxle Multicast traceroute response (Section 12.11)

Oxlf Multicast traceroute query/request (Section 12.11)

0x22 IGMPvS Membership Report
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unnecessary bandwidth has been consumed forwarding multicast datagrams to a place
where nobody is listening.

To decrease the leave latency, a new IGMP packet is added: the IGMP Leave Group
message. When a host leaves a group, it immediately multicasts a Leave Group message
to the all-routers address of 224.0.0.2. On receiving the Leave Group, the Querier for the
network is not sure whether any group members are left on the segment. To find out,
the Querier then multicasts a Membership Query for the specific group in question;
this query is addressed to the group and has a TTL of 1. If no hosts respond with
Membership Reports, it is assumed that group members are no longer present.

Second, IGMPv2 elects the Querier on each segment rather than leaving election up
to the multicast routing protocol. When a multicast router first attaches to a network
segment, it assumes that it will be the Querier. However, if the router receives a
Membership Query on the segment from a router with a lower IP address, the router
relinquishes its Querier duty. If, at some point in the future, the router ceases to hear
these Membership Queries, the router will again become Querier.

IGMPvS

A third revision of the IGMP is under development [28]. In this version of IGMP, group
members will be able to request source filtering, using a new Membership Report
(Table 9.2). When joining a group, a host can request that it wants to receive multicast
datagrams only from a particular set of sources (called source-specific joins) or, alterna-
tively, that it wants to exclude a set of sources (called source-specific leaves). One applica-
tion of such a mechanism would be if you were participating in a teleconference and
one of the other participants were playing a radio so loudly that you could not hear any-
one else talking. Using IGMPvS's source-specific leave mechanism, you could simply
block that participant's packets.

9.3 Broadcast Forwarding

With the advent of IP multicast, Internet broadcast addresses (Section 1.2.2) have
become less and less used, especially directed and all-subnets-broadcast addresses.
In addition, with the removal of the Class A, B, and C addresses in favor of CIDR,
all-subnets broadcast addresses are no longer well defined. However, we discuss broad-
cast forwarding in this section, using the network in Figure 9.1, which provides a good
introduction to IP multicasting mechanisms.

Suppose first that router R7 wants to send a RIPvl update message to both routers
R8 and R9. Router R7 can set the IP destination address of the update to the local seg-
ment or local-wire broadcast address of 255.255.255.255 and then send the packet as a
data-link broadcast onto the segment 128.4.3/24. Both R8 and R9 will then receive the

IT-EBOOKS.DIRECTORY

http://www.it-ebooks.directory/


Section 9.3 Broadcast Forwarding 179

update and process it accordingly. Packets addressed to 255.255.255.255 are never
forwarded.

Suppose instead that SI wishes to send a packet that will be received by all hosts on
a particular remote segment, say, 128.4.2/24. For example, the packet might be a ping,
allowing the sending host to detect which hosts are currently attached to 128.4.2/24.
The ping would then be addressed to the directed-broadcast address of 128.4.2.255. The
ping would then be forwarded exactly as if it were to a unicast address on 128.4.2/24,
going through routers Rl, R2, R4, and R7 until it reached router R9. At this point, router
R9 would send the packet onto 128.4.2/24 as a data-link broadcast, so that it would be
received and processed by all attached hosts. Directed broadcasts such as these are also
sometimes humorously referred to as letter bombs.

Finally, suppose that SI wants to send a ping to every host attached to a subnet of
128.4/16 (whether this is a good idea is left as an exercise for the reader). The ping is
then addressed to the all-subnets-broadcast address of 128.4.255.255 and is forwarded as
a data-link unicast until it reaches router R7. At this point, in order to be received by all
hosts on all 128.4/16 subnets, the packet will be forwarded instead as a data-link broad-
cast. However, to avoid disastrous forwarding loops, a procedure called reverse-path
broadcasting [54] must be employed (similar precautions are used by IP multicast rout-
ing). The reverse-path broadcasting inhibits forwarding in certain circumstances: When
a router receives the data-link broadcast, it checks to see whether the interface it
received the packet on would be used to forward unicast traffic back to the packet
source. If so, the packet is accepted and forwarded out all other interfaces belonging to
the subnetted network. If not, the packet is dropped.

In our example, the entry router to the subnetted network 128.4/16, router R7, will
broadcast the ping onto subnet 3, where it will be received by routers R8 and R9 and
broadcast onto subnets 1 and 2, respectively. R7 will also send a copy of the ping over its
point-to-point connection to router R9. R9, however, will discard the ping received over
the point-to-point link, since its route back to the ping's source, SI, goes over the LAN
segment 128.4.3/24 instead of the point-to-point link to R7. By discarding the ping
received over the point-to-point link, router R9 avoids forwarding duplicate pings onto
subnet 2.

9.3.1 Multicast Forwarding

The path that a multicast datagram takes, from source host to group members, depends
on the type of multicast routing protocol in use. In all cases, the datagram's path forms a
tree.

In the case of source-based multicast routing protocols (DVMRP, MOSPF, PIM Dense),
a separate tree is calculated for each combination of multicast source and destination
group. Assuming that the LAN segments in Figure 9.1 have cost 1 and that the costs
of the point-to-point links are as labeled, the three source-based trees that would be
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calculated for group Gl are as shown in Figure 9.3. "Tree" means that there is exactly
one path from the source to each group member, illustrated by the path from source S2
to the group Gl member on 192.7.1/24. There are two possible equal-cost paths to the
group member, one through Rll and the other through RIO. If both paths were used,
two copies of each datagram would be received by the group member; therefore the
path through RIO is pruned, leaving only the path through Rll. All source-based multi-
cast routing protocols have ways to prune these equal-cost paths.

In the shared-tree protocols (PIM Sparse, CBT) a single tree is built for each group,
regardless of source. A router is selected as the root for the group's tree, with the group
members added as leaves. In PIM, this router is called the Rendezvous Point (RP); in CBT,
this router is called the core. In our example, if router R4 is selected as the RP, the shared
tree that would result for group Gl is as shown in Figure 9.4.

The shared tree consists of routers R3, R4, R5, R6, and Rll. Multicast datagrams
from sources that are not on the shared tree (SI and S3 in our example) are encapsulated
by the first-hop routers (Rl and R8, respectively) and then forwarded to the Rendez-
vous Point, R4, as unicasts (shown in Figure 9.4 as directed dashed lines). At that point,
R4 decapsulates the datagram and multicasts the datagram down the shared tree
toward the group members. In both PIM Sparse and CBT, an optimization is made if the
first-hop router is already on the shared tree (as would be the case when the sender was
also a group member). In this case, the multicast is multicast along the shared tree by the
first-hop router, both downstream (away from the RP) and upstream toward the RP—
exactly as you would forward multicast datagrams at the link-layer in a spanning-tree
bridged network [107], This optimization is performed by default in CBT. In PIM
Sparse, it requires explicit action by the RP, which tells the routers between the source
and RP to revert to source-based routing (as in PIM Dense) for the particular source (S2
in Figure 9.4).

Shared-tree multicast routing algorithms were designed in an attempt to scale mul-
ticast to larger network sizes than were possible with the older, source-based algorithms
DVMRP and MOSPF. The idea behind shared-tree protocols is to reduce information
that routers need to maintain. You can see this in comparing Figures 9.3 and 9.4; routers
running a source-based multicast algorithm may have to keep track of three trees,
whereas routers running the shared-tree algorithm need keep track of only the single
tree. Yet shared-tree protocols create problems of their own, which have so far pre-
vented their adoption.

• Less efficient paths. As you can see by comparing the path between source SI and
the group member on 192.5.1/24 in Figures 9.3 and 9.4, the shared-tree proto-
cols chose a longer path than the path found by the source-based protocols.

• Traffic concentration. As you can see by looking at the two figures, the source-
based protocols use more links than the shared-tree protocols do. By concentrat-
ing the same amount of traffic on fewer links, shared-tree protocols may create
bandwidth shortages.
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Figure 9.3 Source-based trees for group Gl.
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Figure 9.4 Shared multicast tree for group Gl.

Robustness. Source-based protocols are distributed and are not affected much by
the failure of a single router. However, in shared-tree protocols, the failure of the
RP is a big problem.

RP selection. In shared-tree protocols, an extra step must be performed in order
to get multicast forwarding working: An RP must be selected. This selection can
be done manually. Bootstrap algorithms allowing automatic selection of RPs
have also been proposed [70].

Multicast Router Processing

Here we examine how a multicast router forwards IP multicast datagrams, along the
lines of the unicast-forwarding discussion in Section 1.2. The forwarding process starts
when the source host transmits the datagram onto the local segment as a data-link mul-
ticast. The local multicast router (in fact, all multicast routers attached to the local seg-
ment) receives it, because it has "opened up" its data-link multicast filters so that it
receives all multicasts, regardless of destination. The router then verifies the IP header
as it would for a unicast packet, including checking that the TTL in the datagram's IP
header is greater than 1. If there are any problems with the IP header, the packet is dis-
carded silently—no ICMP errors are ever sent in response to a received IP multicast
datagram.
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The router then decrements the TTL in the IP header by 1 (modifying the header
checksum accordingly) and finds the matching multicast routing table entry for the
multicast datagram. These entries are also called multicast cache entries, since some mul-
ticast routing protocols create entries dynamically as matching datagrams are received
(see Section 10.3). The matching multicast routing table entry tells the router whether
it is on the multicast forwarding path (which, as we have seen, forms a tree) for the
datagram and, if so, how the router should forward the datagram farther down the
path.

If a source-based routing protocol is being used, the routing table entries are
indexed on source and destination group, whereas shared-tree protocols index their
entries on destination group only. Figure 9.5 shows sample multicast routing table
entries for router R6 that match a datagram having source S3 and destination Gl. In
either case, the routing table entry specifies an incoming interface and a list of outgoing
interfaces. If the incoming interface is empty or if there are no outgoing interfaces, the
router is not on the datagram's path, and the datagram is silently discarded. If the data-
gram was received on an interface other than the incoming interface found in the rout-
ing table entry, the datagram is again discarded. This circumstance typically indicates
the existence of multiple paths.

Source-based tree

Source network: 128.4.1/24

Destination group: Gl

Incoming interface: from R8

Outgoing interfaces: to 192.5.2/24

(a)

Shared tree

Destination group: 61

Incoming interface: from 192

Outgoing interfaces: to 192.

.5.3/24

5.2/24

(b)

Figure 9.5 Router RT6's multicast routing table entry matching a datagram with source S3 and destination Gl.
(a) The matching entry for a source-based multicast routing protocol; (b) the entry for a shared-tree protocol.

If the incoming interface in the entry matches the interface on which the datagram
was received, the datagram is transmitted as a data-link multicast out the outgoing
interfaces specified in the entry. It is possible that the datagram will have to be frag-
mented before being transmitted on some interfaces, especially since there is no equiva-
lent to Path MTU discovery for multicast.

Each outgoing interface may have additional parameters. For example, the entry
may specify a TTL threshold for an outgoing interface: Datagrams whose TTL is less
than the threshold will not be forwarded out the interface. TTL threshold may be per-
formed as a way to control the scope of multicast datagrams (see Section 9.4) or as
an optimization noting the number of router hops to the nearest group member (Sec-
tion 10.1.1). The outgoing interface also may be configured as an administrative
boundary, preventing the forwarding of administratively scoped multicast groups
(Section 9.2).
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Multicast forwarding entries are described further in Section 10.3.1. A multicast
traceroute facility (Section 12.11) has been developed and deployed, enabling
debugging of multicast forwarding in the MBONE. There is also an IP multicast routing
MIB [142], allowing a network administrator to examine multicast routing table entries.

The forwarding process then repeats at the next-hop multicast router, until all the
group members have been reached. Note that multicast datagrams are replicated during
the forwarding process as the paths to the group members diverge. Sometimes this rep-
lication is done by the router (router Rl at the lower left of Figure 9.3) and sometimes as
a by-product of transmitting the datagram as a data-link multicast (segment 192.5.3/24
at the top of Figure 9.3).

9.4 MBONE

The Internet's multicast service is provided by the Multicast Backbone (MBONE). The
MBONE was first created in March 1992, organized to audiocast proceedings at an IETF
meeting to those people who could not attend [69]. Today the MBONE is still used to
broadcast IETF meetings (now both audio and video), for teleconferences and interac-
tive meetings between researchers, and to broadcast interesting events, such as launches
of the space shuttle. The MBONE is also a breeding ground for the development of mul-
ticast tools, routing protocols, and applications (Section 9.2). However, the MBONE
is still not yet a production service—ISPs are still reluctant to run IP multicast code in
their routers, and the MBONE is not available to the public at large (that is, the average
19.2K/sec dial-up user).

Since most of the Internet's routers do not have multicasting forwarding capabilities
(or at least do not have it turned on), the MBONE's routers are typically UNIX worksta-
tions running the mrouted program [62], which is an implementation of the DVMRP
routing protocol. To get multicast packets through the Internet's multicast-ignorant
routers, these mrouted workstations are connected via tunnels (Section 1.2.3). This cre-
ates a virtual multicast topology, overlaid on the Internet's unicast topology.

For example, suppose that none of the routers in Figure 9.1 had multicast capability.
To establish multicast connectivity between sources and group members, each source
and destination would run the mrouted program, including the workstations Wl and
W2. The mrouted routers would then be connected via tunnels, resulting in the virtual
topology of Figure 9.6.

The tunnel topology in Figure 9.6 is fairly rational; the real tunnel topology in the
MBONE is definitely less planned. In fact, that is one of the things that network opera-
tors dislike about MBONE tunnels—it is difficult to tell when someone has configured
an MBONE tunnel through one's network. MBONE tunnels can carry a lot of data
traffic, such as packet video, so network operators like to know of their existence in
advance. Figure 9.6 demonstrates another problem with the tunnel topology: You can
get multiple copies of a multicast datagram going over a single segment. Suppose that
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192.6.
128.4.1/24

192.7.1/24

Figure 9.6 Constructing an MBONE topology from Figure 9.1.

SI were also a member of group Gl. Then if S3 sent a multicast datagram to group Gl,
separate copies would get forwarded by W2 over the tunnels to Wl, SI, and the group
member on 192.7.1/24. Unfortunately the latter two tunnels both go over the link
between routers R7 and R4.

Besides the multicast traceroute facility, the MBONE has other diagnostic tools
as well. The mrinf o program can be used to query the configuration of a DVMRP
router. The map_mbone program can use the same query mechanism to produce a map of
the MBONE tunnel topology.

The core of the MBONE uses DVMRP exclusively. But other routing protocols, such
as MOSPF and PIM, are sometimes used at the edges.

TTL Thresholds

The MBONE also uses IP TTL in a novel way. A network administrator can configure
TTL thresholds on the tunnels into the administrator's site. When a threshold is config-
ured, packets having TTL less than the threshold are discarded instead of being for-
warded across the tunnels. Conventions were then established for the initial TTLs used
by common MBONE applications. If the administrator then wanted to prevent certain
applications from entering the administrator's site, the TTL threshold would be config-
ured higher than that application's initial value.
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Table 9.3 shows the initial TTLs for common MBONE applications, taken from the
MBONE FAQ [36]. For example, if you want to allow only the four IETF audio channels
into your site, you would configure a threshold of 128.

Table 9.3 Default TTL Values for MBONE Applications

MBONE Application

IETF channel 1 low-rate GSM audio

IETF channel 2 low-rate GSM audio

IETF channel 1 PCM audio

IETF channel 2 PCM audio

IETF channel 1 video

IETF channel 2 video

Local event audio

Local event video

Initial TTL

255

223

191

159

127

95

63

31

Threshold

224

192

160

128

96

64

32

1

It turns out that discarding packets due to TTL threshold has an adverse effect on
DVMRP's pruning mechanism (Section 14.2). If a router discards a packet due to insuffi-
cient TTL, it cannot tell whether any group members are downstream and so cannot
determine whether it should send prunes upstream. For that reason, TTL thresholds are
being phased out in favor of administratively scoped group addresses (Section 9.2).

Further Reading

In Chapter 10, MOSPF, we examine the MOSPF multicast routing protocol in detail. The
multicast routing protocols that have been developed for the Internet (DVMRP, MOSPF,
PIM Dense and PIM Sparse, and CBT) are compared and contrasted in Chapter 14,
Multicast Routing Protocols.

IP multicast routing began with Deering's papers [58] and [59], written while he
was working on his Ph.D. at Stanford. These papers are required reading for anyone
interested in multicast routing. Similarly, Wall's thesis [258] and [259] is the basis of the
shared-tree multicast routing protocols CBT and PIM Sparse. Dalai and Metcalfe [54] is
the original paper on reverse-path forwarding.

The lETF's IDMR Working Group has produced a good introduction to multicast
routing in [154].

Those people interested in joining the MBONE should consult the excellent
MBONE FAQ [36]. An entire book has also been published detailing the MBONE and
its operational aspects [131].
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MOSPF

Continuing our discussion of multicast routing, this chapter examines a particular
multicast routing protocol, the Multicast Extensions to OSPF (MOSPF). MOSPF is an
extension of OSPF, allowing IP multicast routing to be introduced into an existing OSPF
unicast routing domain.

MOSPF has seen considerable deployment in private internets. When a network
is already running OSPF, MOSPF is probably a better choice than the more common
DVMRP when introducing a multicast routing capability. Both MOSPF and DVMRP
calculate source-based trees. However, unlike MOSPF's link-state basis, DVMRP uses
Distance Vector routing technology and is susceptible to all the normal convergence
problems of Distance Vector algorithms (Section 2.3). MOSPF also always limits the
extent of multicast traffic to group members, something that a broadcast-and-prune
algorithm (Section 14.1), such as DVMRP, cannot always do. Restricting the extent of
multicast datagrams is desirable for high-bandwidth multicast applications or limited-
bandwidth network links (or both). A more detailed comparison of existing TCP/IP
multicast routing algorithms is given in Chapter 14, Multicast Routing Protocols.

The introduction of MOSPF to an OSPF routing domain can be gradual; MOSPF
will automatically route IP multicast datagrams around those routers incapable of
multicast routing (see Section 10.5), whereas unicast routing continues to function
normally. MOSPF introduces multicast routing by adding a new type of LSA, the
group-membership-LSA, to the OSPF link-state database and by adding calculations
for the paths of multicast datagrams.

187
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From a multicast datagram's source to any given group member, the path that
MOSPF calculates for the datagram is always the shortest in terms of the OSPF link met-
ric. MOSPF also provides explicit support for IP multicast's expanding ring search,
inhibiting all but the necessary multicast datagram traffic as a host looks for the nearest
server (see Section 10.1.1). When the OSPF routing domain is split into areas, MOSPF
employs a hierarchical multicast routing scheme, as described in Section 10.4.

MOSPF can be, and is in isolated places, deployed in the MBONE. A MOSPF
domain can be attached to the edge of the MBONE, or can be used as a transit rout-
ing domain within the MBONE's DVMRP routing system. To use MOSPF within the
MBONE, one must exchange multicast source and group membership information
between MOSPF and DVMRP, analogous to the exchange of routing information
between unicast routing protocols. This exchange is described further in Section 10.6.

10.1 An Extended Example

Figure 10.1 shows a MOSPF routing domain. All routers pictured are running MOSPF.
Five MOSPF routers are attached to a central FDDI ring. These routers in turn attach five
Ethernet segments. To get to segment 128.186.4.0/24, a point-to-point link (between
either routers C and E or routers D and G) must be traversed. Additional point-to-point
connections between routers A and B and between routers D and F have been provided
for backup purposes. Each router interface is labeled with its OSPF cost. Two multicast
groups are shown. Group Gl has members on segments 128.186.4.0/24,128.186.5.0/24,
and 128.186.6.0/24, whereas group G2 has a single member on segment 128.186.4.0/24.

First, we examine the forwarding of multicast datagrams when the network is in
steady state: All links are operational, and all group members have joined their respec-
tive groups. Then we examine MOSPF's response to network changes. These changes
include hosts joining and leaving multicast groups and network links and routers
becoming inoperational and then returning to operation.

10.1.1 Steady-State Forwarding Behavior

Let us consider how an Internet radio transmission might work. In Figure 10.1, worksta-
tion SI is the originator of a radio station, sending digital audio packets on its "radio
channel," the multicast group address Gl. Gl itself is a Class D IP address; we'll use the
address 226.1.7.6 in this example. Radio listeners have tuned their workstations into
Si's radio station by joining the group Gl. There are listeners on the LAN segments
128.186.4.0/24,128.186.5.0/24, and 128.186.6.0/24.

SI sends its audio packets out onto its local Ethernet segment, 128.186.1.0/24,
encapsulated in IP headers whose destination address is set to 226.1.7.6. These pack-
ets are multicast onto the Ethernet segment at the data-link level; the IP multicast
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Figure 10.1 An MOSPF routing domain.

destination of 226.1.7.6 is algorithmically mapped to an Ethernet data-link multicast
address of Ox01005e010706 (see [56], [212]).

Since the audio packets are multicast onto Si's Ethernet segment, hosts and routers
connected to 128.186.1.0/24 can receive the audio packets by properly programming
their Ethernet adapters. A radio listener connected to the segment (of which there are
none) would program its Ethernet adapter to receive packets sent to Ox01005e010706. A
multicast router, such as router A, programs its Ethernet adapter to receive all multicast
packets; this is sometimes said to be putting the adapter into promiscuous mode.

Thus router A receives the audio packets. Recognizing that it is on the shortest path
between SI and one or more members of Gl (in this case, it is on the path to all Gl mem-
bers), router A then multicasts the audio packets onto the FDDI segment 128.186.3.0/24.
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As for Ethernet, there is an analogous mapping between the IP multicast address and an
FDDI multicast address, resulting in the audio packets' being multicast onto the FDDI
segment at the data-link level.

Routers B, C, D, and F receive the audio packets multicast onto the FDDI segment.
Router B simply discards the audio packets, since it is not on the shortest path between
SI and any Gl group member. Routers C and D are both on shortest paths between
SI and the group member on segment 128.186.4.0/24. Only one router will for-
ward the packets, otherwise unwanted replication of the audio stream will result.
MOSPF invokes tie-breaking procedures to choose one shortest path over another (see
Section 10.3). In this case, assuming that router G has a higher OSPF Router ID than
router E does, the shortest path through router D will be chosen. This means that rou-
ter C will discard the audio packets received from the FDDI segment. Router D will
forward the packets to router G, which in turn will multicast them onto the Ethernet
segment 128.186.4.0/24, which contains one of the listeners. Finally, when router F
receives an audio packet from the FDDI segment, it will forward copies onto the
Ethernet segments 128.186.5.0/24 and 128.186.6.0/24, where the other two radio
listeners are located.

Expanding Ring Search

Expanding ring search is a procedure for finding the nearest server. Suppose that in Fig-
ure 10.1, S2 wishes to find the nearest time server. Suppose further that all time servers
belong to a multicast group G2. To find the nearest time server, S2 performs an expand-
ing ring search: first multicasting a query to multicast group G2 with IP TTL 1, then
with TTL 2, and so on, until S2 receives a response. The response will be from the near-
est time server, in terms of router hops.

MOSPF makes expanding ring search more efficient. Let's look at the expanding
ring search performed by S2 in more detail. First, S2 sends a multicast datagram to G2
with a TTL of 1. Router B receives this datagram but is not allowed to forward the data-
gram, since the TTL is too small. Router B then silently discards the datagram; ICMP
error messages, such as TTL Exceeded, are not sent in response to multicast datagrams.
(Note that this means that the unicast traceroute utility does not work for multicast;
see Section 12.11.)

S2 next sends a query to G2 with a TTL of 2. Router B receives this datagram and is
allowed to forward it. However, router B knows that the datagram will never reach the
nearest member of group G2, because of insufficient TTL, and so discards this datagram
too instead of wasting network bandwidth and computing resources. Similarly, it dis-
cards the next query sent by S2. Only when S2 sends a query with TTL of 4 will router B
forward the query onto the FDDI segment 128.186.3.0/24; this query will be forwarded
all the way to the group member on 128.186.4.0/24, where it will produce the appropri-
ate reply.
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10.1.2 Response to Change

We now illustrate the reactions of the MOSPF algorithm to changes within the MOSPF
domain: hosts joining and leaving multicast groups, links going in and out of service,
and so on. We again consider the Internet radio example of Figure 10.1, but this time, we
assume that the radio station has not yet started its broadcast and that no hosts have yet
tuned in to the radio channel.

Now we assume that the following sequence of events transpires.

1. Host SI starts its radio broadcast. SI simply starts sending audio packets to the IP
multicast destination group Gl. On receiving the first of these packets, router A
calculates the shortest paths between the multicast packet's source (segment
128.186.1.0/24) and the members of Gl. Note that router A waits until receiving
the packet before calculating a route for the packet. This on-demand calculation
(see Section 10.3) is in contrast to unicast routing, whereby routes are always
calculated in advance.

Since there are no members of Gl, router A simply discards the audio pack-
ets without forwarding them.

2. The listener on segment 128.186.4.0/24 tunes in. The listener joins multicast group
Gl by sending an IGMP Host Membership Report for Gl onto segment
128.186.4.0/24. The OSPF Designated Router for the segment, which we assume
is router E, then originates a group-membership-LSA and floods the LSA
throughout the MOSPF domain. The group-membership-LSA informs all rout-
ers within the MOSPF domain that 128.186.4.0/24 has a Gl member (see Sec-
tion 10.2).

Router A will receive the group-membership-LSA. The next audio packet
router A receives will cause it to recalculate the path of the audio packets. This
time, the calculation will tell A to forward the multicast onto the FDDI ring
128.186.3.0/24. Routers B, C, D, and F will then calculate the path of the data-
gram, with only D forwarding. When G receives the datagram from D, it too
will run the MOSPF routing calculation before multicasting the packet onto
128.186.4.0/24.

3. The listener on segment 128.186.5.0/24 tunes in. This time, router F will origi-
nate a group-membership-LSA announcing a Gl member. However, this
group-membership-LSA will not label 128.186.5.0/24 with group Gl member-
ship but will instead label router F itself as requesting packets for group Gl.
This happens because 128.186.5.0/24 is a stub network, and labeling the router
instead of the stub network segment accomplishes some aggregation of group
membership information.

All routers will receive the group-membership-LSA originated by router F.
Then, on receiving the next audio packet, they will all rerun their routing cal-
culation for the audio packet's path. However, only router F's forwarding
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behavior changes; router F will now forward the packet by multicast onto
128.186.5.0/24.

4. The listener on segment 128.186.6.0/24 tunes in. Because 128.186.6.0/24 is another
stub network connected to router F, router F does not need to originate another
group-membership-LSA. Router F simply starts forwarding the audio packets
onto 128.186.6.0/24, without any other routers in the MOSPF domain even
noticing.

5. The point-to-point connection between routers D and G fails. Routers D and G origi-
nate new OSPF router-LSAs announcing the link failure and flood the LSAs
throughout the MOSPF domain. After the flood, the next audio packet received
will trigger a path recalculation in routers A, B, C, D, and F. This time, router C
will start forwarding the audio packets to router E, which will then multicast
the packets onto 128.186.4.0/24.

6. The listener on segment 128.186.4.0/24 tunes out. Router E (the Designated Router
on the segment) will eventually notice that the listener has tuned out: The lis-
tener either sends an IGMP Leave Group message (IGMPv2 only; see [71])
when tuning out or simply stops responding to IGMP Host Membership
Queries (see Section 10.2). Router E then flushes the group-membership-LSA
that it had previously originated, thereby telling the MOSPF domain that there
is no longer a Gl member on 128.186.4.0/24. The next audio packet causes a
path recalculation in routers A, B, C, D, and F. Only router C's forwarding
behavior will change; router C will no longer forward audio packets on to
router E.

10.2 Group-Membership-LSAs

The Internet Group Membership Protocol (IGMP; see [56]) is used to communicate
group membership information from hosts to multicast routers, regardless of the multi-
cast routing protocol in use. LAN-attached hosts multicast an IGMP Host Membership
Report onto the LAN when they join a multicast group, informing all local multicast
routers. As long as it remains a member of the group, the host will respond to IGMP
Host Membership Queries sent by the LAN's IGMP Querier, by again sending a Host
Membership Report for the group. Multicast routers need keep track only of whether
there are one or more group members on the LAN; the routers are not concerned with
which hosts belong to the group. For this reason, a host delays for a random amount of
time before answering the Host Membership Query; seeing another Host Membership
Report in the meantime obviates the host's need to respond with its own report.

When it leaves a multicast group, a host stops answering Host Membership Que-
ries. Some time after the last host on the LAN has left the group, the LAN's multicast
routers will realize that there are no longer any group members. This time period is
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called the leave latency. If the hosts and routers are using IGMPv2 [71], leave latency is
reduced by having the hosts send IGMP Leave Group messages when they leave the
multicast group.

In IGMP as specified in [56], it is up to the multicast routing protocol to select the
IGMP Querier. MOSPF assigns IGMP Querier responsibilities to the LAN's OSPF
Designated Router. IGMPv2 provides facilities to elect the IGMP Querier, removing
the need for the multicast routing protocol to select the Querier.

Regardless of which router is providing the query function on the LAN, it is the job
of the LAN's OSPF Designated Router to listen to the Host Membership Reports sent
in response, thereby keeping track of the LAN's group membership. The Designated
Router then reports the LAN's group membership to the rest of the routers in the
MOSPF routing domain by originating group-membership-LSAs.

Group-membership-LSAs have an LS Type of 6. A group-membership-LSA reports
group membership in a single group; the Link State ID of the group-membership-LSA
is the multicast group's Class D IP address. The body of the group-membership-LSA
lists the location of group members by referencing router-LSAs and network-LSAs.
If the router detects group members on one or more of its directly connected stub net-
works (or if the router itself is running multicast applications), it tells the other MOSPF
routers to forward multicasts to the router itself by referencing its own router-LSA.
For those transit networks having group members and for which the router is acting as
Designated Router, the router tells the other MOSPF routers to forward multicasts
to the network by referencing the network's network-LSA. These LSAs are refer-
enced by including their LS Type and Link State ID fields in the body of the group-
membership-LSA.

Let us go back to the example in Section 10.1.2. Router E (OSPF Router ID
128.186.4.1) has been elected Designated Router on LAN 128.186.4.0/24. As a result,
it is also serving as the IGMP Querier, periodically sending IGMP Host Membership
Queries. In the beginning, no group members are on the LAN, and the queries go
unanswered. Then a host joins group Gl (226.1.7.6), sending a Host Membership Re-
port in the process. This report causes router E to originate and to flood the group-
membership-LSA in Figure 10.2. The body of the group-membership-LSA reports
a Gl member on 128.186.4.0/24 by referencing that LAN's network-LSA. This network-
LSA, also originated by router E, has Link State ID equal to 128.186.4.1.

When the other group Gl members join Gl, there will be an additional
group-membership-LSA, this one originated by router F. Since 128.186.5.0/24 and
128.186.6.0/24 are both stub networks connected to router F, F simply lists itself in
the body of the group-membership-LSA by referencing its own router-LSA (Refer-
enced LS Type = 1, Referenced Link State ID = router F's Router ID).

Group-membership-LSAs have area flooding scope. They are used to distribute
group membership information throughout a single area only. Distribution of group
membership information across area and Autonomous System boundaries is one of the
functions of hierarchical multicast routing, the subject of Section 10.4.
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Figure 10.2 Sample group-membership-LSA.

10.3 MOSPF Routing Calculations

Section 10.1 introduced the multicast paths that MOSPF routers calculate between a
multicast source and the destination group's members. This section goes into more
detail about those paths, answering the following questions.

1. How many different multicast paths are there?

2. How often are paths calculated? When do paths need to be recalculated?

3. What data derived from the multicast path calculation does a MOSPF router
store and use in forwarding?

4. If the multicast path calculation is a shortest-path calculation, how is this calcu-
lation different from the OSPF unicast routing calculation, if at all?

The answer to the first question is easy. MOSPF has different paths for each combi-
nation of source network and destination multicast group. This can be many separate
paths. However, the calculation burden that a MOSPF router bears is reduced by the fact
that the multicast routing calculation is performed on demand: A MOSPF router calcu-
lates a multicast path for a given source network and multicast group only when the
router receives a matching datagram.

This behavior accomplishes two things. First, it spreads the number of routing cal-
culations out over time, as opposed to the unicast routing behavior of calculating all the
routes at once. Second, a MOSPF router will never have to calculate paths for a given

LSAge

Options LS Type

Link State ID -

- Advertising Router —

— LS Sequence Number —

LS Checksum

Length

- Referenced LS Type —

— Referenced Link State ID —

0

E-bit. LS Type 6 (group-membership-LSA)

226. 1.7. 6 (group G1)

128.186.4.1 (router E)

0x80000001

Ox3da9

28 bytes

2 (network)

128.186.4.1 (128.186.4.0/24)
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source network and destination group combination unless the router is along the path
between source and one or more destination group members. Often, however, MOSPF
routers along the multicast path will not forward the datagram, as the example in Sec-
tion 10.1 demonstrates. The aggregation of sources and destination groups achieved
when organizing MOSPF routing hierarchically (Section 10.4) further lessens, some-
times drastically, the number of paths that a MOSPF router calculates.

Multicast paths must be recalculated when network conditions change—routers or
links go in and out of service or when hosts join or leave multicast groups. We will go
into the causes of path recalculation in more detail after we discuss the precise data that
a MOSPF router must store from a multicast routing calculation—the multicast for-
warding cache entry.

10.3.1 The Multicast Forwarding Cache

MOSPF routers calculate the path of the multicast datagram from the datagram's source
to its destination group members. However, it is not necessary for the MOSPF router to
store the entire path. Only the router's position with respect to the path is important.
This position is stored within a multicast forwarding cache entry.

As mentioned earlier, there are separate paths, and therefore separate forwarding
cache entries, for each source network and destination group combination. Each of the
router's forwarding cache entries contains information about

• The router or network from which the router must receive matching datagrams. This
information is needed because multicast datagrams are replicated when for-
warded. In order to ensure that only one copy of each datagram is received on
any particular segment, those replications taking more circuitous paths must be
discarded.

It would be more natural to specify the receiving router interface for each
datagram. MOSPF instead specifies the network or router from which the data-
gram must be received because in one case, MOSPF cannot determine the
receiving interface exactly: when multiple point-to-point links connect the
router to the neighbor. For example, suppose that in Figure 10.1, there are two
point-to-point links between routers D and G. When building the path of a mul-
ticast datagram sent from SI to group Gl, MOSPF can determine which link
router D will send the datagram on, but router G cannot determine which of the
two links it will receive the datagram on—router D advertises the sending half
of the links and router G the receiving half, but there is insufficient information
within the OSPF link-state database to match the sending and receiving halves.

• The interfaces out which the router should forward matching datagrams. For
nonbroadcast networks, either NBMA or Point-to-MultiPoint, a router keeps
track of which neighbors the datagrams must be sent to, since datagrams must
be forwarded separately to each neighbor. Regardless of whether an interface or
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neighbor appears in the forwarding cache entry, the number of hops to the near-
est group members reached via the interface or neighbor is also recorded. This
information indicates the minimum TTL that multicast datagrams sent via the
interface/neighbor must have in order to reach any group member and enables
optimization of MOSPF's expanding ring search (see Section 10.1.1).

As an example of a forwarding cache entry, consider again the MOSPF routing
domain in Figure 10.1. In router D, the forwarding cache entry for source network
128.186.1.0/24 and destination group Gl would indicate that matching datagrams must
be received from network 128.186.3.0/24, in which case they are forwarded out the
interface to router G, where the nearest group member is one hop away.

There is a multicast routing table MIB, described in [142], that allows you to exam-
ine multicast forwarding cache entries via SNMP. This MIB describes cache entries and
multicast routing statistics in a way that pertains not only to MOSPF but also to other
multicast routing protocols, such as DVMRP and PIM.

A router can clear one or more of its multicast cache entries at any time. The multi-
cast cache entries will simply be rebuilt the next time a matching multicast datagram is
received. However, certain multicast cache entries must be deleted in order to force
rebuilding when network conditions change, as explained next.

10.3.2 Maintaining the Multicast Forwarding Cache

When changes occur within the MOSPF routing domain, certain multicast paths also
change, requiring that forwarding cache entries be rebuilt. However, MOSPF routers do
not rebuild the forwarding cache entries directly. Instead they simply delete the cache
entries. These entries will then be rebuilt as matching datagrams are received, in exactly
the same manner as the entries were constructed in the first place. Building the forward-
ing cache entries as matching datagrams are received spaces the routing calculations out
over time rather than trying to recalculate all cache entries at once.

Which entries need to be deleted, forcing a later recalculation? The answer depends
on the nature of the change within the MOSPF domain. A MOSPF router knows that
something has changed when it receives an updated LSA whose contents have been
altered. The LSA's type indicates the nature and extent of the change.

Reception of a modified router-LSA or network-LSA indicates a router or link fail-
ure (or restoral), or maybe a change in link cost. In these cases, it is impossible to tell
precisely which multicast paths will be affected, so a MOSPF router deletes all cache
entries. In contrast, reception of a modified group-membership-LSA indicates that the
membership of a particular group has changed. In this case, a MOSPF router needs to
delete only those cache entries that pertain to the particular group.

Going back to our example in Figure 10.1, if the link between routers D and G fails,
new router-LSAs for D and G will be flooded throughout the MOSPF domain, which
will in turn cause all forwarding cache entries (in all routers) to be cleared. If, however,

IT-EBOOKS.DIRECTORY

http://www.it-ebooks.directory/


Section 10.3 MOSPF Routing Calculations 197

the group G2 member on segment 128.186.4.0/24 leaves G2, router E will flood a
new group-membership-LSA for G2, and only cache entries pertaining to G2 will be
deleted.

When examining hierarchical multicast in MOSPF (Section 10.4), we will see that in
general, the farther away the change is from a given router, the fewer cache entries the
router has to delete. This is an important property for the scaling of multicast routing in
a MOSPF domain.

10.3.3 Calculating a Multicast Datagram's Path: Details

As mentioned previously in this chapter, the MOSPF multicast routing calculation is
very similar to OSPF's unicast routing calculation. Both calculate shortest-path trees,
using Dijkstra's algorithm. However, as we examine the details of MOSPF's routing cal-
culation, we will notice some differences.

In OSPF's unicast routing calculation, the shortest-path tree is rooted at the calculat-
ing router itself. A router can get away with this because it does not care about which
interface a unicast datagram is received from—the datagram is going to be forwarded
based purely on its IP destination address. Rooting the shortest-path tree at the calculat-
ing router also allows the router to calculate routing table entries for all destinations at
once. However, in order to control replication of multicast datagrams, the MOSPF
forwarding decision must be based on both the datagram's source and destination
addresses. This forces the shortest-path trees calculated by MOSPF to be rooted at the
datagram source. One additional consequence of root placement is that, whereas unicast
calculations are always specific to the router doing the calculation, every MOSPF router
performs the exact same calculation for a given multicast datagram.

Figure 10.3 shows the shortest-path tree calculated for a multicast datagram sent by
source SI to destination group Gl in Figure 10.1. Routers A-G all calculate the same
tree, in which the backup links between routers A and B and between routers D and F
have been pruned.

Another difference between unicast and multicast calculations occurs in the treat-
ment of stub networks. In the MOSPF routing calculation, excepting the source network,
stub network segments do not appear. In MOSPF, group membership of a stub network
is aggregated and advertised by the stub network's router. In Figure 10.3, router F is
advertising membership in group Gl for its two attached stub networks.

We have been using the term tree a little loosely in this discussion. The unicast OSPF
calculation keeps redundant shortest paths for its equal-cost multipath load-balancing
feature. However, in multicast forwarding, redundant paths would cause unwanted
datagram replication. In order to remove the redundant paths, the MOSPF calculation
introduces tiebreakers that cause one shortest path to be preferred over another: When
multiple shortest paths exist to a network or router, the path whose previous hop router
or network has the highest address is chosen. In Figure 10.3, two shortest paths exist to
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Figure 10.3 MOSPF shortest-path tree. Dashed links labeled with A are pruned when removing redundant
shortest paths. Dashed lines labeled with B are pruned when removing links that do not lead to group Gl
members.

network 128.186.4.0/24. Assuming that router G has a higher Router ID than router E
does, the path through router G is chosen, causing the connection from router E to
128.186.4.0/24 to be pruned from the tree.

One case in which MOSPF cannot automatically detect the presence of redundant
paths is when multiple IP subnets have been assigned to the same physical segment
(see Section 5.1). MOSPF sees such subnets as completely separate entries, yet for the
purpose of multicast forwarding, they are the same segment, because IP multicast for-
wards datagrams as data-link multicast, thereby transcending IP subnet boundaries.
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These types of redundant paths must be removed through configuration (see Section 6.3
of [171]).

Dijkstra's algorithm calculates routes to all destinations at once. However, the
MOSPF calculation is concerned only with calculating the paths from a source to a spe-
cific group. Therefore the final part of the MOSPF routing calculation prunes those
paths that do not lead to members of the group. In our example in Figure 10.3, routers B,
C, and E and their links are pruned from the tree because they do not lead to members
of group Gl.

10.4 Hierarchical Multicast in MOSPF

The goal of hierarchical multicast routing is the same as for hierarchical unicast routing:
reduce the resources consumed by the routing algorithms, thereby enabling the network
to scale to large sizes. OSPF implements a two-level hierarchical routing scheme for uni-
cast routing by splitting an OSPF routing domain into areas (see Chapter 6). MOSPF
uses this OSPF area organization to implement a hierarchical multicast routing scheme.

Hierarchical routing in MOSPF allows both datagram source information and mul-
ticast group membership to be aggregated at area boundaries. This aggregation can
drastically reduce the number of forwarding cache entries in a router, thereby reducing
the number of routing calculations a MOSPF router must perform. However, just as for
unicast routing, hierarchy can have disadvantages. The disadvantage of hierarchy for
unicast traffic was that you sometimes get suboptimal paths (see Section 6.1). In MOSPF,
the disadvantage of hierarchy is that multicast datagrams are sometimes forwarded
unnecessarily, only to be discarded later (see Section 10.4.1).

We explore the effects of hierarchy on MOSPF in two parts. In Section 10.4.1, we
show how the location of datagram sources and multicast group membership is con-
veyed across area boundaries. In Section 10.4.2, we describe how the MOSPF routing
calculation changes in the face of hierarchy and the effect on the paths of multicast data-
grams. In both sections, we give examples, using the hierarchical MOSPF domain pic-
tured in Figure 10.4. The example consists of four separate areas, in which virtual links
have been configured between router D and each of the routers B, C, E, and F in order to
connect all areas to the backbone area. Area 0.0.0.3 has no configured virtual links and
so does not provide transit service. Area 0.0.0.3 is configured to aggregate its two sub-
nets, advertising the aggregate 10.17.0.0/16 to the other areas in OSPF summary-LSAs.

A MOSPF domain (also called Autonomous System) can be embedded in a larger
multicast routing domain. In that case, further levels of multicast hierarchical routing
can be achieved, essentially replicating the MOSPF area mechanisms at the AS bound-
ary, where datagram source information and group membership can be further aggre-
gated. This case is explored further in Section 10.6, using the example of embedding a
MOSPF domain inside a DVMRP routing system.
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Figure 10.4 A hierarchical MOSPF routing domain.
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10.4.1 Advertising MOSPF Information in the Presence of Hierarchy

Area border routers advertise unicast routing information across area boundaries in the
form of summary-LSAs (see Section 6.1.1). These same summary-LSAs also serve to
communicate the presence and location of multicast sources, as long as the MC-bit is set
in the summary-LSAs' Options field. An area border router can aggregate multicast
source information by advertising an address prefix that incorporates multiple IP sub-
nets. Aggregation of multicast sources reduces the number of multicast forwarding
cache entries required, reducing resource requirements on the MOSPF routers.

For example, in Figure 10.4, router F advertises a single summary-LSA for the prefix
10.17.0.0/16 into area 0.0.0.2. By setting the MC-bit in this summary-LSA, router F lets
the routers within area 0.0.0.2 know that the prefix contains multicast sources. By aggre-
gating IP subnets 10.17.1.0/24 and 10.17.2.0/24 into a single summary-LSA, router F
allows routers internal to area 0.0.0.2 (for example, router H) to cover both sources S3
and S4 with a single forwarding cache entry.

Multicast group membership in nonbackbone areas is always advertised into the
backbone area (area ID 0.0.0.0). An area border router aggregates the group membership
of its attached nonbackbone areas by originating group-membership-LSAs into the
backbone area. Analogous to the way MOSPF hides which specific stub networks con-
tain group members, the area border router simply lists itself as wanting to receive mul-
ticasts for certain groups. Again using Figure 10.4 as an example, we see that router B
requests datagrams addressed to Gl by advertising a group-membership-LSA for
group Gl into the backbone area. Routers within the backbone area will then forward
group Gl traffic to router B, even though they do not know which nonbackbone areas
attached to router B have group Gl members. Similarly routers D, E, and F also adver-
tise Gl membership into the backbone, whereas routers C, D, and E advertise G2
membership.

In this way, the MOSPF routers within the backbone area know the identity, but not
necessarily the precise location, of all groups within the MOSPF routing domain. How-
ever, routers internal to nonbackbone areas do not even know which groups have mem-
bers within other areas. To deliver multicast datagrams to other areas, the multicast
equivalent of default routing is employed: The nonbackbone area's area border routers
advertise themselves as wildcard multicast receivers. Wildcard multicast receivers are
those MOSPF routers that wish to receive all multicast datagrams, regardless of destina-
tion group. By labeling all area border routers as wildcard multicast receivers, all multi-
cast datagrams originating in nonbackbone areas are forwarded to the backbone area,
where they can be forwarded in turn to area border routers requesting the particular
multicast group.

In our example, routers B, D, and F advertise themselves as wildcard multicast
receivers in area 0.0.0.2. If S2 then sends a multicast datagram to group G2, router H will
forward the datagram on to routers B and F, even though router H has no idea whether
any group members of G2 exist. From there, the multicast datagrams are forwarded to
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those backbone routers requesting G2 datagrams (C and D); finally, router C (chosen
over router D by the MOSPF hierarchical routing calculation; see Section 10.4.2) will for-
ward the datagram to router G, which will multicast the datagram onto the 10.16.3.0/24
segment.

The path just described shows the trade-off made in MOSPF hierarchical routing:
network bandwidth for a reduction in the number of cache entries. In order to hide
group membership information from routers in area 0.0.0.2, and to hide membership
location information from the backbone routers, the datagram sent by S2 to group G2 is
unnecessarily sent to router D (through router F), where it is then discarded in favor of
the path through routers B and C.

10.4.2 Routing Calculations in Hierarchical MOSPF

In the presence of hierarchy, calculation of the path of multicast datagrams must change
slightly. These changes are due to the aggregation of sources and group membership
across area boundaries. The neighborhood of a source in another area cannot be deter-
mined completely, and so the source's location must be estimated using summary -
LSAs. Also, the location of group members cannot always be precisely pinpointed;
wildcard receivers must remain on all multicast paths regardless of destination multi-
cast group.

Paths are calculated for each area separately. The path through area 0.0.0.2 of a mul-
ticast datagram sent by source SI to group Gl is shown in Figure 10.5. The area border
routers in area 0.0.0.2 provide estimates of the location of the source through their
summary-LSAs. All routers in area 0.0.0.2 end up being on the path of the multicast
datagram: Router B provides the entry of the datagram to the area, router H because
there is a group Gl member on H's attached stub network, and routers D and F be-
cause they are wildcard multicast receivers in area 0.0.0.2. Router D provides an equal-
cost entrance to area 0.0.0.2 for the datagram on its way to routers D and F, but this
alternative path is removed by MOSPF tiebreakers.

To create the entire path throughout the MOSPF domain, the area border routers
merge the shortest-path trees for the individual areas. Assuming that the routers labeled
with letters later in the alphabet have larger OSPF router IDs, the resulting complete
path for our example is as shown in Figure 10.6. Note that some area border routers
receive datagram copies from multiple areas. In this case, MOSPF tiebreakers will again
dictate which interface (if any) should accept the datagram for further forwarding,
whereas datagram copies received on all other interfaces are discarded. In our example,
router D receives copies from routers B and C but forwards neither.

As mentioned earlier, the farther away from a router a network change occurs, the
fewer forwarding cache entries need to be recalculated. A change in an area not directly
attached to the router may cause no new summary-LSAs to be flooded; in this case, the
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Figure 10.5 Path of datagram sent by SI to group Gl, through area 0.0.0.2.

change is completely hidden from the router, and no forwarding cache entries need be
recalculated. If summary-LSAs do get updated, only those forwarding cache entries
whose sources fall into the range of the summary-LSA need be redone.

Figure 10.6 again demonstrates that MOSPF hierarchical routing can produce
extraneous forwarding hops. For example, routers C, D, E, and G receive copies of the
datagram, only to have it be eventually discarded before reaching any group members.
In these cases, MOSPF could benefit from a DVMRP-like pruning message (see Sec-
tion 14.1).

10.5 Backward Compatibility: Mixing with Nonmulticast Routers

In order to be able to deploy a multicast routing capability incrementally, a multicast
routing protocol must be able to deal with situations in which the multicast topology is
different from the unicast topology. Some routers in a network may be capable of multi-
cast forwarding, and others may not. This difference may be short in duration—for
example, as new software is deployed in a network's routers. Or the difference may be
more protracted—for example, the Internet's MBONE imposes a different multicast
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Figure 10.6 Complete path of datagram from SI to group Gl.
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topology overlaying the unicast topology, a situation that has persisted since the
MBONE's inception in 1992 [69].

MOSPF routers deal with differences between multicast and unicast topology by
forwarding multicast datagrams around those OSPF routers not running MOSPF.
MOSPF routers announce their multicast capability by setting the MC-bit in the Options
field of their router-LSAs (see Chapter 7). Then, when a MOSPF router calculates the
path of a multicast datagram, only those router-LSAs with MC-bit set are included in
the calculation.

The advertisement of multicast sources across area boundaries piggybacks on the
advertisement of unicast information across area boundaries in summary-LSAs. This
behavior does not require that multicast and unicast capabilities match along area
boundaries: If the MC-bit is not set in a summary-LSA, the summary-LSA is used only
in unicast calculations. In this case, MOSPF uses the MC-bit to indicate whether the area
border router advertising the summary-LSA is both (a) running MOSPF and (b) capable
of forwarding multicast datagrams across area boundaries.

In the analogous situation of inter-AS multicast, MOSPF uses the MC-bit in
AS-external-LSAs to signal differences in multicast and unicast topology along AS
boundaries. This case is explained further in Section 10.6.

Restrictions

On LANs, mixing MOSPF routers with OSPF routers incapable of running MOSPF
poses some problems. All such problems can be solved by making sure that a MOSPF
router is elected Designated Router for the LAN, which is guaranteed when the non-
MOSPF routers are assigned a Router Priority of 0 (see Section 5.2).

When using IGMP as specified in [56], the OSPF Designated Router is assigned the
IGMP Querier function, responsible for sending periodic IGMP Host Membership
Queries onto the LAN. The Designated Router is relieved of this function when IGMPv2
[71] is deployed, because IGMPv2 itself implements a Querier election.

However, regardless of which version of IGMP is in use, the OSPF Designated
Router is responsible for originating group-membership-LSAs to report the LAN's
group membership throughout the MOSPF domain. In addition, the normal OSPF rules
for processing optional LSA types apply to group-membership-LSAs: Only MOSPF
routers are required to store and flood group-membership-LSAs. Due to the central role
that the Designated Router plays in flooding LSAs across the LAN (see Section 5.2),
group-membership-LSAs will not be forwarded across the LAN unless the Designated
Router is MOSPF-capable. It is this last restriction that caused the flooding of unknown
LSA types to be changed in OSPF for IPv6 (see Section 3.7). In OSPF for IPv6, unknown
LSA types are always flooded locally; in the case of group-membership-LSAs, this
means that group-membership-LSAs would be flooded across a LAN even if the Desig-
nated Router were not MOSPF-capable.
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10.6 MOSPF in the MBONE

Just as there are multiple unicast routing protocols deployed in the Internet, there
are also multiple multicast routing protocols in use. To forward datagrams between
domains using different routing protocols, information must be exchanged between the
routing protocols. In unicast routing, this information is the location of IP destinations.
In multicast routing, this information is the location of multicast sources and destination
groups.

This section describes the exchange of information between MOSPF and DVMRP,
the routing protocol deployed in the MBONE (see Section 14.2). In order to connect a
MOSPF domain to the MBONE, one or more of the routers within the MOSPF domain
must also run DVMRP. In the interaction between the two protocols, MOSPF plays the
multicast equivalent of an IGP, whereas DVMRP acts like an BGP. An example of a
MOSPF domain connected to the MBONE is shown in Figure 10.7. Routers A and D run
both MOSPF and DVMRP, leaking multicast routing information from one protocol to
the other. In addition, a BGP connection on router C provides unicast connectivity to the
Internet.

10.20.2.0/24

10.20.3.0/24

Figure 10.7 Example MOSPF domain within the MBONE.
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Probably the best way to view the interaction between MOSPF and DVMRP is to
think of the MOSPF domain as an extended Ethernet segment within the DVMRP rout-
ing system.

• DVMRP routers consider the group membership of their attached network seg-
ments when deciding whether to send prune messages: If none of the DVMRP
router's attached network segments have group members and if all of its subor-
dinate DVMRP routers (see Section 14.2) have sent prunes for a given source
and destination group, the router itself will send matching prunes back toward
the source. Similarly a router running both DVMRP and MOSPF will send
prunes if (a) there are no group members in the MOSPF domain and (b) all of
its subordinate DVMRP routers have sent prunes.

• DVMRP routers include the addresses of their directly attached LAN segments
in DVMRP routing updates. A router running MOSPF and DVMRP will include
all MOSPF intra-area and inter-area addresses in its DVMRP updates.

• In order to get DVMRP routing information across a MOSPF domain, one must
exchange DVMRP routing messages between the DVMRP routers at the edge of
the MOSPF domain—this is analogous to running IBGP to communicate BGP
routing information across an AS (Section 13.3). DVMRP routing messages are
multicast over Ethernet segments. Over a MOSPF domain, DVMRP routing
messages are again multicast, this time after encapsulating within an additional
IP header whose destination is set to the group address 224.0.1.21 (DVMRP over
MOSPF in [212]). This can be thought of as a DVMRP multicast tunnel. For
example, in Figure 10.7, both routers A and D would join the multicast group
224.0.1.21. Then, when router A sent a DVMRP routing update, it would encap-
sulate the DVMRP update within a multicast datagram sent to 224.0.1.21, which
would be delivered by MOSPF routing to router D.

• When multiple DVMRP routers are attached to a LAN, the exchange of DVMRP
routing updates determines which DVMRP router is responsible for forwarding
multicasts onto the LAN from any given source. Similarly the DVMRP routing
updates multicast over the MOSPF domain determine which DVMRP router is
responsible for forwarding multicast datagrams into the MOSPF domain.

Since we are taking a MOSPF-centric view, we will speak of the advertising of MOSPF
information within DVMRP as exporting information to DVMRP and that DVMRP infor-
mation is imported into MOSPF.

As mentioned, MOSPF internal sources are exported to DVMRP as if they were
addresses assigned to a DVMRP router's attached network segments. In Figure 10.7,
both routers A and D would advertise the aggregate 10.20.0.0/16 within their DVMRP
routing updates. Group information, on the other hand, is exported indirectly through
the DVMRP pruning logic. If, for example, router D sends router A a prune message for
source SI and group G2, A will in turn send a prune message back toward SI, since no
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group G2 members are within the MOSPF domain. However, if A receives a prune
for SI and Gl, A will not send a prune, due to the presence of group members on
10.20.2.0/24 and 10.20.3.0/24.

Importing DVMRP information into MOSPF is analogous to advertising multicast
routing information from the OSPF backbone area into nonbackbone areas (see Sec-
tion 10.4.1). Whereas inter-area source information is advertised in summary-LSAs,
DVMRP sources are imported in AS-external-LSAs. The MC-bit is set in the AS-
external-LSA's Options field to indicate that, besides advertising a unicast route, the
advertised network is also a multicast source. Only this single bit and not a sepa-
rate metric for multicast is needed, since, according to the fourth item listed, at most
one DVMRP router will be importing any particular source. Of course, the multicast
and unicast topologies may be quite different, and a DVMRP router may want to ad-
vertise a multicast source without also advertising a matching unicast route. For
example, in Figure 10.7, router A may wish to advertise the multicast source SI but
may want unicast traffic destined for SI to be forwarded to router C's Internet connec-
tion. In order to advertise a multicast-only route, router A originates an AS-external-
LSA for SI with the MC-bit set and an infinite cost.

Since only one DVMRP router will import any given source, the DVMRP routers
can reduce the number of multicast sources imported into the MOSPF domain by hav-
ing the DVMRP router that would have imported the most sources import a multicast
default route (AS-external-LSA with destination 0.0.0.0 and MC-bit set) instead.

We saw earlier that multicast group information is not advertised from the OSPF
backbone into nonbackbone areas. Similarly multicast group information learned by
DVMRP is not imported into the MOSPF domain either. Instead the routers running
both DVMRP and MOSPF declare themselves wildcard multicast receivers (see Sec-
tion 10.4.1), performing the same function that the area border routers did in inter-
area multicast routing. Labeling the DVMRP routers as wildcard multicast receivers
ensures that multicast datagrams will be forwarded to the point where the DVMRP
group membership information can be accessed and acted on.

Further Reading

IP multicast is based on the work of Steve Deering. He defined the interaction of hosts
and routers in IP multicast in the original IGMP specification [56]. In [58] and [59], he
explored various multicast routing algorithms, which led to the development of both
the DVMRP ([202], [255]) and MOSPF routing protocols.

IGMP has been extended since the development of MOSPF. In IGMPv2 [71], an elec-
tion algorithm for the designated Querier (the router responsible for sending periodic
Host Membership Queries) is introduced, removing the need to link this function to the
MOSPF Designated Router. Also, Leave Membership Reports are introduced to reduce
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the group leave latency. IGMPvS [28] defines source-specific join and leave group mes-
sages that MOSPF, in its present form, cannot take advantage of.

The encapsulation of IP multicast datagrams varies according to the data-link
protocol. For those data links with a multicast capability, the IP multicast destina-
tion is usually mapped in some way to a data-link multicast address. The IP multicast
encapsulation for Ethernet is given in [56], FDDI in [122], 802.5 Token Ring in [203], and
SMDS in [134]. IP multicast support over ATM is still under development, with the lead-
ing proposal described in [4]. Multicast encapsulations for IPv6 are different, as are the
unicast encapsulations, as described in Section 1.3.

Detailed description of the MBONE and some of its applications can be found in
[69] and [131]. Answers to frequently asked questions about the MBONE, including
how to get connected to it and where to find the proper applications, can be found
in [36].

MOSPF does not have its own Management Information Base, but instead MOSPF
variables have been added to the OSPF MIB [14]. For more information on configuration
and management of MOSPF, see Chapter 11, OSPF Management.

Adding MOSPF to an OSPF implementation tends to increase code size by about
30 percent. For further details on code size and other MOSPF performance statistics,
see [170].

Exercises

10.1 What MOSPF-specific events would cause demand circuits' underlying data-link
connections to be (re)established? How would this change if the MOSPF domain
were split into areas?

10.2 Which routers originate group-membership-LSAs in Figure 10.7? Which routers
are declaring themselves wildcard multicast receivers?
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Part IV

Configuration and Management

In Part IV, we discuss how to configure, monitor, and debug Internet routing. Chap-
ter 11, OSPF Management, explains how to configure and manage an OSPF network. All
configurable OSPF items are contained in the OSPF MIB; we discuss the use of SNMP
and this MIB. Common configuration tasks, such as the setting of interface costs, are
explained. We also discuss whether, and if so how, to split an OSPF routing domain into
areas. An example of a real OSPF network configuration, the Arkansas Public School
Computer Network, is provided. The interaction between OSPF and BGP and RIP is
described. The chapter ends with a description of OSPF's security features.

Chapter 12, Debugging Routing Problems, is a practical discussion of the tech-
niques for debugging routing problems in a TCP/IP network. All of the common tools
for analyzing IP routing difficulties are covered, including ping, traceroute, SNMP,
network analyzers, and multicast traceroute. We describe how each tool is used, explain
how the tool works, and discuss the tool's strengths and weaknesses.

211
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OSPF Management

In this chapter, we discuss how to manage the OSPF protocol. At the macro level, a net-
work administrator must decide how to organize an Autonomous System (AS) that
runs OSPF as its routing protocol. This involves answering the following questions.

• Where are the boundaries of the AS?

• Which links should be preferred for data traffic, and which links should be
avoided?

• What information learned from other ASs should be imported into the AS?
Conversely how much of the AS's internal routing information should be
advertised to other ASs?

• Should the OSPF AS be divided into areas? If so, where should the area bound-
aries be placed?

• Does the OSPF routing within the AS need to be protected from hostile
attackers?

After determining the OSPF configuration for the Autonomous System, the admin-
istrator must then master the mechanics of how to configure the individual routers to
run the OSPF protocol. Unfortunately this step is often vendor specific. However, the
Internet standard network management framework, consisting of SNMP and its MIBs,
provides a good place to start.

213
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11.1 SNMP

The standard method for configuring and monitoring Internet protocols and devices is
via the Simple Network Management Protocol (SNMP) [226]. SNMP manipulates man-
agement data within an Internet device, such as a router. This management data forms a
device's Management Information Base (MIB) [144], which is organized as a tree struc-
ture, as depicted in Figure 11.1. All management data for Internet devices falls under the
branch internet (1.3.6.1), with the subbranch mgmt (2) for standardized management
data, experimental (3) for management data currently under development, and private (4)
for vendor-specific management data. The core set of management data for Internet pro-
tocols is called MIB-II and falls under the subbranch labeled mib-2.

Each Internet protocol running within the device is required to provide its own set
of management data. Some of these protocol-specific MIBs are pictured in Figure 11.1:
system (1) for generic information about Internet devices, such as system-up time;
interfaces (2) for network interface statistics, such as a count of packets sent and received;
at (3) for ARP; ip (4) for Internet Protocol network-layer data, including the routing
table; and MIBs for the various IP routing protocols. These MIBs are defined in a precise
language so that they can be compiled into a network management station, just like a
program written in any computer language.

Figure 11.1 The structure of Internet management information.

Each management variable within one of these MIBs has a number of attributes.
One such variable, the cost of an OSPF interface for a particular Type of Service, is
shown in Figure 11.2 as it has been defined within the OSPF MIB. The variable has been
assigned the textual name ospf ifMetricValue. The format of the variable's value is
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specified in the SYNTAX clause; MIB values are coded in basic ASN.l [113] formats, such
as integers, octet strings, and so on. In this case, the value has been defined to be a
Metric, which has been defined earlier in the OSPF MIB to be an integer between 0 and
65,535. The MAX-ACCESS clause indicates whether the variable is writable for configura-
tion purposes, readable for monitoring, or both. The variable ospf if Metricvalue is
used for both configuration and monitoring. Variables can also specify default values in
a DEFVAL clause, although this clause has not been provided for ospf if Metricvalue.
The last line in the variable specification provides the location, or object identifier, of the
variable within the global MIB. The OSPF MIB can be found at branch 1.3.6.1.2.1.14, and
ospf ifMetricValue is subbranch 4 of ospf If MetricEntry, which is itself subbranch
8.1 within the OSPF MIB. This yields an object identifier of 1.3.6.1.2.1.14.8.1.4. It is this
identifier, not the textual name ospf if Metricvalue, that is handed to SNMP when you
want to manipulate the cost of an OSPF interface.

Figure 11.2 Specification of variable ospflfMetricValue within the OSPF MIB.

The value of a management variable can depend on context. For example,
ospflfMetricValue can have a separate value for each OSPF interface and also for
each IP Type of Service (TOS). Within MIBs, such context dependence is captured by
organizing variables in tables: Each row of a table specifies the value of a set of vari-
ables within a specific context.

An example is shown in Figure 11.3. The variable ospf ifMetricTable describes a
router's OSPF interface metrics; ospf if MetricEntry defines what a row of the table
looks like. The INDEX clause indicates that there is a separate row for each interface
and TOS: The interface is given by a combination of ospf ifMetricipAddress (the IP
address of an interface), ospf ifMetricAddressLessif (for unnumbered interfaces set
to the MIB-II Iflndex of the interface but otherwise set to 0), and ospf if MetricTOS (for
TOS). Each row within ospf if MetricEntry has five variables, including the three
INDEX variables (required by SNMP to be listed in the table's rows but otherwise unin-
teresting) and the value of the metric (ospflfMetricValue). The last variable in the
row, ospf ifMetricStatus, provides the SNMP standard way of deleting rows from
tables: Setting ospf if Metricstatus to destroy for a particular index deletes the OSPF
metric for a particular interface and TOS combination.
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Figure 11.3 Table specifying OSPF interface metrics.
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The value of a management variable within a table row is called an instance of the
variable. An SNMP object identifier specifies both a variable and an instance. Returning
to our previous example, there is a separate instance of ospf IfMetricvalue for each
interface and TOS. The object identifier for a particular instance of ospf If Metricvalue
is formed by concatenating 1.3.6.1.2.1.14.8.1.4 with the relevant instances. The object
identifier of ospf IfMetricvalue for interface with IP address of 10.1.1.1 and for TOS 0
is shown in Figure 11.4.

IP address of interface ospf ifMetricAddressLesslf

ospflfMetricValue \^ / TOS

, --'A-- ^ , A ^ f ^
1 .3 .6 .1 .2 .1 .14 .8 .1 .4 .10 .1 .1 .1 .0 .0

Figure 11.4 Object identifier of ospflfMetricValue specifying instances.

SNMP provides three functions to access the management data: get, get-next, and
set. These are separate SNMP packet types. However, programs such as Carnegie-
Mellon University's SNMP tools [31] have been written to access these SNMP functions
directly from the UNIX or DOS shells, which is the model we shall assume in the rest of
this chapter. The SNMP get function reads the value of a particular instance of a MIB
variable; for example, get 1.3.6.1.2.1.14.8.1.4.10.1.1.1.0.0 would return the
TOS 0 cost of the OSPF interface whose IP address is 10.1.1.1. The get-next function also
takes an object identifier as argument but returns the value of the MIB variable instance
that immediately follows the given object identifier, in lexicographic order (that is, the
order that words are listed in a dictionary). This allows one to use get-next repeatedly to
walk through the entire management database. Often command line get-next functions
are implemented so that they issue repeated SNMP get-next queries until reaching an
object identifier whose prefix is different from the one issued on the command line. This
feature makes it easy to list an entire table or one of a table's columns. For example,
Figure 11.5 shows how get-next can be used easily to list all of a router's OSPF interface
costs by walking through the ospf ifMetricTable. There are three interfaces, having IP
addresses 10.1.1.1,10.2.3.7, and 10.6.1.1, with OSPF interface TOS 0 costs of 110,10, and
200, respectively.

Figure 11.5 Walking the ospf IfMetricTable, using SNMP's get-next function.
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The SNMP set command allows you to write a particular MIB variable instance. For
example, in order to set the cost of OSPF interface 10.6.1.1 to the value 150, the com-
mand set 1.3.6.1.2.1.14.8.1.4.10.6.1.1.0.0 150 is issued.

SNMP also has a facility allowing Internet devices to send asynchronous notifica-
tion of interesting events, called SNMP traps, to a network management station. SNMP
traps have always been controversial: Many people are concerned about the additional
network load that traps can incur during unexpected network conditions. For this rea-
son, SNMP traps are used rarely, and much of the MIB development involving traps has
centered on ways to rate-limit trap generation [14].

Work began in 1993 on updating SNMP, resulting in a new version of SNMP,
SNMPv2 [32], [33]. However, the differences between SNMPv2 and SNMP (now called
SNMPvl) are fairly minor, and the major advantage of SNMPv2, namely, increased
protocol security, failed to materialize, due to lack of consensus. The limited improve-
ments over SNMPvl and the large installed base of SNMPvl devices have prevented
deployment of SNMPv2. However, the updated MIB description language used by
SNMPv2 [34] has gained acceptance and is now used when new Internet MIBs are
developed.

As mentioned, SNMP is the standard for management of Internet devices. How-
ever, that does not mean that people always use SNMP to monitor and configure their
devices. Many routers are instead managed through command line interfaces, via either
TELNET or dedicated serial line connections, or via Web browsers. These other methods
are especially common for configuration, due to SNMP's lack of security. Still, when you
want to see how to manage a particular protocol or device, the protocol-specific or
device-specific MIB is the place to start. The IETF puts a lot of its energy into creating
MIBs, which almost always have all the information you want (in fact, usually more
information than you want), including recommended default values for management
variables.

11.2 OSPF MIB

OSPF has a large MIB [14], with 110 management variables organized into 12 tables.
More than half (65) of the variables, including 3 complete tables, are read-only, meaning
that they are used only for monitoring. Of the 45 configurable variables, most have
default values that rarely need to be altered.

The structure of the OSPF MIB is shown in Figure 11.6. Those tables containing con-
figurable variables are shaded. Notice that there are some gaps in the way object iden-
tifiers have been assigned to tables. An earlier version of the table used to configure
area address aggregation, ospf AreaRangeTable (ospf 5), is not pictured, having
been replaced by ospf AreaAggregateTable (ospf 14). Another collection of object
identifiers, ospf Rout eGroup (ospf 13), does not specify management variables but
instead defines object identifiers that can be used by the IP Forwarding Table MIB [11] to
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Figure 11.6 Organization of the OSPF MIB. Shaded tables contain configurable parameters, whereas
unshaded tables are used only for monitoring.
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indicate specific kinds of OSPF routes (intra-area, inter-area, external Type 1, and exter-
nal Type 2).

When configuring an OSPF router, you end up setting variables from one or more of
the following tables within the OSPF MIB:

• ospf GeneralGroup. This group, a table that has only a single row, contains the
router's global OSPF parameters and statistics. The router's OSPF Router ID is
set by writing ospf Routerid; ospfAdminstat turns the OSPF protocol on or
off. The OSPF optional extensions of TOS routing, multicast routing (MOSPF),
and Demand Circuit extensions (see Chapter 7) are enabled or disabled by writ-
ing appropriate values into ospfTOSSupport, ospfMulticastExtensions, and
ospf DemandExt ens ions, respectively. The optional OSPF database-overflow
logic can be enabled through setting ospf ExtLsdbLimit, the maximum number
of AS-external-LSAs that the router can hold. If more than this number of AS-
external-LSAs are received, the router goes into overflow state (see Section 7.5),
which is automatically left after ospfExitOverflowinterval seconds.

• ospf AreaTable. There is a separate row in this table for each of the router's
attached areas, each identified by the area's OSPF Area ID. The type of
OSPF area (regular, stub, or NSSA; see Sections 7.2 and 7.4) is dictated by
ospfimportAsExtern. For stub areas, ospf AreaSuimnary controls whether a
stub area's border routers will originate summary-LSAs into the stub area.

• ospf stuhAreaTable. For each stub area or NSSA and for each separate TOS
value, there can be a separate row in this table. This table configures the de-
fault routes imported into the stub area or NSSA by the area's border rout-
ers, with ospf stubMetric specifying the cost of the default route and
ospf stubMetricType specifying whether the default should be a Type 1 or
Type 2 external metric (NSSAs only).

• ospf HostTable. This table indicates which hosts are directly attached to the
router: their addresses (ospf HostipAddress), which OSPF area they belong to
(ospfHostAreaio), and their advertised cost (ospfHostMetric). For example, a
remote-access router providing dial-up access might have a configured host
address for each dial port.

• ospf if Table. There is a row in this table for each OSPF interface. Interfaces are
identified by their IP address (ospf if ipAddress) or, if the interface is unnum-
bered, by the physical interface's MIB-II if index (ospf AddressLessif). The
OSPF area that the interface attaches to (ospf if Areaid) and the type of inter-
face (ospf if Type, one of broadcast, NBMA, point-to-point, or Point-to-
MultiPoint) are configured, together with various timers used by OSPF's
neighbor maintenance and database synchronization procedures (see Sec-
tions 4.6 and 4.7). Using this table, you also configure the authentication proce-
dures used in packets sent and received over the interface (ospf ifAuthType
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and ospf if AuthKey; see Section 11.7) and whether the attached subnet
should be treated as a demand circuit (ospf if Demand, see Section 7.3).

• ospf ifMetricTable. The cost of an interface, advertised in the router's
router-LSA and used by the OSPF routing table calculation, is set by writing
the appropriate instance of ospfifMetricValue.

• ospfvirtif Table. A router's configured virtual links are specified by the OSPF
Router ID of the other end point (ospfvirtifNeighbor) and the nonbackbone
area that will carry the link (ospfvirtif Areaid). As in the regular interface
table, timers used by OSPF neighbor maintenance and database synchroniza-
tion, and authentication procedures can also be configured for each virtual
link.

• ospf NbrTable. Neighbors may have to be configured on NBMA and Point-to-
MultiPoint subnets (see Sections 5.3 and 5.4). Each neighbor is identified by its
IP address (ospf NbripAddr). On NBMA subnets, the Router Priority of each
neighbor (ospf NbrPriority) must also be configured.

• ospf AreaAggregateTable. Each row in this table indicates a range of IP
addresses (ospf AreaAggregateNet and ospf AreaAggregateMask) belong-
ing to a given area (ospf AreaAggregateAreaiD), which should be aggre-
gated into a single prefix when advertised to other areas. By setting
ospfAreaAggregateEf feet accordingly, you can also hide a range of IP
addresses from other areas. This table can also be used by NSSA areas when
aggregating multiple Type-7-LSAs into a single AS-external-LSA at the NSSA
boundary (see Section 7.4).

The other tables in the OSPF MIB are read-only, for use in monitoring the OSPF
protocol.

• ospf LsdbTable. This table allows you to scan the link-state database, one OSPF
area at a time. There is a separate row for each LSA in an area's link-state data-
base, with entries in the row for each of the LSA's header fields (ospf LsdbAge
for the LS Age field, ospf Lsdbchecksum for the LS Checksum field, and so on)
and an entry (ospf LsdbAdvertisement) allowing you to get the complete
LSA represented as an octet string. Using this table, the command get_next
ospf LsdbAdvertisement would dump the entire contents of the link-state
databases for all of the router's attached areas.

• ospfvirtNbrTable. This table is used to monitor the state of a virtual link. For
example, has the virtual link been established? Have the routers at either end
synchronized their link-state databases?

• ospfExtLsdbTable. Similar to the ospf LsdbTable, this table is only for those
LSAs with global flooding scope. For example, the command get_next
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ospfExtLsdbAdvertisement.5 (ospfExtLsdbType == 5 == AS-external-LSA)
would dump all the AS-external-LSAs in the OSPF routing domain.

The OSPF MIB also defines a set of traps, used to provide asynchronous notification
of significant events. These traps can be turned off and on individually by writing to
ospf SetTrap. Just as there were separate tables for interfaces and virtual interfaces
(likewise neighbors and virtual neighbors), most of the traps have a "virtual" counter-
part. There are traps to indicate interface state changes (ospf if statechange and
ospfvirtifstatechange); neighbor state changes (ospfNbrStateChange and
ospfvirtNbrstateChange); configuration errors, such as mismatches in timer settings
(ospf ifConf igError and ospfvirtifconfigError); OSPF packet authentication
failures (ospf if AuthFailure and ospfvirtif AuthFailure); reception of improp-
erly formatted OSPF packets (ospf If RxBadPacket and ospf Virtlf RxBadPacket);
and retransmission of LSAs during flooding (ospf TxRetransmit and
ospfvirtTxRetransmit). There are also traps to indicate (re)origination of LSAs
(ospfOriginateLsa), LSAs that naturally age out and are flushed from the rout-
ing domain (ospf MaxAgeLsa), and LSAs that the current number of AS-external-
LSAs in the link-state database are close to or at the configured maximum
(ospf LsdbApproachingOverf low and ospf LsdbOverf low; see Section 7.5).

11.3 Configuring OSPF

We have seen that OSPF has many configuration parameters. However, that does not
necessarily mean that OSPF is difficult to configure. Most of the parameters can be left
at their default values. In a basic configuration, OSPF is as simple to configure as RIP:
You enable the OSPF protocol and specify which router interfaces you want to run OSPF
on. Some OSPF implementations will also require you to specify the OSPF area to which
each interface connects, although most implementations will default to the backbone
OSPF area (Area ID 0.0.0.0).

The one additional item that you probably always want to configure is the router's
OSPF Router ID. If that is left unspecified, most OSPF implementations will set the
Router ID to one of the router's interface IP addresses. However, this is problematic:
When that interface is deleted or, in some implementations, even if the interface is dis-
abled, the router's Router ID is forced to change. A change in Router ID requires that the
router's OSPF software be restarted, which will cause small service disruptions as the
router's link-state database and routing table are rebuilt.

As mentioned, SNMP is the common frame of reference for configuring routers. But
not all routers are configured using SNMP. As an example, suppose that we want to
enable a basic OSPF configuration on a router with three interfaces: an Ethernet inter-
face with an address of 10.1.2.4 (mask 255.255.255.0) and two point-to-point links with
addresses of 10.2.6.1 and 10.2.6.5, respectively. We also want to explicitly give the router
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an OSPF Router ID of 10.10.0.4, which is an address that has been assigned to the
router's loopback interface. To configure the router through SNMP, we would use the
SNMP sets pictured in Figure 11.7.

Figure 11.7 Basic OSPF configuration, using SNMP.

To enable the same configuration on GATED, the syntax in Figure 11.8 is used.
GATED is a routing daemon for UNIX workstations; its configuration resides on a disk
file that you manipulate with a text editor. In the example, we have explicitly assigned
the Router ID; if we had not, GATED would instead select one of the IP interface ad-
dresses to serve as Router ID, using the following order of preference: first addresses
(other than the 127.0.0.1 address) assigned to the loopback interfaces, then addresses
assigned to LAN interfaces, and finally addresses assigned to point-to-point interfaces.
In addition, in one of the quirks of the UNIX networking code, point-to-point interfaces
are referred to by the IP address of the neighboring router (assumed to be 10.2.6.2 and
10.2.6.6 in our example).

Figure 11.8 Basic OSPF configuration, GATED syntax.

To enable the basic configuration on a Cisco router, the commands in Figure 11.9
would be typed on the router console or downloaded into the router. Like GATED, the
Cisco router uses one of the IP interface addresses as Router ID. However, the loopback
address always takes precedence and can therefore be used to explicitly set the Router
ID. In the Cisco router, each routing protocol runs as a separate process, and you must
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specify the process ID when enabling the protocol. The network command pictured in
Figure 11.9 enables OSPF on all interfaces with prefix 10/8, attaching them to the back-
bone OSPF area (Area ID 0.0.0.0).

Figure 11.9 Basic OSPF configuration, Cisco router syntax.

The basic configuration is all that you are required to perform in order to get OSPF
up and running. Note that we did not set the OSPF interface type (ospf if Type)—the
router will figure this out by itself, setting the Ethernet's type to broadcast and the PPP
links to point-to-point. There are, however, some additional parameters that you may
want to tune eventually. The first is the link cost (ospf ifMetricValue), which controls
the way data traffic is forwarded through your network—which links should be pre-
ferred, which should be avoided, and so on (see Section 11.3.1). If your routing domain
will grow very large, you may want to split it into OSPF areas (see Section 11.3.2). Other
parameters that you may want to set include the following.

• You may want to secure your OSPF routing against intruders, by enabling the
authentication of OSPF packet exchanges (see Section 11.7).

• On nonbroadcast networks, such as Frame Relay, ATM, and X.25 subnets,
you have to choose whether NBMA mode or Point-to-MultiPoint mode is
most appropriate (see Sections 5.3 and 5.4). In addition, routers attached to
nonbroadcast networks may not be able to discover their neighbors auto-
matically, and neighboring routers may have to be configured instead
(ospf NbrTable). If you are using NBMA mode, a certain small subset of the
attached routers should be configured as eligible to become Designated Router.
Neighbors need be configured only in these eligible routers, although the
Router Priority of each neighbor must also be configured in this case.

• You may also be running other routing protocols in your network—RIP to your
edge routers, BGP on your Internet connections, and so on. In these cases, you
will want to exchange routing information between OSPF and these other
protocols. These routing exchanges most often need to be configured (see
Section 11.6).
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11.3.1 Configuring Link Costs

Each router interface within an OSPF network is assigned a cost, ranging in value from
1 to 65,535. The cost of any path within the OSPF routing domain is then calculated as
the sum of interface costs along the path. IP packets flow along the path having the least
cost. When multiple shortest paths exist between the packets' source and destination,
routers may split the load across the multiple paths. Thus cost represents the desirabil-
ity of using the interface for data traffic; the smaller the cost, the more likely that data
traffic will be transmitted out the interface. In particular, if there are multiple parallel
links between a pair of OSPF routers, traffic will load share between the two links if they
have equal OSPF cost; otherwise the link with the higher cost will serve as a hot
standby.

All routers have defaults for OSPF cost, although default values typically vary
based on manufacturer. Many set the default cost to 1, matching RIP's metric and result-
ing in minimum hop routing. Others set the default cost to that specified in the OSPF
MIB, a value proportional to the link's transmission delay. Note that if you mix router
manufacturers with different defaults, your routing will still work—that is, packets
will be delivered along loop-free paths. However, the paths may very well be subopti-
mal, leading you to choose one default (or a whole different cost scheme) over the
other.

Selecting a cost scheme is up to the routing domain's administrator. Be-
sides the two common defaults mentioned previously, other cost schemes include the
following.

• Weighted hop count. You may want to use small integers as costs but make some
link costs higher than others to bias the routing away from pure hop count.
For example, you may have the rule that one Tl hop is equal to three T3 hops,
in which case you might set the cost of Tl links to 3 and leave the T3 links at
cost 1.

• Delay. You may want to set the cost of each link to the delay that a packet would
experience when transmitted over the link. This delay is typically dominated by
propagation delay instead of the transmission delay used by default in the
OSPF MIB.

• Reverse engineering the link costs based on a measured or expected traffic matrix. If
you know the amount of traffic, indexed by source and destination, that your
network will carry, you can attempt to set link costs to keep the traffic load on
all links at acceptable levels. This is a subproblem of the network design prob-
lem, which would tell you which links to provision in the first place [20].

For more information on setting OSPF interface costs, see Chapter 8.
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11.3.2 Configuring OSPF Areas

When your OSPF routing domain grows large, you may have to split the domain into
OSPF areas. OSPF areas reduce the resource demands that OSPF puts on routers and
links. In particular, the use of OSPF areas reduces the router CPU usage by the OSPF
routing calculation, since the calculation is performed on each area separately, with a
cost of O(/ * log(n)), where / is the number of links (that is, router interfaces) in the area,
and n is the number of routers in the area. Also, it reduces the amount of memory that
the router has to use for its link-state databases, since the size of each area's database is
usually proportional to the number of links in the area. In those cases in which the size
of the link-state database is dominated by the number of external routes imported into
the OSPF domain (that is, AS-external-LSAs), routers with limited resources can be rele-
gated to OSPF stub areas or NSSAs, which omit external routes and instead rely mostly
on default routing (see Sections 6.3, 7.2, and 7.4).

Although areas can reduce resource requirements, they should not be overused.
Areas reduce resource requirements by hiding information, but any time you hide infor-
mation, you potentially create suboptimal data paths (see Section 6.1). Areas also com-
plicate the task of configuring an OSPF routing domain.

Each IP subnet belongs to one, and only one, OSPF area. A router, on the other
hand, may belong to multiple areas: the areas to which the router's interfaces directly
connect. Each router interface is configured with the Area ID of the attached subnet
(ospf if Areaid). Routers belonging to multiple areas are called area border routers.

All other area configuration is isolated to the area border routers only.

• Area summarization. You can further reduce the size of link-state databases by
aggregating routes at area boundaries. This is configured by writing entries in
the ospf AreaAggregateTable of the appropriate area border routers.
Certain networks can also be hidden from other areas by setting their range's
ospfAreaAggregateEf feet variable to doNotAdvertiseMatching.

• Default routes. The cost of the default route advertised by area border routers
into stub areas and NSSAs must be configured by writing entries in the
ospfStubAreaTable.

• Virtual links. OSPF requires that all nonbackbone areas connect directly to the
backbone (Area ID 0.0.0.0) area. When the area configuration violates this rule,
virtual links must be configured through certain nonbackbone areas. Virtual
links are configured by writing entries in the ospfvirtifTable of the area bor-
der routers at both ends of the virtual link. When and where to configure virtual
links is probably the most complicated configuration task in OSPF. Virtual links
are explained further in Section 6.1.2.

When designing area boundaries, one should think ahead, keeping future network
growth in mind. Changing the area to which a particular network segment belongs is
difficult to do in an incremental fashion. All routers connected to the segment must be
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reconfigured; until then, some routers on the segment will refuse the protocol packets of
others, complaining of "wrong area." The safest way to perform such a transition is to
allocate a second IP subnet to the segment, running OSPF on both subnets. Then, as the
first subnet is undergoing transition, the second subnet's adjacencies will be used to
maintain data forwarding across the segment. For more information on configuring
areas, consult Chapter 8.

11.3.3 Configuring Timers

OSPF has a number of configurable timer values, which can be used to tune the neigh-
bor discovery and maintenance procedures and the flooding process. These timers
should almost always be left at their default values, which are given in Table 11.1.

Table 11.1 Default Timer Values in OSPF

Timer

ospf If Trans itDelay

ospf IfRetransInterval

ospf If Hellolnterval

ospf If RtrDeadlnterval

ospflfPollInterval

Default Value (seconds)

1

5

10

40

120

An OSPF router periodically sends OSPF Hello packets out each of its interfaces at
the rate of once every ospf if Hellolnterval seconds. On very low-speed links, you
may want to increase the interval between Hello packets so as to use less link band-
width for control packets. Hello packets also serve as a method of last resort to detect
when a neighboring router has failed, although usually the failure is detected much
more quickly by the data-link protocol (for example, PPP's link-quality monitoring).
When no Hello packet has been received from the neighbor for ospf RtrDeadlnterval,
the neighbor is declared inoperational. To ensure that a couple of lost Hello packets do
not incorrectly cause a neighbor to be declared inoperational, ospf RtrDeadlnterval
should always be several times the ospf if Hellolnterval. If the OSPF Hello protocol is
the only mechanism for detecting failed neighbors, you may want to reduce the values
of ospf RtrDeadlnterval and ospf if Hellolnterval in order to detect the failure more
quickly.

The ospf if Hellolnterval and ospf RtrDeadlnterval variables must be set iden-
tically in all router interfaces attached to a common IP subnet. Changing these values
on a subnet is similar to changing the subnet's Area ID (see Section 11.3.2); in order to
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avoid service interruptions, a second subnet must be configured on the link during the
transition from one set of timer values to another.

On NBMA subnets (see Section 5.3), routers periodically send Hello packets to inop-
erational neighbors, in an attempt to detect when a neighbor comes back into service.
This polling is performed once every ospf if Pollinterval seconds, which is typically
larger than ospf if Hellointerval in order to avoid wasting network bandwidth.

The time it takes to transmit an LSA to neighbors on the interface is represented by
ospf ifTransitDelay. This value must be greater than 0, and is added to the LS Age
field of all LSAs flooded out the interface. This value should not be set to unreasonably
large values (for example, a value near 900 seconds), or the OSPF flooding process will
fail. The variable ospf if Retransinterval is the length of time before unacknowledged
LSAs (and also Database Description packets and Link State Request packets) will
be retransmitted to the neighbor. This value should be larger than the round-trip time
to the neighbor and back, or needless retransmissions will ensue. The variable
ospf IfRetransInterval may need to be increased on low-speed and/or satellite links.

11.4 An Example: The Arkansas Public School Computer Network

In this section, we illustrate the configuration of an OSPF routing domain, using the
Arkansas Public School Computer Network (APSCN) as an example. The APSCN,
which interconnects all the public schools in the state of Arkansas, is used for adminis-
trative purposes, such as collection of financial and student data, using TELNET-based
applications. APSCN also provides Internet connections for all of the Arkansas school
districts. Using the Internet, Arkansas students can interact with other students around
the world. For example, students participate in environmental surveys in order to study
worldwide weather patterns.

APSCN is an IP network that runs OSPF as its routing protocol. The configuration
of APSCN's OSPF routing is pictured in Figure 11.10. To date, 778 routers are running
OSPF, organized into 20 OSPF areas (one backbone area and 19 nonbackbone areas). The
backbone OSPF area consists of 4 hub routers (labeled H1-H4) connected by an Ethernet
segment. Hub router H4 is also attached to a Token Ring segment that provides a con-
nection to an Internet Service Provider. H4 has a static default route pointing at the
ISP's router. H4 also imports this static default into the OSPF routing domain in an
AS-external-LSA with a Type 2 external metric of 1.

Each hub router attaches to 4-5 nonbackbone OSPF areas. Each of these areas has
30-70 routers. All of the areas have a similar topology, pictured in the bottom half of Fig-
ure 11.10. Each area connects a number of "district routers" (labeled D1-D7) with local
Ethernet segments into a single regional or cooperative site. A minicomputer at the
cooperative site (labeled SI) collects administrative data entered by the districts. Each
district is also connected to the hub router, which provides Internet connectivity and
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Figure 11.10 The Arkansas Public School Computer Network (APSCN).
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backup servers for data collection (labeled S2). Interconnection of the district, coopera-
tive, and hub sites is provided by Frame Relay PVCs.

The collection of PVCs in a single area is configured as a single IP subnet, using
the OSPF Point-to-MultiPoint subnet support. Each router has a single OSPF Point-to-
MultiPoint interface to the subnet, with a cost of 1. As a result, data traffic is forwarded
over the path consisting of the fewest number of PVC hops; a district router forwards
Internet traffic directly to its hub router and administrative traffic directly to its
cooperative router. All OSPF timer values have been left set to their default values
(Table 11.1).

APSCN discovered that it was taking too long for its routers to discover Point-to-
MultiPoint neighbors using Inverse ARP. To speed up neighbor discovery, neighbors are
configured but only in the downstream end of each neighbor pair. District routers have
the identity of their cooperative and hub routers configured, and the cooperative rout-
ers have the identity of their hub router configured.

All of APSCN's IP addresses are taken from two Class B networks. Each area is
assigned pieces from one or the other Class B address, with the area's hub router aggre-
gating these pieces into a single route for advertisement into the backbone and other
areas. For example, in one area, there are 31 LAN segments, each of which has been
assigned a prefix ranging in size from a /28 to a /24. At the area border, the hub router
aggregates all 31 prefixes into a single advertisement for a prefix of length 20 bits
(a /20). This procedure reduces the size of the routing table within APSCN's routers.
Routers at the district and cooperative levels have routing tables of 300 entries, whereas
the hub routers have routing tables of 700 entries.

Hub routers can have as many as five separate OSPF Point-to-MultiPoint interfaces,
each belonging to a separate area. These interfaces are multiplexed over two separate Tl
links into the Frame Relay cloud. Each Point-to-MultiPoint interface on the hub router
supports 30-70 OSPF neighbors (and hence OSPF adjacencies); a hub router may there-
fore have more than 200 OSPF adjacencies.

11.5 Monitoring the OSPF Protocol

Usually a network administrator does not continually monitor the routing protocols
used in the network. When the routing protocols are doing their job correctly, they are
almost invisible. However, sometimes routing breaks down. This is probably first
brought to the administrator's attention by a call from an irate customer or maybe
because of red icons appearing on the network management console. The network
administrator then isolates the problem, using such diagnostic tools as ping and
traceroute (see Chapter 12, Debugging Routing Problems). The administrator may
determine that the outage is due to a physical problem, such as a dead telephone circuit.
However, if no physical problems are found, the administrator has to start looking at the
routing protocols.
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Synchronization Problems

The first thing to determine when diagnosing an OSPF routing system is whether the
routers' link-state databases are synchronized. If they are not, OSPF will not function
properly. It is difficult to compare two routers' link-state databases one LSA at a time;
there can be thousands of LSAs in the database, and the database changes often. But
the OSPF MIB provides a database checksum (ospfAreaLsaCksumSum for an area's
link-state database and ospfExternLsaCksumSum for AS-external-LSAs) that lets you
compare router databases by checking a single number. Using these variables, it is a
simple task to write an SNMP application that displays, in a single window, the data-
base checksums of all routers, allowing you to verify synchronization networkwide at a
single glance (see Section 3.4). This assumes that you still have SNMP connectivity to
your routers; if not, you will need to look at the management variables via more cum-
bersome out-of-band management schemes, such as dial-up modems connected to the
router consoles.

If the databases are not synchronized, you probably want to isolate the problem fur-
ther. Look at the ospf NbrTable in one of the routers that is not synchronized with its
neighbors. You will probably find that the router (or its neighbor or both) is continually
trying to retransmit LSAs to the neighbor, detected by ospfNbrLsRetransQLen remain-
ing nonzero. Continual retransmissions can be due to MTU mismatches between the
two routers or to bugs in the routers' OSPF software. If possible, you should obtain cop-
ies of the LSAs being retransmitted, so you can send the information to your router ven-
dor(s) for later analysis. This could be done by capturing the transmitted Link State
Update packets on a network analyzer. Even if there are no retransmissions, com-
paring the two routers' link-state databases one LSA at a time (ospf LsdbTable and
ospfExtLsdbTable) can provide valuable information, possibly indicating bugs in
the initial database synchronization (see Section 4.7.1). In any case, restarting the associ-
ated router interface (setting ospfifAdminstat to disabled, then back to enabled) will
most likely restore synchronization by forcing the two routers to undergo initial data-
base synchronization again.

Checking Database Contents

If databases are synchronized, you have to start looking at the OSPF database to see that
the required links (or inter-area routes or external routes) are being advertised. This
requires looking at the contents of individual LSAs, something that most OSPF imple-
mentations help you to do by intelligently formatting the LSAs' displays. The nice thing
is that this examination can be done at any router—they all have the same database. In
fact, I have sometimes debugged networks by attaching special routers whose OSPF
implementations are instrumented with sophisticated searching and event-monitoring
capabilities.
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OSPF requires that initial database synchronization be performed over a link (that
is, an adjacency form) before the link can be included in the database (see Section 4.7).
You can tell that a router is having difficulty establishing adjacencies with some of its
neighbors by looking at the router's ospfMbrstate variables; values consistently other
than twoWay and full indicate problems such as

• Physical problems. If the link's error rate is too large, the routers attached to the
link disagree on the link's MTU, or a broadcast link's multicast services fail, an
adjacency may fail to form. For example, if a given neighbor's ospfwbrstate
reads consistently as init, the router can receive from, but not transmit packets
to, the neighbor (that is, it is a one-way link).

• Configuration problems. If routers attached to the link disagree on the link's Area
ID (see Section 11.3.2), the link's Hello protocol timers (Section 11.3.3), or the
link's authentication type or keys (Section 11.7), adjacencies will fail to form.

• Implementation bugs. Problems in vendor implementations may prevent adjacen-
cies from forming.

Other Issues

If databases are synchronized and their contents are correct, a router has incorrectly run
the routing calculation or has failed to rerun the calculation when LSAs have changed.
The guilty router can be found via traceroute. Then, by changing the cost of one of
that router's interfaces, you can force the router to rerun its routing calculation and,
ideally, fix the problem.

Network performance problems may also be detected when monitoring OSPF
routers. For example, if ospf Spf Runs increases too quickly, a router may be perform-
ing routing calculations (and therefore consuming CPU cycles) unnecessarily. Or
particular LSAs that change very often may indicate flapping links (links that go
up and down very frequently). Very long retransmission queue lengths on a link
(ospfNbrLsRetransQLen) may indicate that the speed of the link is too low for its com-
bined data and control traffic demands.

If you enable SNMP traps on your network, some of the preceding information
may be reported automatically by your routers. For example, a router sends an
ospfNbrStateChange trap when an attempt to form an adjacency with a neighbor fails,
an ospf if conf igError trap when certain misconfigurations are detected, and an
ospf TxRetransmit trap to indicate that an LSA is being retransmitted. However, many
administrators do not like SNMP traps, for fear that the traps themselves will consume
too much network bandwidth. Another possibility for asynchronous notification of
events is through the logging facilities (for example, UNIX syslog or printing events
to the router console) that many routers provide.
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11.6 Interactions with Other Routing Protocols

As we describe in Section 13.7, there are few rules about the interaction of TCP/IP
routing protocols. However, the interaction between OSPF and BGP has been de-
scribed in an RFC, and although not formally documented, there are several simple
possibilities when running OSPF and RIP simultaneously. These interactions are de-
scribed next.

11.6.1 OSPF/BGP Interaction

The interaction between the BGP and OSPF protocols is specified in [252], which also
specifies the interaction between IDRP (Inter-Domain Routing Protocol) and OSPF.
IDRP is the ISO-customized version of BGP that was expected at one time to replace
BGP in the Internet, but so far this replacement has not occurred. The document is writ-
ten for implementors, specifying required controls on the exchange of routing informa-
tion between BGP and OSPF.

The assumed environment is an AS running OSPF and exchanging BGP routes with
other ASs. An example is shown in Figure 11.11. According to [252], no routes should be
exchanged by default between BGP and OSPF; however, the network administrator
must be able to configure the exact set of destination prefixes readvertised from OSPF to
BGP (and vice versa). When readvertising an OSPF-learned prefix into BGP, you must
be able to configure the BGP multiexit discriminator (sort of the BGP metric). When
readvertising a BGP-learned prefix into OSPF, you must be able to configure whether
it is advertised as a Type 1 or 2 external metric and the OSPF external cost.

AS 1 (OSPF)

AS 2

ASS

AS 4

Figure 11.11 A sample BGP/OSPF environment.

Those were the generic rules, which could also be paraphrased as, "You have to be
able to configure everything." However, the document goes on to describe some more
useful things that you might want to do. When readvertising OSPF-learned routes into
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BGP, you might just want to specify, "Readvertise all internal, that is, intra-area and
inter-area, OSPF routes." In addition, you might want to readvertise all OSPF external
routes with a particular external route tag (Section 6.2), or with tags matching a particu-
lar pattern.

Conversely the document notes that when readvertising BGP information into
OSPF, instead of readvertising specific routes, you may want to conditionally advertise
a default route into the OSPF domain. For example, in Figure 11.11, suppose that the
core of the Internet is reached through AS 2. When router C exchanges BGP information
with router A from AS 2, router C can tell that AS 2 is connected to the Internet core by
the presence of a particular destination and with a particular AS path, received in BGP
updates from router A. If, and only if, this destination is received will router C advertise
a default route into AS 1's OSPF system. The origin of this behavior goes all the way
back to the Fuzzball routers in the original NSFNET [161], which used the presence of
network 10 (the ARPANET'S network number, which at that time was the Internet core)
in routing updates as an indication of default route. The document also declares that
each AS boundary router is responsible for readvertising the information learned
from its external BGP peers; readvertising information learned via IBGP into OSPF is
forbidden.

As explained in the document, both BGP and OSPF allow you to advertise "third-
party information." In BGP, this is called the "BGP next hop." In OSPF, this is called the
"forwarding address" (Section 6.2). As an example, suppose that routers A and C in Fig-
ure 11.11 are BGP peers but that routers A and B are not. The internal OSPF network
192.9.2/24 would be readvertised in C's BGP updates to A, using router B as BGP next
hop. This avoids an extra hop for data traffic entering the OSPF system destined for
192.9.2/24. Conversely BGP information learned from A would be readvertised by C
into the OSPF system using A as forwarding address, avoiding extra hops for data traf-
fic sourced by 192.9.2/24 and exiting the OSPF system toward the Internet core.

However, the main part of the document is a description of how to use OSPF to
transport BGP information across the OSPF routing domain, removing the necessity of
running IBGP in some circumstances. This is the subject of the next section.

Using OSPF to Replace IBGP

In its routing updates, BGP advertises an AS path with each destination. The AS path
lists the sequence of ASs that must be traversed before reaching the destination—in
essence, a source route. The AS path is used first for loop prevention. On receiving a
BGP update, a router rejects all destinations with the router's own AS in the AS path; to
accept any destination would form a routing loop. The AS path is also used to make pol-
icy decisions. Typically network administrators accept or reject updates based on the
presence of certain ASs (or patterns of ASs) in the AS path.

It is important to maintain this AS path information as BGP updates are advertised
from one BGP router to another. This is why you cannot in general readvertise BGP
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information into your IGP at one side of your AS and then readvertise the IGP informa-
tion back into BGP at the other side: The IGP cannot carry full path information. For this
reason, IBGP was invented. You run IBGP internal to your AS to communicate AS paths,
in addition to your IGP.

However, OSPF associates a 32-bit external route tag with each destination. This tag
can be used to carry additional information across an OSPF AS. In particular, there is
enough information to carry the BGP origin (IGP or EGP; see Section 13.3) and an AS
path of length 1 within the OSPF Tag field. The formats used in the Tag field for this pur-
pose are defined in [252]. In particular, use of the OSPF Tag field in this way allows you
to get rid of IBGP in networks such as the one in Figure 11.11. ASs 3 and 4 are stubs,
connected only through the Internet through AS 1. Their routing information can be
readvertised into AS 1's OSPF routing and tagged with AS 3 or 4, respectively. When
readvertised back into BGP by router C, the proper AS path (terminating at either AS 3
or 4) can then be reconstructed. Similarly router C can advertise a default route into the
OSPF AS, which can then be readvertised by BGP into ASs 3 and 4.

Sometimes a destination will be advertised both in OSPF AS-external-LSAs and in
IBGP updates. In this case, it is the OSPF-external-LSA that will dictate the path that
data traffic will take to the destination. In order to find the IBGP information (that is, the
AS path) that matches the route indicated by the AS-external-LSA, [252] requires that
routers running both BGP and OSPF set their BGP Identifier and OSPF Router ID to the
same value. In a related issue, if OSPF's multipath logic chooses multiple exits from the
AS toward the destination, the AS paths associated with these exits must be combined
to form an AS set (as in BGP aggregation, see Section 13.3) before the destination is
advertised to an external BGP peer. Failure to do so can result in routing loops, as
described in the appendix to [252].

By using the external-attributes-LSA (Section 7.6), you can carry the entire AS path
in OSPF LSAs, in theory replacing IBGP regardless of AS path length. However, this
solution has never been deployed.

11.6.2 OSPF/RIP Interaction

In this section, we discuss interactions between RIP and OSPF. The original definition of
an Autonomous System was a collection of routers, all running a common IGP. How-
ever, over the years, this definition has been liberalized to be "a set of routers all under a
common administration." It is now quite common to run both OSPF and RIP in a single
AS. Also, as ASs gradually transition from RIP to OSPF, the interactions between the
two protocols must be addressed.

The two types of OSPF external metrics, Type 1 external metrics and Type 2 exter-
nals, allow for two entirely different strategies, neither requiring metric translation or
hand-configured routing filters. We illustrate these two methods by using the network
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in Figure 11.11, which you should now think of as a central OSPF routing domain
(region 1) gluing together three isolated regions (2, 3, and 4) running RIP.

In the first method, we try to make the combined OSPF and RIP AS look like a
coherent whole, attempting a seamless integration of RIP and OSPF and calculating
paths based on least-hop count. The OSPF metric of each interface is assigned to be 1.
When a RIP route of cost x is learned at the edge of the OSPF routing domain, it is re-
advertised (or imported) into the OSPF domain as a Type 1 external route of cost x. At
the other side of the AS, n hops away from the OSPF router that imported the original
RIP route, the route is readvertised into RIP with a cost of x + n. This method does not
quite give you least-hop routing, because OSPF insists on keeping its routing domain
convex: The path between any two OSPF routers is forced to remain within the OSPF
routing domain, even if there is a shorter hop-count path that exits and reenters the
OSPF domain (that is, OSPF->RIP->OSPF). Convexity is a useful property when
deploying new features in the OSPF routing domain and is a requirement for deploy-
ment of so-called protocol-independent multicast schemes, such as PIM (see Sections
14.4 and 14.5).

The disadvantage of this scheme is, of course, the hop-count metric. Hop count is
not very descriptive (see Section 11.3.1), and RIP limits the diameter of the resulting AS
to 16 (Section 13.1).

In the second method, we treat the entire OSPF routing domain as a single RIP hop.
This method allows you to use a different routing metric, say, delay, inside the OSPF
routing domain. And it allows you to circumvent RIP's diameter-16 limitation, some-
thing that could previously be done only with risky metric translation. This method
employs OSPF Type 2 external metrics. When a RIP route of cost x is learned at one side
of the OSPF routing domain, it is readvertised into OSPF as an AS external Type 2 route
of cost x. Then, at the other side of the RIP domain, it is readvertised back into RIP with
a cost of x + 1. Another way to think about this is to consider the OSPF routing domain
as "one big router" within the collection of RIP routers.

11.7 OSPF Security

The idea behind OSPF's security mechanisms is to prevent the OSPF routing domain
from being attacked by unauthorized routers. For example, a misconfigured router or
a router operated by parties with malicious intent may try to join the OSPF routing
domain and advertise false information in its OSPF LSAs. Or someone may gain physi-
cal access to one of the network segments and intentionally modify OSPF routing infor-
mation as it flows across the segment. Or that same party may record OSPF protocol
packets and replay them at a later time when those same packets would disrupt estab-
lished OSPF conversations. OSPF's cryptographic authentication is designed to prevent
these kinds of attacks.
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11.7.1 OSPF Cryptographic Authentication

The idea behind OSPF's cryptographic authentication is simple. All OSPF routers con-
nected to a common network segment share a secret key. When transmitting an OSPF
packet onto the segment, an OSPF router signs the packet using the key. This signing is
performed in such a way that, if the packet is intercepted by a hostile party, the key can-
not be recovered. However, on receiving the packet, legitimate routers easily can deter-
mine whether the signature is valid, and a valid signature implies both that the sending
router is trusted (that is, the sending router has the key) and that the OSPF packet has
not been altered.

Figure 11.12 shows the packet-signing process. An OSPF packet has been built, both
header and body, and is ready to be sent onto a given network segment. The sending
router picks the primary key for the attached network segment. This key is identified by
an 8-bit Key ID and specifies a cryptographic hash algorithm and a shared secret. (Key
IDs have only per segment scope; a key with Key ID of 5 on segment 10.1.1.0/24 is dif-
ferent from the key with Key ID of 5 on segment 10.1.2.0/24). The Key ID is then
inserted into the OSPF packet header. The cryptographic hash function will produce a
hash value of some fixed length; the length of the hash in bytes is also inserted in the
OSPF header. Finally, a 32-bit cryptographic sequence number is inserted into the OSPF
header for replay protection. The sequence number in the current packet must always
be greater than or equal to the sequence number used in the previous packet sent out
onto the segment; using a value such as "seconds since the router was booted" is
sufficient.

The secret is then appended to the packet, and the cryptographic hash algorithm
is run, using the combination packet and secret as input. The hash algorithm pro-
duces an output hash of fixed length, which is then written over the secret at the end
of the packet. The packet and appended hash are then transmitted onto the network
segment.

In particular, Figure 11.12 shows this process when a key with Key ID of 5, using
MD5 as the hash algorithm. Following the procedure specified in [216], a 16-byte secret
is appended to the OSPF packets and then is overwritten by the 16-byte MD5 crypto-
graphic hash (or message signature).

MD5 is the only cryptographic hash algorithm that is completely specified by the
OSPF specification, although other cryptographic hash algorithms may be used. A good
cryptographic hash has the following one-way property: It is easy to find the hash for
any particular input but difficult to find two inputs that hash to the same value. For
OSPF's application of hash functions, this means that it is difficult for an attacker to
modify the OSPF packet without the receiver's detecting the modification (see Sec-
tion 11.7.2). In addition, since OSPF's hash includes a secret key in its input, it is hoped
that a good hash function will prevent an attacker from generating a false packet:
Not knowing the secret key, the attacker cannot figure out the correct hash value to
append to the false packet.
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Figure 11.12 Message generation when performing OSPF cryptographic authentication.

Unfortunately it is very difficult to prove the security of various algorithms. In addi-
tion, although some algorithms may be secure, the way in which they are used (called a
security protocol) may be insecure. MD5 has been popular in the Internet community due
to the relative speed of generating MD5 hashes. However, some progress has been made
in attacking MD5 [225], and so other hash algorithms, such as SHA [182], may be more
appropriate. In addition, the security of the security protocol, namely, simply append-
ing the secret to the packet before hashing, has been called into doubt [121], leading to
the development of the HMAC construction [185].
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11.7.2 Message Verification

An OSPF router running cryptographic authentication on one of its interfaces verifies all
packets received on the interface. Verification proceeds as follows. The OSPF header
and packet contents have been transmitted in the clear. By looking at the Key ID in the
OSPF header, the receiving router knows which key has been used to generate the hash
(multiple keys are used when transitioning from one key to another; see Section 11.7.3).
To verify that the sending router really does know the key the receiving router stores
the received hash and then regenerates the hash, using its own secret key. If the regener-
ated hash does not match the received hash, the receiving router rejects the packet as
being invalid.

The receiving router now knows that the received packet was generated by a router
that has the secret key. However, the packet could have been generated a while ago and
then resent later by an attacker to confuse the routing: a replay attack. To guard against
this attack, the receiving router looks at the cryptographic sequence number in the OSPF
header. As long as this number is greater than or equal to the last sequence number
received from the sending router, the received packet is accepted as being both valid
and up to date.

Note in Figure 11.12 that the OSPF packet checksum is not calculated when crypto-
graphic authentication is in use, because the checksum is redundant in this case. The
cryptographic hash is already guaranteeing that the packet has not been corrupted
(either unintentionally, which is what a checksum is designed to detect, or maliciously).

OSPF cryptographic authentication ensures that received packets have been gener-
ated by trusted routers, have not been modified, and are up to date. However, since
packets are transmitted in the clear, OSPF cryptographic authentication does not pro-
vide other typical security functions, such as confidentiality. For example, anyone who
gains physical access to any single network segment can collect all OSPF packets trans-
mitted and can build a complete network map of the OSPF routing domain. Encryption
of OSPF data must be employed to prevent intruders from gaining this kind of data (see
Section 11.7.4).

11.7.3 Key Management

The security of OSPF's cryptographic authentication depends on the following: All of
the trusted routers must know the secret key, but this same key must be kept hidden
from any attacker. How this property is accomplished falls under the general category
of key management. First, the key must be chosen in a random fashion. Then the key must
be distributed to the trusted routers, without disclosing the key to others. Also, the key
must be stored in the routers so that it can be accessed after a router restart but so that it
cannot be retrieved by an unauthorized party. All of these issues are difficult to solve,
and none are addressed directly by the OSPF specification.
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It is assumed that the distribution of keys for OSPF's cryptographic authentication
will be done either manually, through a protocol such as Diffie-Hellman, which uses
public-key cryptography [66], or through the standard key-management mechanisms
being developed by the Internet Engineering Task Force [155].

The one thing that the OSPF specification does address is the changing of keys. The
more messages that an attacker sees signed with a particular key, the more likely it is
that the attacker will be able to "break the key." (One commonly thinks that the attacker
needs to discover the secret key, but it may be possible for the attacker to learn enough
to modify and/or originate false messages, without ever learning the key.) So in order to
maintain security, you want to change keys every so often. You cannot change all rout-
ers' keys simultaneously. Therefore to prevent routing disruption while keys are being
changed, OSPF allows for multiple keys to be active at once, identified by Key ID. The
switchover to a new key then goes as follows: The new key is installed router by router,
leaving the old key in place. As soon as all routers have the new key, the old key can
then be deactivated.

11.7.4 Stronger Security

Stronger security has been proposed in OSPF with Digital Signatures [179] and [249],
along the lines of previous link-state protocol security designs described in [190] and
[236]. In this proposal, in addition to the authentication of packet exchanges using algo-
rithms such as OSPF cryptographic authentication, OSPF LSAs carry signatures so that
routers can verify the LSAs' integrity as the LSAs are flooded through the OSPF routing
domain.

What does this additional security gain you? The OSPF cryptographic authentica-
tion of Section 11.7.1 already protects against attackers that gain access to a network
segment—these attackers can neither disrupt OSPF protocol exchanges nor imper-
sonate OSPF routers. However, the addition of signatures to LSAs even prevents
errors in trusted routers from corrupting LSAs [261]. For example, the OSPF spe-
cification says that only the originator of the LSA can flush it from the routing domain.
With the addition of signatures to LSAs, when a router receives the directive to flush
an LSA (that is, an LSA with Age set to MaxAge), the router can tell whether it was the
originator or another router that is attempting to flush the LSA and can ignore the
latter. Another example that happened in the ARPANET network is the following:
A router became confused about its Router ID and started originating LSAs claiming
to be a different router. With the addition of signatures to LSAs, this failure is also
detected. Signing of LSAs even allows the certification authority to indicate which net-
work addresses a given router is allowed to advertise (see [179], [261]).

OSPF with Digital Signatures employs public-key cryptography. Each router has a
private key and then obtains a certificate for the corresponding public key from a certifi-
cation authority (see [225] for an explanation of key certificates). The router's public key

IT-EBOOKS.DIRECTORY

http://www.it-ebooks.directory/


Section 11.7 OSPF Security 241

is then distributed, together with its certificate, throughout the routing domain, using
standard OSPF flooding mechanisms. When a router wishes to originate an LSA, it signs
the LSA, using the router's private key and the RSA algorithm [224]. As the LSA is
flooded, the other routers can verify the LSA's integrity by using the originating router's
public key.

As with OSPF cryptographic authentication, OSPF with Digital Signatures protects
the routing via authentication. But it does not provide additional security functions,
such as confidentiality.

Further Reading

The Simple Book [218] by Marshall Rose is an excellent introduction to SNMP and the
management of TCP/IP networks. Schneier's book Applied Cryptography [225] is an
excellent resource for communications security and authentication issues, including
detailed explanations of cryptographic hash functions, public-key cryptography, and
key management. A good explanation of security threats to routing protocols is [261]. A
companion paper [253] describes a security attack to OSPF that exploits a common bug
in OSPF implementations.

Exercises

11.1 Suppose that one of the routers in Figure 5.3 has its Hellolnterval
misconfigured. How would you tell which router is misconfigured: by look-
ing at ospfLsdbTable? ospfNbrTable? OSPF traps?

11.2 Suppose in Figure 11.11 that routers D and F are continually reoriginating their
router-LSA. What is going on?

11.3 Suppose that router C in Figure 11.11 is readvertising more BGP information into
OSPF than simply a default route but that some of these AS-external-LSAs are
continually getting reoriginated. What is going on?

11.4 Describe a scenario in which the replay of old OSPF packets could disrupt current
OSPF routing exchanges.

11.5 Specify in detail how SHA and HMAC would be used in OSPF cryptographic
authentication.
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Network administrators can be assured that their routing will break every once in a
while. Internet routing is not yet a science—many parts of the Internet have been glued
together in a hodge-podge fashion. And sometimes the glue comes loose. Fortunately a
number of tools are available to help you debug the situation.

In this chapter, we survey the available tools—what they do, how they work, and
their strengths and weaknesses. In addition to being used by network administrators,
some of these tools may be used by users of the network to diagnose routing problems
before reporting them to their ISPs. For example, the first two tools that we examine,
ping and traceroute, are often performed by network users.

The tools in this chapter are specifically for diagnosing IP connectivity at the net-
work layer. Can an IP packet be forwarded from one place to another, and if so, what
is the path that the packet is currently taking? If not, what is the network problem
that is preventing the forwarding of the packet? Different tools may be necessary to
diagnose connectivity at the application layer, such as problems with electronic mail
delivery.

When IP connectivity has deliberately been hampered through the deployment of
firewalls (Section 1.2), some or all of the tools described in this chapter may fail. To see
whether a given tool will work through your firewall, you have to read the "how it
works" section for the tool and then consult the documentation provided with your fire-
wall to see whether the firewall will permit the necessary packets to pass through.

243
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All of the tools mentioned in this chapter are for debugging IPv4 routing. However,
since the routing architecture of IPv6 is so similar to IPv4 (Section 1.3), it is assumed that
similar tools will eventually be available to debug IPv6 routing.

12.1 War Stories

Most routing problems are of the form: I can't get there from here. These are usually
pretty easy to pinpoint. A traceroute (see Section 12.5) will usually tell you which
router is at fault. However, finding out what exactly is wrong with that router is some-
times difficult.

Everyone has a war story to tell. People who are involved in day-to-day operations
of Internet Service Providers can tell many of them. I've never been a network operator,
but as a developer of router software, I've seen quite a few problems over the years.
Here are some examples.

1. "I loaded new software and lost my Internet connection." The router that had been
reloaded had a point-to-point link to our Internet Service Provider. Everything
seemed all right, but the router never populated its routing table with the cor-
rect number of entries. Finally, I turned on the router's logging messages and
noticed that the router on the other end of the connection was sending routing
packets that exceeded my router's MTU. Apparently the point-to-point link's
MTU had been changed in the new release.

Note 1:1 happened to be running OSPF over the point-to-point link, which
has a tendency to send maximum-sized packets when initializing routing con-
versations. This is a feature. If the routing had come up, more subtle application
problems would have appeared because of the MTU mismatch.

Note 2: Had I been using a better data-link protocol, the MTU mismatches
would not have happened. For example, the PPP data-link protocol [232] nego-
tiates the MTU of the point-to-point link.

• "The whole subnet loses its Internet connectivity." Someone had brought up a host
that had the same IP address as the subnet's default router. This was not so
much a routing problem as an ARP problem. All hosts on the subnet ended up
with their ARP caches pointing at the host instead of to the default router.

• "One of my networks becomes unreachable from the outside world." Unfortunately
that network happens to have my mail server on it, so we're not getting our
electronic mail anymore. I could TELNET out to the Internet from another one
of my networks, and when I did a traceroute back to the network having the
problem, the traceroute goes all the way to the destination. But it goes to
another customer of my provider, not to me! Obviously someone has hijacked
one of my network numbers. I call up my provider to complain, and the
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problem is soon fixed. Undoubtedly my provider started filtering the routing
advertisements that it was getting from that customer (see Section 13.7).

"My MBONEfeed stops, and the router connecting us to the MBONE is continuously
crashing." I can tell from the router's crash dump that the MBONE routing table
is much bigger all of a sudden. Soon that is confirmed by messages on the
MBONE mailing list. The size of the MBONE's routing updates has grown dra-
matically, and the MBONE is pretty much unusable. This problem turns out to
be a difficult one to solve—there were not many tools for debugging multicast
routing at the time, and the instability of the MBONE routers made it difficult to
get any data from them. Finally, people tracked down the source of the large
updates (an experimental PIM-to-DVMRP translator) by dumping the mrouted
routing tables and following the bogus routing table entries hop by hop back to
their source.

12.2 Finding Tools for Debugging Routing Problems

The remainder of this chapter covers useful routing debugging tools. For each tool, we
explain how to use it, how it works, and its strong and weak points.

Most of these tools are publicly available over the Internet. The most common way
to find them is to use the search engine in your Web browser. Search engines predating
the Web, such as Archie, may give more concise answers when looking specifically for
software, although the Archie database is probably not as up to date as the more popu-
lar Web search engines. For example, using Archie, I found many sites supplying ping
software; some of those sites are listed in Figure 12.1. For people who like to do every-
thing from within their Web browsers, Archie servers with HTML interfaces can easily
be found.

12.3 Tool Interpretation

IP routing deals with IP addresses, and that is why most of the examples in this chap-
ter display IP addresses as the output of the various debugging tools. However, when
you are trying to track down the human who can fix the routing problem you're see-
ing, a domain name is probably more useful than an IP address. For example, when
a traceroute (Section 12.5) shows that your packets are being thrown away by the
router with address 38.1.3.4, you'd rather know that the router's domain name is
sw.sc.psi.net. That way, you could check the Web sitewww.psi.net for contact
and outage information.

Fortunately most debugging tools do output domain names by default. The tools
produce domain names by performing reverse domain name lookups on the IP
addresses that they discover. (The Domain Name System, or DNS, was originally
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Figure 12.1 Sample of sites supplying ping software.

designed to map ASCII domain names into IP addresses; the reverse mapping was
introduced later, using the IN-ADDR domain of the DNS [163].) There are times, how-
ever, when you might want to skip the reverse domain name lookup—for one thing,
this makes the tools run faster. For UNIX-based tools, the -n command line option usu-
ally turns off reverse domain name lookups in favor of the raw IP addresses. This is how
many of the figures in this chapter were produced.

Many operating systems supply an application that performs DNS lookups. For
example, on UNIX, you can use the command ns lookup. After typing the ns lookup
command in a UNIX shell, you obtain a prompt. If you enter an ASCII domain name at
the prompt, nslookup prints the corresponding IP address; if you enter an IP address,
the domain name resulting from the reverse lookup will be printed.

On many operating systems, you can get contact information for a domain name
by using the whois command, an implementation of the whois protocol [92], which
looks up records in the Network Information Center (NIC) database. For example, the
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command whois mci .net on a UNIX workstation will produce the contact information
for MCI Internet Services. The protocol can also be used to find the contact information
for a particular AS number. For example, whois "as l" produces the contact informa-
tion for the owner of AS 1: BBN Planet. Whois can also be used to look up information
on IP addresses, people, and so on; the command whois help gives details on the cor-
rect syntax for these types of queries.

12.4 The ping Tool

You can use ping to verify connectivity between your host and a given Internet destina-
tion. Simply type ping destinationJiost (specified as either a domain name or an IP
address), and ping sends a packet (called a ping packet) to the destination and tells you
whether the destination responds. An example is shown in Figure 12.2.

Figure 12.2 Sample output of ping.

If the destination does not respond but an ICMP error response is received instead,
the ICMP error code is displayed. This may help pinpoint the problem. An ICMP TTL
Exceeded error code indicates a probable routing loop, whereas an ICMP Destination
Unreachable may identify an intermediate router with an incomplete routing table.

You can also specify an IP multicast group as the destination_host, if you have a
multicast-capable host. In this case, every ping packet will elicit multiple responses,
one from each member of the multicast group, as shown in Figure 12.3. This allows
you to find all the members of a particular multicast group. Similarly using a broad-
cast address as destination in the ping command allows you to see all the IP hosts at-
tached to a given IP subnet.
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Figure 12.3 Sending ping to a multicast address.

If you look around, you will find an infinite number of variations on the basic ping
program. Some ping programs, like the one in Figure 12.2, can be used to indicate the
quality of the connection between your host and the destination. These programs send
a continuous stream of packets, telling you how long it takes to receive the responses
(thereby giving you round-trip delay) and what percentage of packets are responded to
(giving you an idea of packet-loss rates).

Other common options in ping programs include the ability to specify

• The number of packets to send and the rate at which to send them.

• The size of packets sent.

• The data contents of the ping packet. This may allow you to uncover
data-sensitivity problems in certain network paths. Also, the ping program
may allow you to randomly vary the size and contents of the ping packet.

• One or more intermediate hops through which the ping packets should go on
the way to the destination. This is useful in several situations. Instead of debug-
ging connectivity between your own host and a destination, you may want to
debug connectivity between two remote hosts. In this case, use ping with one
remote host as intermediate hop and the other as destination_host. Also, you
may encounter routing problems such that you cannot reach a destination Y but
you can reach X and they can then reach Y. This can be determined by pinging Y
with an intermediate hop of X, after a simple ping of Y fails.

• The ability to report the path the ping packet takes through the Internet.
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How It Works

The ping tool is implemented using ICMP (see Section 1.2 and [194]). The ping packets
are ICMP Echo Requests (ICMP type 8). Any host or router receiving an ICMP Echo
Request addressed to one of its IP addresses responds with an ICMP Echo Reply (ICMP
type 0). As with other kinds of IP packets, if a host or router is unable to deliver the
ICMP Echo Request to the addressed destination, an ICMP error message is returned.

ICMP Echo Requests contain a Sequence Number field that enables you to match
received ICMP Echo Replies to the proper Echo Request, when a sequence of pings is
being transmitted. The data portion of the ICMP Echo Request must be returned
unchanged in the Echo Reply. This enables the ping program to store such things as
timestamps in the packet, for later calculation of round-trip delays.

Forcing ping packets through one or more intermediate hops is done by inserting
an IP loose-source route option in the ICMP Echo Request's IP header. Recording the
path a ping packet takes is done through the inclusion of an IP record-route option.
Because of size limitation in the IP packet header (60 bytes), a maximum of nine hops
can be recorded.

Strong Points

Support for ping is ubiquitous. All sorts of machines have IP in them these days—
networked printers, disk arrays, in-circuit emulators, and so on. Since ICMP support
is also required of all IP implementations, these devices all reply to ping. In fact, using
ping on the device is always one of the first things you do after installation to see that
the device has been properly configured. Available on virtually every operating system,
ping programs support a variety of useful options.

If you are new to network programming, modifying a ping program to meet your
special needs is a good place to start. Also, ping is the one tool that remains essentially
unchanged when debugging multicast routing problems.

When you are having intermittent routing problems, using ping to test connection
quality can uncover patterns that lead to the cause of the problem. For example, at one
time, connections through a particular ISP were suffering performance problems. A con-
tinuous ping to destinations whose paths traversed the provider showed that ping
times increased dramatically every 90 seconds. This was found to be an architectural
constant in the routing protocol employed by the ISP and uncovered problems in the
routing protocol's implementation provided by the ISP's router vendor (see [78]).

Weak Points

If the destination is unreachable, ping returns only limited information: received ICMP
errors. In trying to pinpoint where the routing problem is, you are reduced to pinging
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intermediate destinations. However, you may not be able to determine the intermediate
hops. Even if you can, each of them may be reachable while your destination still may
not be (see the earlier discussion of intermediate hops).

When ping to a destination succeeds, it cannot be relied on to give you the route
your data packets are taking, as ping's record-route feature is limited to nine hops. In
addition, you have the common problem that the act of measurement changes the sys-
tem's behavior (see [97]): Using IP options forces the ICMP Echo packet off the main
forwarding path in many vendors' routers, possibly changing the path the packet
will take.

All these problems are solved by the traceroute diagnostic. This tool is covered in
the next section.

12.5 The traceroute Tool

The traceroute program is usually the best tool for diagnosing routing problems.
Originally developed on UNIX systems, it is now available on many other host and
router platforms as well. Given a destination (domain name or IP address, as usual),
traceroute traces the routers on the path to the destination, stopping when the
destination is reached, an ICMP Destination Unreachable is received, or the maxi-
mum number of router hops has been exceeded (the default is 30, but it can be over-
ridden with the -m option). The traceroute program was written by Van Jacobson at
Lawrence Berkeley Laboratories. An excellent UNIX man page is available describing
traceroute's usage and options [247].

The traceroute program probes each successive hop along the path to the destina-
tion. By default, each hop is probed three times (this can be changed with the -q option).
The results of the probes for a given hop are printed on a single line, with the hop num-
ber, the router at that hop (printed as a domain name or as an IP address if the -n option
is given), and the round-trip delay encountered by each of the probes.

Figure 12.4 shows a sample traceroute. The output shows the path to 128.9.0.32,
going through routers 132.236.200.1,132.236.230.1, and so on.

Two other options are commonly available in traceroute tools.

• You can trace the route between two remote hosts by using the -g option. For
example, to trace the route between 128.9.0.32 and 198.49.45.10, you can give the
command traceroute -g 128.9.0.32 198.49.45.10 from any Internet host.

• You can trace paths for traffic of differing IP Type of Service (TOS; see Sec-
tion 1.2) by using the -t option.

When a traceroute probe fails for a given hop, instead of a round-trip time, an indica-
tion of the failure is displayed. Table 12.1 lists the most common failure indications.

IT-EBOOKS.DIRECTORY

http://www.it-ebooks.directory/


Section 12.5 The traceroute Tool 251

Figure 12.4 Sample output of traceroute.

Table 12.1 Common Failure Indications of traceroute

The traceroute program fails when the ultimate destination is not reached. Such
failures commonly end with the reception of an ICMP Host or Net Unreachable or with
probe failures until the maximum hop count is received, as shown in Figure 12.5.
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Figure 12.5 Sample output of traceroute, showing probe failures.

Another common failure is the repetition of one or more router hops, which indi-
cates a routing loop. For more examples of traceroute problem diagnosis, see the
traceroute UNIX man page [247].

You can find traceroute gateways on the Web by typing traceroute into your favorite
Web search engine. These gateways are servers on which you are allowed to execute the
traceroute command remotely. You enter the traceroute command options on a Web
form, and the results are displayed in your Web browser. The result is the path that
packets would take from the server to your machine or from the server to any other des-
tination you specify. You can also use the traceroute gateway to trace the path of your
host to any destination, by using the -g option to traceroute. This option is useful if
you do not have traceroute installed on your host.

Van Jacobson has recently extended traceroute, creating a more sophisticated
tool called pathchar [118]. In addition to finding the path to a given destination, the
pathchar tool analyzes the path's performance by estimating the bandwidth, propaga-
tion delay, packet loss, and queuing delay of each link in the path.

How It Works

A traceroute probe is a UDP packet addressed to the destination host and specifying
an (ideally) unused UDP port. A base UDP port of 33434 is used but can be overridden
with the -p option. The traceroute program first sends a set of probes with IP TTL set
to 1, then sends a set with IP TTL set to 2, and so on. The nth set of probes is sent with IP
TTL set to n and a UDP port set to the base UDP port plus n. These should elicit either
an ICMP TTL Exceeded from the nth hop router or an ICMP Port Unreachable from the
destination host. Tracing the path between two remote hosts is done by inserting an IP
loose-source route option in the UDP probe's IP header.
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The size of the UDP packets used by traceroute is so small (38 bytes) that IP frag-
mentation problems should not be encountered. However, the size of the probes can be
changed on invocation by specifying the probe size in bytes after the destination host.

In order to estimate the performance of each hop in the path, the pathchar tool
sends UDP packets of varying sizes for each IP TTL value. By examining the different
response times to these variable-sized probes, link characteristics, such as bandwidth,
propagation delay, and queuing delay, can be deduced after some rather complicated
mathematics [117].

Strong Points

The traceroute program is the most powerful tool for diagnosing routing problems. It
depends only on something that is required in the main forwarding path of all IP rout-
ers and hosts—TTL processing.

Also, traceroute is quite robust. For example, it cleverly flags implementation
bugs, such as the BSD UNIX 4.3 TCP/IP bug that makes destination hosts look twice as
far away as they in fact are (see the ! failure indication in Table 12.1). As another exam-
ple, incrementing the UDP port on each hop may circumvent port collisions at the desti-
nation host (with the side effect of insertion of phantom hops).

Weak Points

Even though TTL processing is required in the main path of every IP router and host, it
may still be broken, with the router/host remaining more or less functional. For exam-
ple, a common error is to forward packets after decrementing the TTL to 0 instead of
responding with an ICMP TTL Exceeded. Routers exhibiting this error will be omitted
from the traceroute path, with the next-hop router instead appearing twice.

Some routers may not send ICMP errors or may not send ICMP TTL Exceeded
messages. These routers will also not show up in a traceroute. Other routers may
rate-limit the number of ICMP messages that they generate; these routers appear in
traceroute output only intermittently.

Some routers do not put large enough TTLs in their ICMP error responses, and so
the ICMP responses do not get back to the traceroute-executing host. The BSD UNIX
4.3 bug described in Table 12.1 is in this category—the TTL in the ICMP error response
is set to the remaining TTL in the offending packet.

A traceroute can be difficult to interpret when routers are doing multipath, since
there is then no good way to associate consecutive hops. Also, traceroute does not
work for IP multicast, because ICMP errors, and in particular ICMP TTL Exceeded
and ICMP Port Unreachables, are not returned in response to IP multicast datagrams.
Instead a totally separate mechanism for multicast, called multicast traceroute, or
mtrace, has been developed (see Section 12.11).
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12.6 SNMPMIBs

SNMP [226] is the standard protocol used to monitor and control Internet devices.
In SNMP, management data within an Internet device is organized into various
Management Information Bases (MIBs) [144]. There is no shortage of MIBs. MIBs exist for
Ethernet interfaces, printers, uninterruptible power supplies, and you name it. In the
desire for a more manageable Internet, the IETF has mandated the creation of a MIB for
each of its standard protocols. Also, many vendors have created large proprietary MIBs
for the management of their own products.

One way to debug routing problems is to dump routing tables and examine routing
protocol state through SNMP. The following routing-related MIBs can be used for this
purpose.

• MIB-II, documented in RFC 1213 [143]. This is the granddaddy of all Internet
MIBs and is the one that you can almost be assured that any Internet device
implements. This MIB contains IP and ICMP statistics, such as packets received
and packets forwarded. It also contains ARP mappings, which can be used to
indicate which neighboring IP hosts and routers the device is talking to—this
has been used for automatic network map discovery in some network manage-
ment products. MIB-II also contains a routing table, although one that has been
superseded by later MIBs. However, in the name of backward compatibility,
MIBs or pieces of MIBs never go away even when superseded. So there are
plenty of implementations of MIB-II routing tables still out there.

• The IP Forwarding MIB, documented in RFC 1354 [10], This provides a way to
dump a device's IP routing table. It improves on the routing table in MIB-II by
allowing multiple routes per IP destination. Also, a separate set of paths can be
represented for each Internet Type of Service (TOS). However, this routing table
does not allow representation of all routes possible in CIDR routing and so has
also been superseded.

• The recently revised IP Forwarding MIB. The resulting RFC 2096 [11] replaces RFC
1354. This MIB now can express CIDR routes; two routing entries, both having
the same network address by differing masks, can now be distinguished.

• The OSPF MIB, documented in RFC 1850 [14]. This is a large MIB, with more than
100 variables. You can use this MIB to examine the OSPF link-state database;
general OSPF statistics, such as the number of routing calculations performed;
and the state of OSPF areas, interfaces, and neighbors. This MIB can also be
used to monitor and configure the OSPF extensions, including MOSPF.

• The BGP MIB, documented in RFC 1657 [262]. This MIB contains a BGP router's
AS number, the state of its BGP peers, and the BGP routing information that has
been received from each of the peers.
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• The RIPv2 MIB, documented in RFC 1724 [150]. This MIB provides RIP statistics,
monitoring and configuration data for each RIP interface, and (optionally)
information about each RIP neighbor.

• A MIB developed for DVMRP [243]. This MIB allows the monitoring of the
DVMRP protocol via SNMP. The contents of the DVMRP routing table can be
examined, along with information about DVMRP physical interfaces, tunnels,
and neighbors. The administrative boundaries of the DVMRP routing domain
can also be examined.

• An experimental MIB for IGMP [141]. This MIB allows you to monitor the state of
IGMP within a multicast router. Two tables are provided. The first table shows
interfaces on which the router is sending Host Membership Queries and at
what rate. The second table shows the group membership of the attached net-
work segments, including the last reporting host and the time of the report.

• An experimental multicast forwarding MIB [142]. This MIB is the multicast analog
of the IP Forwarding MIB. For each [source net, multicast group] combination,
this MIB shows the interface on which matching datagrams should be received
and the set of interfaces out which the datagram should be forwarded.

How It Works

SNMP is a query-response protocol. SNMP packets are encoded in a dialect of ASN.l
[113]. There are five separate SNMP packet types: GetRequest, GetNextRequest,
GetResponse, SetRequest, and Trap. Requests for specific management data are accom-
plished with GetRequest, with the answers returned by GetResponse. A MIB can be lin-
early searched using GetNextRequest (for example, this is how you would dump a
routing table using SNMP; see Figure 12.6), and SetRequest is used to configure devices;
both of these packet types also elicit GetResponses. Traps are unsolicited messages sent
by Internet devices as a result of an event (for example, a router interface going out of
service). Traps are somewhat controversial within the SNMP community and are used
sparingly.

Management data in an Internet device are represented as variables. Variables have
ASCII names, such as ipCidrRouteif Index, and Object Identifiers, or OIDs, such as
1.3.6.1.2.1.4.24.4.1.5. OIDs and their values are also coded in ASN.l. When multiple
instances of data exist within a device—for example, separate routes in a routing table—
they are identified by a combination of OID and instance (see Figure 12.6). Instances can
be thought of as indexes into a table of entries.

Variables are organized into groups and tables, which in turn are collected into
Management Information Bases, or MIBs. The collection of MIBs is further organized
into a tree structure, which is reflected in the variables' OIDs (see Figure 11.1). MIBs are
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Figure 12.6 Dumping a routing table using SNMP's get-next function; ipCidrRoutelf Index
gives the outgoing interface for the entry; the next hop is one of the indexes.

documented using a specific syntax that allows them to be converted by MIB compilers
into formats easily processed by network management applications.

For more information on SNMP and the structure of MIBs, see Section 11.1.

Strong Points

The IETF mandates that MIBs be developed for each standard Internet protocol. As a
result, many MIBs have been defined, potentially making a great deal of data accessible
via SNMP.

SNMP provides a vendor-independent way to get data out of an Internet device.
For example, no matter how a vendor has organized its routing table internally, if the IP
forwarding MIB has been implemented, the routing table can be dumped in a standard
manner.

At this point, almost all Internet devices support SNMP. Although support for spe-
cific MIBs varies, almost all devices include an implementation of MIB-II. Many public-
domain SNMP tools also are available.

Weak Points

Vendor support for MIBs beyond MIB-II is spotty. Although the IETF can mandate that
MIBs be developed for all protocols, it cannot force vendors to implement the MIBs. For
example, a poll of OSPF implementations indicated that only a third of them supported
the OSPF MIB.

On the other hand, when MIBs are implemented, they often contain so much data
that it can be difficult to find the piece of information you are looking for. Browsing a
MIB can be frustrating, due to the cryptic nature of variable names and OIDs. Both of
these problems can be solved via the implementation of MIB-based tools, as described
in Section 12.7.
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Operations, such as dumping a routing table via SNMP, can be very slow and cum-
bersome, due to the fact that an SNMP packet exchange is required for each routing
table entry. This issue has been addressed by SNMPv2, which, however, is not yet
implemented in most Internet devices.

Neither SNMP nor SNMPv2 has very strong security provisions. For that reason,
vendors do not always implement SNMP SetRequests in their products. Even if
SetRequests are implemented, network administrators often disable the SetRequests in
order to plug an obvious security hole. In fact, for security reasons, administrators often
block SNMP read access to part or all of an Internet device's management information
base. These limitations to SNMP read and write access can limit the usefulness of SNMP
as a debugging tool, especially when you are trying to debug a device that is owned and
managed by someone else.

Routing diagnostic information collected from a device using SNMP may not reflect
the true behavior of the device. Processing of SNMP GetRequests and GetNextRequests
is a separate code path from the device's forwarding and routing protocol processing
and therefore is subject to measurement errors. In particular, GetNextRequest is difficult
to interpret and implement for some tables when multiple indexes are involved, and so
MIB walks (of which a routing table dump is a portion) are sometimes wrong.

SNMP only works when the management station can communicate with the Inter-
net device. If a routing problem prevents the management station from sending packets
to the device, SNMP cannot be used to debug problems within the device.

12.7 MIB-Based Tools

A multitude of SNMP-based tools exist. These tools automate the process of getting
SNMP data out of Internet devices, organizing and displaying the returned data in a
form that is better suited for human consumption.

Network management stations fall into this category. Typically they are window-
based applications running on PC or UNIX platforms; they monitor devices using stan-
dard MIBs, such as MIB-II. Often a network map is part of the user interface, with the
color of map components reflecting their current status (such as green for OK and red
for out of service). These applications also often include MIB browsers, which allow you
to search through MIBs, based on the variables' ASCII names (instead of their more
obscure ASN.l representations). MIB compilers are also often included, allowing you to
add additional MIBs to the browser. Standard dialog boxes may display information,
such as interface statistics, in an easy-to-understand manner, although display of
routing-related data is usually restricted to a dump of the device's routing table.

MIB-based tools can be built fairly easily to accomplish specific tasks. A couple of
examples follow.

• At the 1991INTEROP, an OSPF demonstration was given. The INTEROP back-
bone network consisted of OSPF routers from 11 vendors, providing complete
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connectivity between show booths and between the show and the Internet (see
Section 3.4 for more details). The state of the backbone was monitored from a
UNIX network management station. An additional dialog box in the NMS
application was created for the demo, which displayed the OSPF link-state
database checksum (OSPF MIB variable ospf AreaLsaCksumSum, see Sec-
tion 11.5) for all OSPF routers in the network simultaneously. This display
gave a quick indication of whether OSPF databases were synchronized.

A UNIX program called ospf query [204] has been written by Tom Pusateri.
This program organizes the information in the OSPF MIB into easy-to-read
screens, with command line options to show OSPF interfaces, neighbors, and
the link-state database (see Figure 12.7). In addition, ospf query dumps and dis-
plays RFC 1354's IP Forwarding MIB in a tabular form.

Figure 12.7 Examination of OSPF neighbor status, using the ospfquery program (excerpted from the
ospf (juery UNIX man page).

How They Work

MIB tools for specific tasks can be built fairly easily, using publicly available SNMP pro-
grams such as CMU's SNMP toolkit, combining them with user interface and scripting
libraries, such as Tk/Tcl. On the other hand, general-purpose SNMP network manage-
ment stations can be significant development tasks, typically using commercial data-
bases and interfaces to other management protocol stacks.
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Strong Points

The main advantage of SNMP tools is their vendor independence. SNMP tools can pro-
vide nice graphical configuration and monitoring tools for specific applications, which
can be used with any device that implements standard SNMP MIBs.

Weak Points

SNMP tools inherit some of SNMP's problems: Many SNMP MIBs are not widely imple-
mented; write and even sometimes read access to MIBs may be restricted due to security
concerns; SNMP data can suffer from measurement errors; and SNMP GetNextRequest
is sometimes incorrectly implemented. Also, dumping large volumes of data, such as
large routing tables via SNMP, can be extremely slow.

12.8 Network Analyzers

Network analyzers are tools that collect packets as they are transmitted on one or more
network segments. These tools are used to troubleshoot and monitor networks, as well
as while developing and debugging protocols.

Network analyzers usually display a summary of packets in real time. For example,
a single line may be printed for each packet, displaying IP source and destination
addresses, IP protocol number, and the time the packet was received (Figure 12.8). Com-
plete packet contents may be saved to memory or disk, allowing later examination in
more detail. Often an analyzer understands how to decode packets of a given protocol
into fields to make analysis of packet contents easier. Sometimes an analyzer will allow
you to write your own parsing routines for your favorite protocol. For example, I wrote
OSPF parsing routines for the Network General Sniffer to help initial debugging of the
OSPF protocol.

Analyzers usually allow you to specify filters for packet collection and/or display,
allowing you to restrict your view to only those packets you are interested in.

Some analyzers will allow you to construct packets for transmission onto the seg-
ment or to play back collected packets. The latter capability can be very useful when try-
ing to reconstruct a failure.

Some analyzers can perform in a distributed fashion. Collection points can be estab-
lished on multiple remote segments, with the gathered packet sent to a central location
for correlation and display.

Some analyzers can also perform more intelligent functions, verifying checksums,
checking for common errors (such as illegal broadcast addresses), or associating all
packets belonging to a given TCP connection.
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Figure 12.8 Example of a packet trace from a Network General Sniffer.
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Network analyzers can be implemented as dedicated platforms or as add-on
software for existing hosts. Many network analyzers are available, some commer-
cially and some in the public domain. A small sample of the available analyzers
follows.

• The tcpdump program. Freely available for UNIX systems, this program collects
packets seen on one of the UNIX system's attached network segments, printing
the headers of those packets matching a Boolean expression given on the pro-
gram command line. The program understands the format of ARP, TCP, and
UDP packets and has been extended to understand the format of most routing
protocols' packets.

• The etherf ind program. Available on SunOS 4.x, this program allows collec-
tion of specified packets, displaying one collected packet per line of program
output. A better analyzer, called snoop, is available in SunOS 5.x (also called
Solaris 2.x).

• LANzuatch. This add-on software turns a DOS platform into a network analyzer.
It features real-time display of captured packets, flexible filtering, and an exam-
ine mode to display packet contents in more detail. LANwatch is available com-
mercially from FTP Software.

• Network General Sniffer. This self-contained, portable analyzer is available in
standalone or distributed configurations. Besides the usual analyzer functions,
it supports LAN diagnostics and traffic generation and allows people to write
their own protocol interpreters. It is available commercially from Network
General.

How They Work

Most network analyzers are implemented as either dedicated platforms or software
add-ons to existing hosts (such as PCs or UNIX workstations). By putting one or more of
their LAN interfaces into promiscuous mode, they can receive all packets being
transmitted on the attached network segment. Network analyzers for point-to-point
media (such as synchronous serial lines) are generally implemented with pass-through
or Y cables that allow the monitor to receive all transmitted packets in a transparent
fashion.

Any host or router implementing the variables in RFC 1757's Remote Network
Monitoring (RMON) [256] MIB can also be used to capture and store packets for later
analysis. Network management stations or other MIB-based tools can then be used to
implement the display and filtering functions of a typical network analyzer.
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Strong Points

For debugging complex protocol interactions, network analyzers are invaluable. We
held numerous bake-offs during the development of the OSPF protocol; all the various
implementors got together for several days of testing. When two implementations were
not interoperating, we invariably used a network analyzer to capture the packets that
were being sent. This technique uncovered numerous implementation bugs, as well as a
few protocol bugs. After a bake-off, I often went home with a large collection of packet
traces that I used later to analyze OSPF protocol performance.

Network analyzers are used extensively in any multivendor testing situation. For
example, the INTEROP ShowNet is typically constructed so that a network analyzer can
be patched onto any given network segment. Typical complaints, such as "Booth 24 is
not getting routing advertisements," are quickly resolved by the Network Operations
Center.

Watching protocol exchanges with a network analyzer is a terrific way to learn how
a protocol works. This is the reason that we have included many network analyzer
traces in this book.

Weak Points

Network analyzers require physical access to the network segment being monitored.
Either a dedicated piece of hardware must be attached to the segment, or software must
be added to one of the segment's existing hosts. Alternatively if a router or host imple-
ments the variables in the RMON MIB, it can be used for packet collection. A chicken-
and-egg situation often arises. You do not monitor a segment until a problem occurs,
and then you may have missed the problem's root cause. This has happened to me
numerous times during interoperability tests.

Most software-only analyzers are incapable of collecting all packets when the net-
work segment is fully utilized. Dedicated platforms usually can collect at full speed but
are often quite expensive.

Network analyzers are generally passive. You can see everything that is currently
happening on a segment, but you cannot test the reaction of devices to situations of
your own choosing.

Network analyzers are good at breaking packets into their component fields and
at doing simple calculations, such as checksum verifications, but that is usually where
the analyzers' intelligence ends. Problem diagnosis of a packet trace is usually left to a
human being who has good knowledge of the protocol being debugged.

The use of network analyzers invokes privacy and security concerns. Since they
capture all traffic transmitted on a given network segment, analyzers can be misused to
capture sensitive data, such as user passwords. This is the reason that network analyz-
ers on UNIX systems generally require root access.
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12.9 Protocol-Specific Tools

Certain routing protocols have built-in diagnostics, allowing tools to be written to
debug protocol, implementation, and configuration problems. A few such tools follow.

• The ripquery program [51], written by Jeff Honig, enables you to see part or all
of a RIP router's routing table. In addition, you can see the RIP packets that the
RIP routing is currently sending. Example output from the ripquery program
is shown in Figure 12.9.

Figure 12.9 Sample output from the ripquery program.

The ospf_monitor program [50], written by Rob Coltun and Jeff Honig,
can display an OSPF router's link-state database and routing table, along
with OSPF statistics and errors and information about OSPF interfaces and
neighbors.
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The mrinf o program [116], written by Van Jacobson, allows you to query the
state of a DVMRP router. A description of the router is printed, including its
DVMRP revision level and its capabilities (such as whether it implements prun-
ing or responds to multicast traceroute). A list of the router's DVMRP interfaces
is then given. The type of interface is listed (for example, whether a tunnel and,
if so, whether it is source routed or encapsulated), along with the interface met-
ric, the TTL threshold, a list of neighbors, and whether the interface has been
elected the Querier.

The nature of OSPF's synchronized link-state database allows you to monitor
an OSPF routing domain by attaching an instrumented OSPF implementation
to any network segment in the domain. With an OSPF implementation modi-
fied to note rate of database change and database anomalies, such as one-way
links, you can easily locate flapping links, duplicate OSPF router IDs, and so on.
The OSPF implementation contained in the companion to this book (OSPF Com-
plete Implementation) can be used for this purpose. Another thing that you can
do is calculate the routing table of any OSPF router in the routing domain from
the instrumented implementation.

How They Work

Typically the tools are enabled by the routing protocol designers' and implementors'
adding monitoring request and response packets to the various protocols.

The ripquery program utilizes RIP's request, response, and poll commands. Each
RIP packet has a Command field. RIP request packets (Command = 1) sent to a RIP
router elicit RIP responses. The RIP response contains all the router's RIP routing table,
unless specific RIP routes have been indicated in the body of the request. This RIP
request/response procedure was not designed for diagnostic purposes; its purpose is to
enable a RIP router to get a download of its neighbor's routing table quickly on restart.
As a result, there is one possible undesirable behavior of request/response. When the
entire table is requested, the response packet has the RIP split horizon (or split horizon
with poison reverse) applied to it, possibly obscuring some of the routing information.
For this reason, certain RIP implementations (such as the UNIX gated and routed dae-
mons) added the poll command, which has equivalent semantics but is used only for
monitoring and thus avoids the split-horizon rules.

The ospf^monitor program works in a similar fashion. The gated OSPF implemen-
tation added a new OSPF packet type to be used in querying the gated OSPF for opera-
tional information.

The mrinf o program uses the DVMRP ASKNEIGHBORS2 and NEIGHBORS2 pack-
ets, the "2" having been appended to replace an earlier pair of monitoring packets.
When a DVMRP router receives an ASKNEIGHBORS packet, it responds with a
NEIGHBORS2 packet describing the router, its interfaces, and neighbors. This same
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procedure is utilized by the map_mbone program, which, when given a seed router, can
map an entire DVMRP routing system (such as the MBONE).

Strong Points

These tools have generally been designed by the protocol designers and implementors
specifically for protocol debugging. As such, the tools are generally efficient and pro-
vide concise, accurate troubleshooting information.

Weak Points

Many routing protocols do not have built-in diagnostic capabilities. If not included from
the very start, it is often difficult to retrofit diagnostics after the protocol has been
widely deployed. Also, if a diagnostic capability is not necessary for a protocol's opera-
tion (for example, the RIP poll command), it is likely that the diagnostic will not be sup-
ported by all implementations.

Many people in the SNMP community believe that SNMP should be used to moni-
tor protocols rather than building protocol-specific monitoring support.

12.10 Product-Specific Monitoring and Tracing

Most TCP/IP hosts and routers have product-specific monitoring and debugging tools
built into their TCP/IP implementations. Normally these tools are accessed through a
terminal interface, either local or remote through TELNET or a Web server. Sometimes
the tools can also be accessed through a proprietary MIB. These tools can be used to
examine in real time routing state and data. In addition, many products have tracing
capabilities so that a log of significant events can be made to a terminal or a local disk,
via SNMP traps, or sometimes even through the UNIX syslog facility.

For example, most routers have built-in tools to

• Dump the routing table. Although this can also be done through SNMP, it is
often faster and more reliable to do this via a product's terminal interface.

• Dump the ARP table. This can tell you which hosts and routers are currently
active on attached network segments.

• Query the router as to how it would route to a given destination.

• Enable tracing of specific protocol events, such as all BGP packets received and
transmitted.

Monitoring commands and tracing facilities have been built into most OSPF imple-
mentations, including the one contained in the companion to this book (OSPF Complete
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Implementation). As an example, we include monitoring information taken from a large
operational OSPF network, the Arkansas Public School Computer Network, which is
discussed in more detail in Section 11.4. Commands executed on the command line
interface of that network's routers allow the network managers to examine OSPF's
routing table, link-state database (Figure 12.10), and the state of OSPF's database syn-
chronization procedures. In addition, OSPF protocol activity can be traced by examining
logging messages (printed either locally on a router's console or remotely on a network
management station via the TELNET protocol), as shown in Figure 12.11.

How They Work

These product-specific tools have usually been designed by the original product devel-
opers for initial debugging and then later for remote problem diagnosis.

Strong Points

These commands often provide exactly what the product developers want to see,
should you end up asking their help in debugging a problem. Developers often include
a lot of interesting information in these commands and in a concise manner; they are
motivated to be able to debug their product remotely, lest they be woken up in the
middle of the night and told to take the first plane to Omaha in the morning.

Weak Points

These tools are often cryptic and poorly documented, if documented at all. Sometimes
these tools are removed from a product when it ships or are made inaccessible to the
customer.

12.11 Multicast Traceroute

Multicast traceroute, implemented as the mtrace utility for UNIX systems, is the IP
multicast analog to the unicast traceroute utility (see Section 12.5). This tool allows
you to trace the path of a multicast datagram with a given group destination as it travels
from a given source to a specific group member (indicated by the group member's uni-
cast IP address). As with unicast traceroute, you can trace the path until either (a) a
router on the path fails to answer or (b) an error indication is returned. This information
lets you pinpoint the precise router that is having a problem when multicast datagrams
are for some reason not getting delivered.

However, unlike in unicast traceroute, the path is traced backward, from the spe-
cific group member back to the source. The reason is that in the forward direction, the
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Figure 12.11 Implementation-specific tracing of OSPF events.

multicast delivery tree has many branches, and it is in general difficult to find the exact
branch leading to any particular group member.

Even when multicast routing is working, mtrace can be used to find problems that
are affecting the delivery of multicast datagrams. The program indicates how large the
source must set a datagram's IP TTL field in order for the datagram to be delivered suc-
cessfully to the destination group member. In IP multicast, TTL has additional seman-
tics over and above simple hop count: TTL thresholds are configured at administrative
boundaries to restrict the scope of multicast traffic (see Section 9.4). TTL information
coming from mtrace can help discover configuration errors in these thresholds. In addi-
tion, mtrace collects packet statistics, allowing you to detect congestion along the multi-
cast path.

Although you can specify the source, multicast group, and specific group member
for your trace, you need specify only the source. By default, the multicast group is set
to the MBONE's audio channel (224.2.0.1), and the group member is set to the host on
which you are executing mtrace. In other words, mtrace by default indicates how pack-
ets on the MBONE audio channel will be delivered from a specified speaker to you.

Also, mtrace prints a separate line for each multicast router encountered on the
way from the multicast group member back to the multicast datagram source. Each line
includes

• The DNS name and/or IP address of the multicast router.

• The multicast routing protocol being used by the multicast router.

• The minimum TTL required in the multicast datagram for it to be forwarded by
the multicast router.
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A router along the path may also report an error, which causes matching multicast
datagrams not to be forwarded. Example of such errors reported by mtrace include the
following.

• The multicast router does not know how to forward multicast datagrams from
the given source.

• The multicast router's outgoing interface for this datagram does not match the
incoming interface for the next multicast router on the way to the destination
group member.

• The multicast router has pruned the multicast group.

• The multicast group is subject to administrative scoping at this router (see
Section 9.4).

The syntax and output of the mtrace program parallels that of traceroute. Also
like traceroute, mtrace has a very good UNIX man page that describes how to use
the program in various scenarios. Figure 12.12 displays an example of mtrace out-
put. In this example, the path of a multicast datagram addressed to group 224.2.0.1 is
traced backward from one of the group's members, a host with a unicast address of
206.34.99.38, to the datagram's source (which defaults to the host that the mtrace com-
mand is executed on, in this case, the host 132.236.199.65).

Figure 12.12 Sample mtrace output.

How It Works

Two additional IGMP packet types, OxlF for traceroute request and OxlE for traceroute
response, were created in order to implement mtrace. The processing of these new
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IGMP types has been documented by the lETF's Inter-Domain Multicast Routing Work-
ing Group (see [72]).

When mtrace is executed, a traceroute request packet is sent to the last-hop router
on the path of a multicast datagram from multicast source to destination group member.
The traceroute request packet is then forwarded hop by hop toward the multicast
source. The multicast router at each hop reports a set of data, such as the IP addresses of
the incoming and outgoing interfaces that the multicast datagram would traverse, the
multicast routing protocol responsible for the incoming interface, the minimum TTL
that the datagram would have to contain in order to be forwarded, and various statis-
tics, such as the number of matching multicast datagrams that have been forwarded by
the router. Forwarding of the traceroute request packet stops when (a) a maximum
number of hops, specified by the mtrace program, has been reached; (b) the reported
data has filled the traceroute request packet; (c) the first-hop router along the multicast
datagram's path is reached; (d) a router is reached that does not know the route back to
the multicast datagram's source; or (e) a router that does not understand traceroute
requests is encountered. In all but the last case, the traceroute request is converted to a
traceroute response and is then sent back to the host executing the mtrace.

When a router that does not understand traceroute requests is encountered, mtrace
gets no response. In this case, mtrace starts an expanding-length search, sending a
sequence of traceroute request packets to the last-hop router, first with maximum hop
count of 1, then with 2, and so on. In this way, the path from the last-hop router back to
the traceroute-ignorant multicast router is discovered.

The identity of the last-hop router may be specified by using the -g option on
the mtrace command line. If the identity of the last-hop router is unknown, mtrace
attempts to discover it by multicasting the traceroute request to the same group whose
datagrams are being traced. This should reach the last-hop router, assuming that (a) the
TTL in the traceroute request is high enough (settable by mtrace's -t option); (b) the
"destination group member" is truly a member of the group; and (c) multicast routing is
working between the host executing mtrace and the destination group member (which
are often the same host).

Tracing a multicast datagram's path using traceroute request packets is very similar
to how you would trace the path using SNMP and the multicast forwarding MIB. How-
ever, traceroute requests use fewer packets and enable you to discover the last-hop
router (which you could do with the multicast forwarding MIB unless you multicasted
SNMP requests!).

Strong Points

The mtrace program is definitely the best way to track down multicast routing prob-
lems. It allows you to trace partial paths efficiently, locating the problematic multicast
router. The program discovers not only inconsistencies in multicast forwarding between
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routers but also configuration and congestion problems. The only other tools available
for debugging multicast routing are ping and the multicast forwarding MIB.

There is wide deployment of routers that understand multicast traceroute on the
MBONE. This functionality was first released in mrouted 3.3.

As with the unicast traceroute utility, the implementors of mtrace have thought
about many contingencies, enabling useful information to be returned in the face of a
wide variety of failures. As one example, they allow the traceroute response packet to be
returned as a multicast instead of being unicast to the host running mtrace, for those sit-
uations in which multicast connectivity exists but unicast does not!

Weak Points

Unlike unicast traceroute, a separate mechanism (IGMP traceroute request and response
packet types) had to be developed for multicast traceroute, rather than just using
required features of the data forwarding in all multicast routers. This means that, just
like SNMP solutions, multicast traceroute may be subject to measurement errors.

If the last-hop multicast router does not understand traceroute request packets or is
grossly malfunctioning, mtrace cannot gain any information at all. Similarly mtrace
may not be able to discover the identity of the last-hop router in some cases. Examples
of such cases are when the traceroute destination is not really a group member or when
there is no multicast connectivity between the host executing mtrace and the traceroute
destination.

Further Reading

The Network Management Tool Catalog [68] provides a good, although somewhat dated,
list of tools for network monitoring and control, including analyzers, SNMP program-
ming libraries, and debugging and mapping tools. Pointers to a more up-to-date online
version of the tool catalog are also provided.

Marshall Rose's The Simple Book [218] is the best introduction to SNMP. We examine
SNMP and its MIBs in more detail in Chapter 11.

The Tk/TCL toolkit [187] allows you to quickly code applications such as those
described in Section 12.9. Perl [260] is another scripting language popular with applica-
tion developers. Both packages are freely available on the Internet.

The MBONE—its applications, design, and management tools—is described further
in [36], [69], and [131]. The mtrace man page [37] provides the best description on how
to use multicast traceroute to track down problems in multicast routing, just as the
traceroute man page [247] is a good resource for unicast routing debugging.

The gated routing daemon can turn a UNIX workstation into a TCP/IP router.
Unlike the routed program, which runs only RIP, gated contains an implementation of
most IP unicast and multicast protocols. It is also used as a platform to experiment with
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new routing protocols and has been incorporated into many commercial routers as well.
See [83] for detailed documentation on gated configuration and internals. The Routing
Server created as part of the NSF-funded Routing Arbiter project [223], used at some
exchange points to simplify the administration of BGP peering, is also built on top of
gated.

Exercises

12.1 Find the number of routers your packets traverse on the way to the Internic's RFC
depository (ds. internio .net). Which ISPs and backbone service providers do
you end up using?

12.2 Modify the ping program so that it returns whether the destination is reachable
and, if so, the number of hops to the destination, assuming a symmetric path.

12.3 Use SNMP to dump an IP routing table. First, use a command line tool (such as
the publicly available CMU SNMP tools), and then write your own MIB-based
tool.

12.4 Write a program to receive and display all RIP packets broadcast on your local
network segment.

12.5 Write a program to find all DVMRP routers within n hops of a given DVMRP
router, where n is specified by the user.
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PartV

Routing Protocol Comparisons

In Part V, we survey the routing protocols, both unicast and multicast, in use in the
Internet. Chapter 13, Unicast Routing Protocols, compares and contrasts the unicast
routing protocols in use in today's Internet: RIP, OSPF, BGP, IGRP, and Integrated IS-IS.
Each protocol is explained in terms of the basic functions that every IP routing protocol
provides: neighbor discovery, distribution of routing data, routing calculations, aggre-
gation, policy controls, and so on. We end with a discussion of how routing information
is exchanged between routing protocols.

Chapter 14, Multicast Routing Protocols, examines the multicast routing protocols
that have been developed for the Internet: DVMRP, MOSPF, PIM Dense, PIM Sparse,
and CBT. Before getting into the details of the specific protocols, we describe the opera-
tion of broadcast-and-prune protocols.
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Unicast Routing Protocols

In this chapter, we compare and contrast the routing protocols in use in today's Internet:
RIP, OSPF, BGP, IGRP, and Integrated IS-IS. As we have seen, routing protocols can be
categorized into IGPs and BGPs. (By the way, many TCP/IP routing protocols contain
the word gateway. This was the original term for what we now call a router, a network-
layer switching device. Today the word gateway is used for devices that switch at
higher levels of the OSI reference model: mail gateways, application-level gateways,
and so on.) Internet routing protocols can also be classified according to the basic rout-
ing technology they employ: Distance Vector or link-state (Table 13.1).

Table 13.1 Classification of TCP/IP Routing Protocols. (Boldface type indicates
protocols in use in the Internet.)

Protocol Type

IGPs

BGPs

Distance Vector

GGP
Hello
RIP
IGRP

BGP
BGP

Link State

OSPF
Integrated IS-IS

IDPR

In the sections that follow, we will describe each of the Internet's routing protocols.
Each routing protocol has to perform a basic set of activities. For example, a router has
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to be able to detect its neighboring routers. It also has to have a reliable way of collecting
routing data and of turning this data into routing table entries. In order to better under-
stand how the protocols work and to compare and contrast them, we will describe each
protocol in terms of the following categories.

• Type. Is the protocol an BGP or an IGP; does it employ Distance Vector or link-
state routing technology?

• Encapsulation. Does the routing protocol run directly over IP, over one of the
Internet transport protocols (TCP or UDP), or directly over the data-link layer?

• Path characteristics. What do the "best" paths selected by the protocol look like?
For example, RIP always selects paths that go through a minimum number of
routers. Other protocols can select minimum-delay paths or minimize other
metrics. Still other protocols do not include a metric but allow the network
administrator to indicate path preferences.

• Neighbor discovery and maintenance. How does a router running the protocol dis-
cover the routers (called neighbors, or peers) with which it is to exchange rout-
ing information? How does the router discover failures in these neighbors so
that it can route traffic around them when necessary?

• Routing data distribution. What is the raw routing data that is distributed
between routers running the protocol, and how is this distribution performed?

• Route deletion. When a destination prefix becomes unreachable, how is this
information propagated by the routing protocol?

• Routing table calculation. How does the router calculate routing table entries
from the raw routing data received from its neighbors?

• Robustness/reliability. How does the protocol ensure that routing data is trans-
mitted reliably between routers? In what other ways does the protocol try to
ensure that transmission errors and hardware or software errors within the
routers do not permanently impair routing?

• Aggregation. How does the protocol combine routing information for a col-
lection of prefixes, producing a routing advertisement for a single, smaller
prefix?

• Policy controls. In what ways can the network administrator bias the paths calcu-
lated by the protocol? For example, an ISP may wish to ensure that traffic going
between two of its customers never leaves the ISP's network. Or, the network
administrator may not wish to route traffic to prefixes originating from a partic-
ular AS number.

• Security. How does the protocol guard against intruders trying to disrupt proto-
col exchanges and/or corrupt routing data?
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13.1 RIP

The development of TCP/IP and the Internet was strongly influenced by the University
of California at Berkeley's BSD UNIX project. BSD UNIX was the first widely deployed
TCP/IP host implementation and still serves as the reference implementation for
TCP/IP developers [264]. The work done in BSD UNIX on TCP congestion control has
been one of the major factors enabling the Internet to grow to its present size. And BSD
UNIX provided the Internet with its first widespread routing protocol implementation,
which is still probably the most common routing protocol in use in today's Internet: the
Routing Information Protocol (RIP) [95]. RIP also is run commonly by TCP/IP hosts as a
router discovery mechanism and as a way to find the best router to use for a given des-
tination (Section 1.2). The routed program, an implementation of RIP, is shipped with
all UNIX systems.

TCP/IP's RIP is an adaptation of the XNS Routing Information Protocol [265]. Leav-
ing the protocol mechanisms largely unchanged, the BSD networking developers made
RIP multiprotocol by advertising UNIX sockaddr structures within RIP routing
updates. This allowed RIP to be used not only as a TCP/IP routing protocol but also
for other network stacks, such as OSI.

TCP/IP's RIP is the classic Distance Vector protocol (Section 2.3) and is used as an
IGP within the Internet. As such, RIP employs a distributed computation scheme: RIP
routers cooperate by sending routing updates to their neighbors. These updates cause
their neighbors to change their routing tables incrementally and to send new updates in
response, causing further routing table changes. Eventually this process causes all the
routers' routing tables to converge to stable values (see Figure 13.1).

Figure 13.1 Operation of RIP. The received routing table entry having the shortest cost is installed in the
router's routing table and then rebroadcast in the router's own RIP updates.

RIP depended on the original division of TCP/IP addresses into Class A, B, and C
networks, allowing any of these networks to be split into physically contiguous, fixed-
sized subnets. In order to support CIDR, a new version of RIP was developed, RIPv2.
The original RIP protocol, also now called RIPvl, has the following properties.

• Type: RIP is a Distance Vector IGP.

• Encapsulation: RIP runs over UDP, using UDP port 520.
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Path characteristics: RIP routes are based solely on hop count. To get to a particu-
lar destination, RIP routers choose the path that goes through the minimum
number of routers. The maximum hop count supported by RIP is 15; destina-
tions 16 hops or farther away are considered unreachable.

Neighbor discovery and maintenance: RIP has no neighbor discovery and mainte-
nance procedures separate from route distribution. In particular, RIP has no
way to discover one-way links.

Routing data distribution: RIP routers broadcast RIP updates to their neighbors.
RIP updates list a collection of destination prefixes, together with their metrics
(Figure 13.2). On receiving a RIP update from a neighbor, a RIP router decides
whether to update its routing table. However, unlike OSPF, with its link-state
database, and BGP, with its RIB-In, a RIP router keeps only the current best
route, which is stored directly in the router's routing table. RIP routing updates
are limited to a size of 512 bytes. Each prefix entry within a RIP routing update
consumes 20 bytes, limiting the number of prefixes per routing update to 25. To
advertise a larger number of prefixes, multiple RIP updates are sent.

Response to changes: When a routing table in a RIP router changes, the RIP router
usually will broadcast updates for the new prefix immediately, before waiting
for the normal 30-second timer. These updates, called triggered updates, are
caused by (a) one of the router's interfaces becoming operational, in which case
the router starts advertising the attached prefix with a cost of 1; (b) one of the
router's interfaces going inoperational, in which case the router advertises the
prefix as unreachable by assigning the prefix a metric of 16; (c) a RIP update
from a neighbor has modified the routing table; or (d) a routing table entry has
timed out (more on this later). Triggered updates advertise only those prefixes
whose cost has changed.

Routing table calculation: Prefixes belonging to directly connected network seg-
ments are always installed in the routing table with a cost of 1. The next hop for
other prefixes is set equal to the RIP router advertising the smallest metric N,
with the routing table cost for the prefix set to N + L

Robustness/reliability: A RIP router broadcasts its complete routing table every 30
seconds. If for some reason a neighbor fails to receive one of the router's RIP
update packets—for example, the packet is damaged by transmission errors or
dropped due to congestion—the neighbor will probably just receive an identical
update 30 seconds later.

Aggregation: RIP aggregates routing information at the boundary of a subnetted
network (the collected subnets of a Class A, B, or C network). Inside the subnet-
ted network, individual subnets are advertised separately. Outside the subnet-
ted network, the entire subnetted network is advertised as a single prefix
having a cost of 1. For example, if RIP were running in Figure 1.5, routers G-J
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would exchange information about the four subnets of 128.1/16, but G adver-
tises only the single prefix 128.1/16 to the routers C and D.

• Policy controls: Although not formally part of the RIP specification, most RIP
implementations allow the implementation of routing policies through the con-
figuration of routing filters. By configuring routing filters, a network adminis-
trator can control which subnets a RIP router will accept and which subnets a
RIP router will advertise, usually on a per neighbor basis.

• Security: RIPvl has no provisions for security.

When a RIP router first comes up, it need not wait for 30 seconds before getting RIP
updates from its neighbors. The RIP router can instead broadcast RIP request packets,
asking its neighbors to immediately send their updates.

Figure 13.2 shows a packet trace of a router, 192.148.30.22, broadcasting its RIP
updates. Since the router's routing table has 355 entries, 15 consecutive RIP packets
must be sent back to back. RIP's strategy of broadcasting the entire routing table every
30 seconds is a simple, fairly robust scheme for reliably delivering routing information.
However, as this trace shows, the scheme also has its problems. First, it can take a lot of
consecutive update packets to transmit even a moderate-sized table: 1,000 entries would
take 40 packets, utilizing an average bandwidth of 5.4 Kbits/sec (in comparison, OSPF
would use only 142 bits/sec). Also, many routers cannot process a large number of
back-to-back routing updates. In these situations, the receiving router usually drops the
same part of the back-to-back packet sequence every time, resulting in the inability to
receive certain prefixes.

Since a RIP router expects to receive routing updates continually confirming its
choice of next hop, it eventually gives up on the next-hop router if updates cease to be
received. After not hearing from the next hop for 90 seconds, the router will move the
next hop to any neighboring router that advertises a path of equal cost. After not hear-
ing from the next hop for 180 seconds, the routing table entry will simply be declared
unreachable.

RIP routers usually implement some of the standard mechanisms for improving
convergence of a Distance Vector algorithm (Section 2.3). These include triggered
updates, split horizon, and infinite split horizon.

RIPv2

In order to support CIDR, a new version of RIP was designed, called RIPv2 [149]. By
adding a mask field to each route, RIPv2 can advertise CIDR prefixes. All RIP mecha-
nisms and convergence behaviors are maintained in RIPv2. But additional fields besides
the mask are advertised with each route: a 16-bit route tag, used to group routes together
for policy reasons; and a next-hop field, used to eliminate extra forwarding hops at the
edge of a RIP routing domain (see the documentation of the equivalent OSPF functions,
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OSPF's external route tag and forwarding address, in Section 11.6). RIPv2 also allows
received RIP updates to be authenticated by including authentication information
within the RIP updates [13]. RIPv2 routing updates are multicast to the address
224.0.0.9, although all RIPv2 routers can be configured to revert to broadcast in order
to interoperate with RIPvl routers.

RIP has also been modified to carry IPv6 addresses, resulting in the RIPng routing
protocol for IPv6 [151].

13.2 OSPF

The Open Shortest Path First (OSPF) protocol is a link-state IGP designed expressly for
the Internet. OSPF was originally built as a RIP replacement, designed to provide quick
convergence with only a small amount of routing control traffic, even in ASs with a
large number of routers. The original proving grounds for OSPF were some of the
second-level networks of the Tl NSFNET, the so-called NSF regional networks [168].
OSPF is now the recommended IGP for the Internet [85]. This is a recommendation
made by the Internet Engineering Task Force (IETF). It is impossible to legislate protocol
usage in the Internet, so the recommendation simply encourages all makers of Internet
routers to implement the OSPF protocol.

As a link-state protocol, the core of OSPF consists of creating and maintaining a dis-
tributed replicated database, called the link-state database. As long as every OSPF router
has an identical link-state database, OSPF calculates loop-free paths; most of the proto-
col machinery within OSPF is dedicated to keeping the database synchronized between
routers. Figure 13.3 shows how OSPF operates.

Figure 13.3 Operation of the OSPF protocol. OSPF LSAs received on one interface are installed in the link-
state database and flooded out the router's other interfaces. From the link-state database, an OSPF router cal-
culates its routing table, using Dijkstra's Shortest Path First (SPF) algorithm.

A router running OSPF discovers its neighboring OSPF routers by multicasting
OSPF Hello packets onto its directly connected network segments. After discovering a
neighboring router, the router synchronizes link-state databases with the neighbor. Only

IT-EBOOKS.DIRECTORY

http://www.it-ebooks.directory/


282 Unicast Routing Protocols Chapter 13 A

then does the router advertise the connection to the neighbor in a link-state advertisement
(LSA, the name OSPF uses for individual pieces of the link-state database). The router
then starts the distribution of the LSA to all other routers through OSPF's reliable flooding
mechanism. Once the other routers receive this LSA, they rerun their routing calcula-
tions, which consist of Dijkstra's SPF algorithm performed on the link-state database.
The output of the calculation is the new set of best-cost paths to the network's destina-
tions. Some of these new paths will probably utilize the just established connection from
the LSA's originating router to its new neighbor.

A two-level routing hierarchy can be implemented in an OSPF domain by dividing
the routing domain into regions called OSPF areas. Routing information from other pro-
tocols can be imported into the OSPF domain and readvertised by OSPF routers as exter-
nal routing information.

• Type: OSPF is a link-state IGP.

• Encapsulation: OSPF runs directly over the Internet Protocol as IP protocol 89.
OSPF Hello packets, which are used to discover and maintain neighbor rela-
tionships, are multicast to the IP multicast address 224.0.0.5. OSPF's reliable
flooding uses a combination of multicasting to 224.0.0.5,224.0.0.6, and uni-
casting.

• Path characteristics: The network administrator of an OSPF routing domain
assigns a cost to the output side of each router interface. The cost of a path is
then the sum of all output interfaces contained by the path—paths are unidirec-
tional. OSPF selects the path(s) with the lowest cost; therefore the higher an
interface's cost, the fewer packets the interface will be asked to transmit. The
network administrator has complete control over the units and semantics of
interface cost. For example, if each interface is assigned a cost of 1, OSPF finds
minimum-hop paths (just like RIP). If, instead, each interface is assigned a cost
of the length in kilometers of the underlying physical circuit, OSPF will calcu-
late paths having minimum static delay. The cost of an output interface must be
between 1 and 65,535 inclusive. There are no limits on path cost.

• Neighbor discovery and maintenance: An OSPF router discovers a neighbor when
it receives the neighbor's OSPF Hello packet. The neighbor multicasts these
Hello packets periodically; if the router fails to receive Helios from the neigh-
bor, the router will in time report as down the connection to the neighbor. The
rate of sending Helios and the length of time before declaring the neighbor
unreachable are configurable per network segment.

• Routing data distribution: OSPF LSAs are distributed throughout the OSPF rout-
ing domain via a reliable flooding mechanism. The router originating the LSA
begins the flood by sending the LSA to its neighbors. Any other router will,
when receiving the LSA, acknowledge receipt of the LSA and then compare the
LSA to the contents of its present database. If the received LSA is more recent,
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the receiving router will send the LSA out all interfaces other than the one on
which the LSA was received. In order to make this flood reliable, after having
sent the LSA out an interface, the router will retransmit the LSA until it is
acknowledged.

Response to changes: Changes to a router's local environment—for example, one
of the router's interfaces is no longer operational or its cost changes, cause the
router to modify one of its existing LSAs and reflood, to originate a new LSA
and flood, or to begin flushing one of its LSAs from the routing domain. All
LSAs include the age in seconds since they were originated, called the LS Age
field. Setting the LS Age field to a value that is not normally attained, 3,600 sec-
onds, or 1 hour, and then reflooding the LSA, is an instruction to the other rout-
ers to delete the LSA rather than to insert it into their databases.

Routing table calculation: Using the link-state database as input, an OSPF router
uses Dijkstra's Shortest Path First algorithm to calculate the shortest paths to all
prefixes within the network.

Robustness/reliability: Flooding is made reliable by requiring that all transmitted
LSAs be acknowledged explicitly. In addition, OSPF requires that all LSAs be
reoriginated at 30-minute intervals, even if their contents have not changed.
In this way, even if an LSA has been damaged or deleted mistakenly from a
router's database, the LSA will eventually be replaced and correct routing
restored without human intervention.

OSPF also has additional robustness features. First, all LSAs have check-
sums that are permanently attached to the LSA. The checksum allows LSA data
corruption, either during flooding or while held in a router's link-state data-
base, to be detected. Second, to protect against flooding loops, the LSA's LS Age
field also functions as a TTL field. By incrementing LS Age at least 1 every
flooding hop, a looping LSA will eventually be discarded when its LS Age
reaches 3,600. Third, to prevent black holes due to one-way links, links are not
included in the OSPF link-state database until they are known to be bidirec-
tional. Fourth, to prevent routing loops due to unsynchronixed databases, links
are not advertised in LSAs (and hence are not used for data traffic) until the
routers at each end of the link have synchronized their databases.

Aggregation: Routes can be aggregated at area borders, under configuration
control of the network administrator. By configuring a prefix as an OSPF area
address range, all addresses within the area that match the prefix will be adver-
tised as a single route outside the area.

Policy controls: Configuration of area borders can also implement rudimentary
routing policies. If possible, OSPF always chooses paths that stay within a sin-
gle area. OSPF also prefers intra-AS paths over paths that leave the Autono-
mous System. Routing filters may also be configured at area borders—area
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address ranges can be configured as no advertise, keeping information about cer-
tain network segments local to a given area. An external route tag may also be
attached to each external route imported into the OSPF routing domain. This
allows external routes to be grouped together, simplifying the configuration of
redistribution into other protocols (Section 13.7).

• Security: An OSPF router can authenticate received OSPF packets by requiring
the sender to append keyed message digests to the OSPF packet. Stronger secu-
rity has been proposed for OSPF by attaching digital signatures to OSPF LSAs.

Routing data distribution works slightly differently on LANs and other network
segments having more than two routers attached (which OSPF calls multiaccess net-
works). On each multiaccess network, a special router, called the Designated Router (DR),
is elected in order to cut down on the number of acknowledgments. Routers other than
the DR require only an acknowledgment from the DR when flooding LSAs onto the
multiaccess network; the DR ensures that acknowledgments have been seen from all
other routers attached to the segment.

OSPF keeps the size of its LSAs small and types the LSAs according to function. The
router-LSA advertises the state of all of a router's interfaces, the network-LSA advertises
all routers attached to a multiaccess network segment, summary-LSAs advertise routing
information across area boundaries, and each external route is imported into OSPF in a
separate AS-external-LSA. It is not unusual for a single OSPF router to originate hun-
dreds of LSAs; the link-state database may consist of many thousands.

The packet trace in Figure 13.4 shows the beginning of an OSPF protocol exchange
between two neighboring routers, routers A and B. After the second Hello from router
A indicates bidirectional connectivity, the two routers start describing the current con-
tents of their link-state databases by exchanging OSPF Database Description packets.
When router B notices that some of its LSAs are out of date or that it is missing other
LSAs, it requests the LSAs from router A in OSPF Link State Request packets. Router A
then floods the requested LSAs to router B in OSPF Link State Update packets, just as if it
were flooding newly received LSAs.

OSPF was designed with variable-length subnet masks in mind and always adver-
tises the prefix mask instead of depending on Class A, B, and C network divisions.
However, OSPF did require a bug fix when CIDR was deployed (see Section 3.7). A
new version of the OSPF protocol has been designed as an IPv6 routing protocol (Sec-
tion 3.7).

13.3 BGP

The Border Gateway Protocol (BGP) [208] is a Distance Vector BGP. BGP is the work-
horse of the Internet; routing information is exchanged between the Internet's ISPs
using BGP. Each ISP expends a considerable amount of its people resources managing
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SUMMARY Time Destination Source Summary

21 2.2391 01005E000005 Router A OSPF Hello

23 4.3046 01005E000005 Router B OSPF Hello
29 12.2715 01005E000005 Router A OSPF Hello

35 12.2832 Router A Router B OSPF Database Description

36 12.2866 Router B Router A OSPF Database Description

37 12.2878 Router B Router A OSPF Database Description

38 12.4461 Router A Router B OSPF Database Description

39 12.4479 Router B Router A OSPF Database Description
41 12.5994 Router A Router B OSPF Link State Request

42 12.6030 Router B Router A OSPF Link State Update

OSPF:

OSPF: Version = 2

OSPF: Type = 4

OSPF: Length = 504

OSPF: Source Router ID = 2.160.14.67 (Router A)

OSPF: Area ID = 0.0.0.0

OSPF: Checksum = Oxl9cl

OSPF: Authentication type = 1

OSPF: Authentication data = 4152454130303030

OSPF:

OSPF:

OSPF: 11 link state advertisement (s) follow.

OSPF: Each displayed as (type, id,adv,seq,xsum, age) .

OSPF:

OSPF: (1, 11. 3. 0.10, 11. 3.0. 10, OxSOOOOOlb, 0x1957,1032)

OSPF: ( 1,2. 160. 60. 7, 2. 160. 60. 7, 0x80000038, Ox3cc6, 81)
OSPF: ( 1,11. 3. 0.3, 11. 3. 0.3, 0x80000019, Oxaefd, 112)

OSPF: (1,6.6.6.6,6.6.6.6,0x80000048,0x8914,456)

OSPF: ( 1,128. 185. 200. 1,128. 185. 200.1, 0x80000008, Ox30e2, 457)
OSPF: (1, 10. 0.0. 5, 10. 0.0. 5, 0x80000070, Oxa6df, 462)

OSPF: ( 1,4. 4. 4. 4, 4. 4. 4. 4, 0x80000044, OxfSbb, 471)

OSPF: (2,15.2.1.9,2.160.60.7,0x80000003,0xe770,1031)

OSPF: ( 2, 10. 0.0. 6, 6. 6. 6. 6, 0x80000005, Ox3dbf, 371)

OSPF: (2,10.0.0.4,4.4.4.4,0x8000000a,0xf43c,471)

OSPF: (5, 0.0. 0.0, 128. 185. 200.1, 0x80000001, Oxl7b6, 703)

Figure 13.4 Packet trace showing the beginning of an OSPF protocol exchange.

its BGP routing—deciding which other ISPs to peer with, maintaining the access lists of
prefixes that can be received from and sent to each peer, and debugging the inevitable
routing problems as they occur. Although BGP is the routing protocol that keeps the
Internet running, it is used hardly at all in private TCP/IP networks. These networks
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typically run an IGP, such as OSPF; if they run BGP at all, they do so in only the single
router that connects their network to the Internet. Figure 13.5 shows how BGP operates.

Figure 13.5 Operation of BGP. Received BGP updates are stored in the BGP router's RIB-In. For each prefix,
the best route from the RIB-In is installed in the routing table and then advertised to the router's BGP peers.

The routers with which a BGP router X exchanges BGP information are called X's
BGP peers. A BGP router's peers are configured by a network operator. To begin the
exchange of BGP routing information with a peer, the BGP router sends a BGP Open
message to the peer. If the peer also wishes to exchange BGP routing information, it
responds with its own BGP Open message. At this point, the two routers exchange rout-
ing tables by transferring a collection of BGP Update messages. Each update message
contains a list of prefixes and their BGP path attributes—attributes being the equivalent
of other routing protocols' metrics, which we discuss further later. After this initial
exchange of routing tables, only changes are transmitted, again in BGP Updates. If
changes are infrequent, the peers exchange BGP Keepalives to keep the BGP session
established. Receipt of a BGP Notification message informs the router that the BGP ses-
sion has been terminated, either because of an error or by intentional action by the net-
work operator. When a session with a peer is terminated, all information learned from
the peer is deleted from the router's routing table.

BGP differs from a standard Distance Vector protocol in two significant ways. First,
rather than continually resending their routing tables, after the first exchange of routing
tables, two BGP routers send each other only changes. Transmission of routing updates
must then be made reliable, which in BGP is accomplished by running over TCP. In
standard Distance Vector protocols, such as RIP, if the best route disappears, the RIP
router will know that it will be notified of all possible alternatives within the next 30 sec-
onds. In contrast, since a BGP router's peers transmit only changes, a BGP router must
store any alternative routes that it receives in order to recover from failures of the pri-
mary route. BGP stores these alternative routes in a database called the RIB-In (Routing
Information Base-Inbound). The size of the RIB-In can be many times the size of the
router's routing table.

Second, unlike standard Distance Vector algorithms, BGP always selects loop-free
paths. To maintain loop-free routing a BGP router employs a simple mechanism: When
advertising a prefix, the complete path to the prefix is included. Since the purpose of the
BGP protocol is to exchange routing information between Autonomous Systems, this
complete path consists of the sequence of ASs (called the AS path) that are traversed as
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data traffic is forwarded from the advertising router to the destination prefix. A router
then avoids loops by never accepting an advertised prefix if the associated path already
includes the router's own AS number.

Let's demonstrate this behavior by using the AS configuration of Figure 13.6 as an
example. If the prefix 200.19.8.0/24 belongs to AS 3, it would be advertised in BGP
updates from router A to router G (and from B to F and from B to I) with the AS path
[AS 1, AS 2, AS 3]. If now the link between routers C and D fails, a standard Distance
Vector protocol could form a loop between routers C-A-G-H-I-B-C, until counting to
infinity removes the prefix from the routers' routing tables. However, BGP prevents the
loop because the advertisement for 200.19.8.0/24 from router I to B would carry the AS
path [AS 5, AS 4, AS 1, AS 2, AS 3], which B would reject after seeing its own AS, AS 1,
already in the path to the destination prefix.

Also unlike standard Distance Vector algorithms, BGP updates do not include a
metric for each prefix. Since BGP routing updates can be thought of as providing a list
of paths instead of a list of distances, BGP is sometimes referred to as a Path Vector
protocol.

Figure 13.6 Sample Autonomous System configuration.
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Type: BGP is a Distance Vector BGP.

Encapsulation: BGP runs over TCP, using TCP port number 179. Running over
TCP ensures the reliable, sequenced delivery of BGP routing messages between
BGP peers. Although BGP information is carried within TCP's reliable byte
stream, BGP information is still packetized. Each BGP packet has a 19-byte
header, with the maximum BGP packet size 4,096 bytes.

Path characteristics: As seen earlier, BGP ensures that BGP routers find loop-free
paths. However, the exact form that these paths take is determined by the rout-
ing policies configured by the network administrators. Unlike the other routing
protocols considered in this chapter, BGP has no metric that it is trying to mini-
mize. Instead, when a BGP router receives a number of paths to any particular
destination, it chooses the most preferable path, based on configured policies. A
common policy is to choose the path consisting of the fewest number of ASs.
Another common policy is to allow the network administrator to associate a
weight with each AS. The weight is a positive integer, with ASs of smaller
weight preferred. Each path is then assigned a weight equal to the sum of
the weights of its constituent ASs, with the paths having the smallest weight
inserted into the routing table.

Neighbor discovery and maintenance: A BGP router's peers are configured instead
of being learned dynamically. When a BGP session is established between two
peers, they exchange BGP Open messages and Keepalives. During the exchange
of Open messages, the peers negotiate a Hold Time. If Hold Time is nonzero, no
more than Hold Time seconds can elapse between BGP messages (Keepalives or
Updates) received from the peer, or the peer will be declared unreachable and
the BGP session terminated.

Routing data distribution: As in any Distance Vector protocol, BGP routers
exchange routing tables in their routing updates. Each BGP Update message
a router sends has two parts (Figure 13.7). The first part lists prefixes that
the BGP router has deleted from its routing table; BGP calls these withdrawn
routes. Next comes a list of prefixes all having common BGP path attributes.
BGP calls these prefixes Network Layer Reachability Information (NLRI); the path
attributes include the AS path discussed earlier and other BGP path attri-
butes discussed later. Unlike the other routing protocols in this chapter, BGP
Update messages are always sent directly to a peer; they are never broadcast
or multicast.

Response to changes: As in any Distance Vector protocol, changes to the routing
table in one BGP router invoke a distributed recalculation, with the router send-
ing the changed parts of its routing table in BGP Update messages, which in
turn cause its peers to recalculate their routing tables and to send Update mes-
sages, and so on. However, advertising the AS path with each prefix prevents
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Figure 13.7 Beginning of a BGP routing session.

common Distance Vector convergence problems, such as counting to infinity
(Section 13.1). To keep a prefix's AS path up to date, a BGP router prepends its
own AS number to the prefix's existing AS path before transmitting the prefix
in an Update message to a peer. In our example, if router G accepts and installs
into its routing table the update for 200.19.8.0/24 received from A having AS
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path [AS 1, AS 2, AS 3], it transmits the prefix to H with the prepended AS path
of [AS 4, AS 1, AS 2, AS 3].

Routing table calculation: The process of calculating routing table entries from the
RIB-In is called the Decision Process. Based on configured policy information, a
preferred path for each prefix is installed in the routing table. The Decision Pro-
cess is invoked when the RIB-In changes—when new BGP updates are received,
or a BGP session with a neighbor terminates, causing all data received from
that neighbor to be deleted from the RIB-In. The Decision Process also must
be invoked on policy changes, as these changes may well affect which of the
RIB-In's paths are preferred.

Robustness/reliability: Unlike the operation of the other protocols in this chap-
ter, a BGP router does not refresh its routing information, instead sending up-
dates only when changes occur. Since BGP runs over TCP, BGP Updates are
delivered reliably, in order, and free from corruption. However, implementa-
tion or router hardware errors resulting in the corruption and/or deletion of
parts of the BGP RIB-In are not rectified until BGP sessions are restarted—a
manual process.

Aggregation: A network operator can configure a BGP router so that it aggre-
gates routing information. Aggregating multiple routes into a single prefix
poses a problem: What path should be advertised for the aggregate? For exam-
ple, suppose that in Figure 13.6, AS 1 is handing out pieces of two CIDR address
blocks, 192.9.0.0/18 and 200.16.64.0/18, to its customers ASs 2-5. Router B is
then configured to aggregate the BGP information received from ASs 2-5 into
these two CIDR blocks before sending BGP updates to router F. But if the rele-
vant part of router B's routing table is as pictured in Table 13.2, there is no ac-
curate AS path that can be used for either block. To solve this problem, BGP
introduces the concept of an AS set. Whereas an AS path (also called an AS
sequence) indicates the exact sequence of ASs encountered on the way to the des-
tination, an AS set indicates only the ASs that may be encountered somewhere
along the path. AS sequences and AS sets can be concatenated within a BGP
path attribute. Using brackets to indicate AS sequences and braces to indicate
AS sets, router B would advertise 192.9.0.0/18 with an AS path attribute of
[AS 1, AS 2]{AS 3} and 200.16.64.0/18 with an AS path of [AS 1]{AS 2, AS 3,
AS 4, AS 5} in its BGP updates to F.

Policy controls: BGP provides more opportunity for policy-based controls than
do the other routing protocols in this chapter, combining the routing filters com-
monly deployed in Distance Vector protocols with the additional information
provided by the AS path. BGP routers usually can be configured to accept a
given set of prefixes, but only if they originated ultimately from a given AS.
Alternatively, BGP routers usually can be configured to accept a different set of
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Table 13.2 Aggregation Example Requiring AS Sets

prefixes, but only if the paths to the prefixes go through a particular provider.
Sometimes these routing policies can even be configured automatically. ISPs
maintain databases, such as the RIPE database [215], that describe which pre-
fixes belong to which providers, together with other information on BGP peer-
ings between ISPs. People have then written tools that convert these databases
into automatically generated BGP router configuration files.

• Security: The first 16 bytes of a BGP message are reserved for authentication
purposes. MD5-based authentication algorithms have been designed for BGP,
similar to those used for RIPv2 and OSPF (Section 11.7.1). However, for BGP,
this kind of authentication alone cannot prevent simple denial of service at-
tacks, such as inserting TCP Resets to break the BGP routers' underlying TCP
session. Preventing these attacks would require the deployment of additional
security mechanisms at the IP and/or TCP level.

Figure 13.7 shows the beginning of a BGP session between the two routers 200.8.2.1
and 200.8.2.2. After exchanging Open messages and Keepalives, the two routers send
each other a full set of routing updates, starting with the BGP Update message sent by
200.8.2.1. This update advertises eight prefixes, all having the AS path [AS 1367, AS 12],
and a next hop of 200.8.2.1 (the advertising router itself). The setting of the Origin
attribute to IGP in the update indicates that the eight prefixes belong to AS 12.

The other routing protocols in this chapter rely on an objective metric to converge
eventually on loop-free paths. The fact that BGP does not have a true routing metric
and instead allows routers to pick their routes based on configured policies can lead to
problems—grossly inconsistent policies can lead to routing oscillations and/or un-
reachable destinations. For example, suppose in that Figure 13.6, router G has been
configured to prefer sending traffic through AS 5 on its way to AS 1 and that similarly,

Prefix AS path

192.9.3.0/24 [AS 2, AS 3]

192.9.17.0/24 [AS 2]

200.16.67.0/24 [AS 4]

200.16.68.0/24 [AS 4]

200.16.75.0/24 [AS 5]

200.16.80.0/24 [AS 2, AS 3]

200.16.92.0/24 [AS 2]
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router H has been configured to prefer using AS 4 as transit. G and H will initially find
direct routes to the prefixes in AS 1, but after exchanging BGP Updates, they will prefer
each other briefly, until they each realize that a loop is formed and go back to their direct
routes. This process could then repeat indefinitely.

BGP has undergone a number of revisions since it was first published in 1989 [137],
Currently version 4, referred to as BGP-4, is deployed in the Internet. Previous versions,
BGP-2 and BGP-3, were also deployed in the Internet; BGP-4 is the first BGP version
capable of advertising CIDR prefixes.

BGP was also modified to create the OSI Inter-Domain Routing Protocol (IDRP). There
are three main differences between IDRP and BGP. First, although IDRP was created to
advertise OSI addresses, it can also advertise routes for other protocol suites at the same
time (similar to Integrated IS-IS; see Section 13.5). Second, a reliable transport for rout-
ing updates was built directly into IDRP rather than relying on an external protocol
such as TCP. Finally, IDRP implements another level of routing hierarchy by allowing
the organization of ASs into clusters; similar support was introduced into BGP under
the term BGP confederations. IDRP is considerably more complicated than BGP and has
never seen any significant deployment.

The BGP used by IPv6 will undoubtedly be some form of BGP/IDRP. To date, the
exact details of the resulting protocol are somewhat up in the air. The original intention
of the IPv6 designers was to use IDRP, because it already supported the addressing
flexibility to express IPv6 addresses. However, lately more effort has gone into devel-
oping multiprotocol extensions to BGP-4 [124] that can be used to carry IPv6 routing
information.

IBGP

BGP information must be propagated across ASs. For example, in Figure 13.6, when
router C learns BGP routing information from the neighboring AS 2, this information
must somehow be conveyed to routers A and B so that it can be readvertised to ASs 4
and 6, respectively. In its original design, BGP accomplished this propagation by estab-
lishing BGP peering sessions between the routers of AS 1: A, B, and C. These sessions
between routers belonging to the same Autonomous System are called Internal BGP
(IBGP) sessions; BGP sessions between routers belonging to different Autonomous Sys-
tems are called External BGP (EBGP) sessions. Since IBGP routing exchanges are not pro-
tected against looping by the AS path mechanism, within each Autonomous System,
every BGP router had to peer directly with every other BGP router. This situation is
called full-mesh IBGP.

Because IBGP routing is not protected by AS path, policy inconsistencies between
IBGP peers are potentially more serious than between EBGP peers, possibly resulting in
routing loops. These problems have been seen in some networks, with the default IBGP
preferences specified in the BGP specification and implemented by the two most com-
mon BGP implementations (Cisco and GATED) known to be at odds.

IT-EBOOKS.DIRECTORY

http://www.it-ebooks.directory/


Section 13.3 BGP 293

Full-mesh IBGP can strain the capacity of a BGP router. The more peers (IBGP or
EBGP) a BGP router has, the greater the number of transport connections and the larger
the Routing Information Base. Ever since BGP was devised, people have been work-
ing on ways to avoid the full-mesh IBGP requirement. Several proposals have since
emerged, with two of them, BGP route reflection and BGP confederations, seeing signif-
icant deployment in today's Internet.

In both BGP route reflection and BGP confederations, the AS is divided into regions,
or clusters. BGP routers internal to each region then need establish IBGP sessions only
with routers in their own region, with routers on the region boundaries establishing
IBGP sessions with routers in other regions. Figure 13.8 shows a division of AS 1 into
three such regions, with each region containing three IBGP speakers.

to AS 4 to AS 2

to AS 5

to AS 6

Figure 13.8 Partitioning AS 1 to avoid a full IBGP mesh.

In BGP route reflection [17], one router in each region is designated the Route Reflec-
tor (RR). Each other router in the region (collectively called the Route Reflector's client
peers) establishes a single IBGP session to the Route Reflector. When the Route Reflector
receives an IBGP update from one of its client peers, the Route Reflector forwards (or
reflects) the update to its other clients and also to its peers in other regions. In Fig-
ure 13.8, Al would be designated the Route Reflector for the leftmost region; IBGP up-
dates received from A2 would be reflected by Al to router A and also sent to the
Route Reflectors in the two other regions (routers Bl and Cl). The various Route
Reflectors (routers Al, Bl, and Cl in our example) are connected together in a full
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IBGP mesh, and so, when properly configured, IBGP route reflection resists routing
loops. IBGP route reflection also employs two mechanisms to prevent loops in the case
of misconfiguration. To prevent loops within a region, the Route Reflector inserts its cli-
ent's BGP Identifier into the ORIGINATORJD attribute when reflecting the client's
routes. The Route Reflector then knows never to reflect these labeled routes back to the
originating client. To prevent loops between regions, each region is assigned a cluster
ID. When advertising IBGP updates to another region, the Route Reflector prepends its
cluster ID to a new BGP path attribute called the CLUSTER_LIST, which in turn pre-
vents intercluster loops, just as the BGP AS path prevents inter-AS loops.

In BGP confederations [248], the regions are called confederations. Within a single con-
federation, full-mesh IBGP is performed. To prevent interconfederation loops, each
confederation is assigned a confederation ID. A BGP router then prevents loops by
prepending its confederation's ID to the AS path attribute when sending IBGP updates
to other confederations. To keep the division into confederations from being visible out-
side the AS, confederation IDs are later stripped from the AS path attribute at the AS
boundary.

BGP Route Servers [94] are another proposed alternative, similar in many respects to
BGP route reflection. In this proposal, regions are called clusters. Each cluster is assigned
a Route Server, to which all other IBGP speakers in the cluster (called the Route Server's
clients) establish IBGP sessions. An IBGP update received by a Route Server from a cli-
ent is sent to the other clients in the cluster and to the Route Server's IBGP neighbors in
other clusters. To avoid looping within a cluster, each client inserts its BGP Identifier
into an ADVERTISER path attribute in updates sent to the Route Server. To prevent
intercluster loops, cluster IDs are accumulated within an RCID path attribute similar in
function to BGP's AS path.

One last alternative is to use the AS's Interior Gateway Protocol to propagate BGP
information across the AS. The BGP-OSPF interaction document (Section 11.6.1) shows
how to use OSPF to propagate BGP routes for prefixes belonging to neighbor ASs—that
is, prefixes whose BGP AS path is of length 1. To propagate BGP information for pre-
fixes having longer AS paths, a special OSPF LSA, called the external-attribute-LSA
(Section 7.6) was designed but has never been deployed in a production network.

BGP Path Attributes

Each Update message contains a collection of path attributes and a list of prefixes shar-
ing the attributes. BGP attributes employ type-length-value (TLV) encoding. The current
list of BGP attribute types is given in [153] and is reproduced in Table 13.3. Some BGP
attributes, such as the AS path, must be present in every Update message—these are
called mandatory attributes. Another category of attributes, the transitive attributes, are
carried unaltered from one BGP speaker to the next.
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Table 13.3 BGP Path Attributes

Type Code

1

2

3

4

5

6

7

8

9

10

11

12

13

BGP Attribute

ORIGIN

AS_PATH

NEXT_HOP

MULTI_EXIT_DISC

LOCAL_PREF

ATOMIC_AGGREGATE

AGGREGATOR

COMMUNITY

ORIGINATORJD

CLUSTERJJST

DPA

ADVERTISER

RCID_PATH

Category

Mandatory

Mandatory

Mandatory

Transitive

Transitive

Transitive

As described earlier, the AS_PATH attribute is used to prevent BGP routing loops
and also allows BGP to support certain routing policy configurations. The ORIGIN
attribute indicates whether the AS path is complete. If the ORIGIN is set to IGP, the AS
path is complete; otherwise (ORIGIN set to INCOMPLETE or BGP) the AS path may be
only a subset of the ASs encountered on the way to the destinations. Most BGP routers
can be configured to make policy decisions based on the ORIGIN attribute, although the
main use of this attribute was to mark those routes that were learned by the (now histor-
ical) BGP protocol during the EGP-to-BGP transition.

The NEXT_HOP attribute can be used by a BGP router to indicate that data should
be forwarded to an IP router other than the BGP router itself. Sometimes called third-
party routing information, a similar field was present in the BGP protocol's routing
updates, and there are similar concepts in other protocols, such as OSPF's forwarding
address. NEXT_HOP eliminates extra forwarding hops in some situations (see Sec-
tion 11.6.1).

MULTI_EXIT_DISC, LOCAL_PREF, and DPA are all metrics of a sort. When two
neighboring ASs are connected at multiple points, one AS can use MULTI_EXIT_DISC
(multiple exit discriminator) to inform the other AS which is the better entry point; the
entry with the lower MULTI_EXIT_DISC value should generally be favored. A BGP
router uses LOCAL_PREF (local preference) to tell its IBGP neighbors whether it should
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be a preferred exit point from the AS; BGP routers advertising higher LOCAL_PREF
values are usually chosen as exits. The DPA (destination preference attribute [40]) can be
used by a router to bias the routing of its BGP neighbors. DPA has been proposed as a
mechanism to encourage symmetric routing (that is, traffic going from A to B takes the
same path as traffic from B to A) in the Internet, although DPA has not been widely
deployed. All these three metrics are advisory. Any BGP router can be configured to
ignore them in favor of other routing policies.

When it combines a collection of routes into a single aggregate, the BGP router
advertises the aggregate route with an AGGREGATOR attribute containing the router's
AS number and IP address. This attribute is for information purposes only. Another
attribute, ATOMIC_AGGREGATE, was intended to prevent certain advertised aggre-
gates from being later deaggregated (that is, overridden by more specific prefixes) by a
router's BGP peers; however, both the specification and implementation of this attribute
seem to be minimal.

The COMMUNITY attribute [39] is used to group a collection of prefixes so that
they can be treated as a single unit by configured BGP policies. A few standard com-
munities are specified, such as the NO_EXPORT community—prefixes tagged with
NO_EXPORT will not be advertised out of their Autonomous System. Other communi-
ties can be established by each AS. For example, an ISP might want to create a separate
community for each of its customers. Using communities in this way would allow a pol-
icy, such as "Advertise the prefixes of customers A, B, and C to this peer only," to be
configured without explicitly itemizing the prefixes that belong to A, B, and C. Al-
though labeled as transitive, the COMMUNITY attribute is commonly stripped at AS
boundaries. The COMMUNITY attribute is similar in function to OSPF's external route
tag (Section 3.2).

The remaining attributes implement loop prevention in the various alternatives to
full-mesh IBGP. ORIGINATORJD and CLUSTER_LIST are used by BGP route reflec-
tion [17], and ADVERTISER and RCID_PATH are used by the BGP Route Server
proposal [94].

BGP Operational Issues

The BGP routers at an Autonomous System's boundary may have much larger routing
tables than the routers interior to the AS. The question is, How do the routers internal to
the AS get enough routing information to participate in loop-free forwarding? If the AS
does not provide transit services (that is, all traffic entering or leaving the AS has either
a local source or a local destination) the answer is easy: Just have the BGP routers im-
port a default route into the IGP.

Transit ASs have two alternatives for getting routing information into their interior
routers. First, they can leak enough BGP information into the IGP so that, combined
with a default route, the interior routers can make good forwarding decisions (Sec-
tion 13.7). This brings up the subject of IGP synchronization. If the interior routers are
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learning BGP information through the IGP, the BGP routers on the other side of the AS
should not readvertise these routes to their EBGP peers until the appropriate IGP routes
have been installed. This is the general principle that a route should not be advertised
unless it is being used for forwarding. For example, in Figure 13.6, router A would not
readvertise AS 3's networks to router G until these routes appear in AS 1's IGP routing.

Using these mechanisms, the default-free ASs at the core of the Internet would
have to leak the whole Internet routing table into their IGPs, which they are usually
loathe to do. Instead they typically run IBGP between all their routers—commonly
called Universal IBGP. In these ASs, the IGP is relegated to the role of resolving BGP
NEXT_HOP addresses. (Another alternative, which is to tunnel traffic between the BGP
routers, would work, although it has not been deployed, to my knowledge.)

The size of the routing tables in the Internet's core routers is always a concern. To
keep the routing tables small and to encourage aggregation, some of the backbone pro-
viders refuse to accept BGP updates for prefixes longer than a certain length. To date,
the current limit is 18 bits, although addresses assigned before the advent of CIDR (for
example, Class C networks falling into 192/8) are usually excluded from this limit.

BGP routing within the Internet has shown considerable instability, with a number
of unexpected and pathological behaviors uncovered by studies (such as [132]) of BGP
traffic patterns. To reduce the amount of BGP routing oscillations, some BGP imple-
mentations perform route dampening [254], whereby a BGP router seeing a prefix that
is flapping (that is, is withdrawn and then reappears) will wait an interval before
readvertising the prefix; the more often the prefix flaps, the longer the router will wait
before readvertising.

When configuring BGP routing policies or when debugging BGP routing problems,
you often want to find the ISP (and the people contacts) associated with a particular AS
number. For example, you may suddenly find that the routing table size in your routers
has doubled, with all new routes originating from a particular AS number. The Internic
keeps a list of AS number assignments [7]. Contact information for a particular AS can
also be obtained by using the command who is -h rs. internic. net "as as-number".
The ISP community has developed other tools to analyze BGP routing, such as
ASExplorer [6]. This tool can display the routes that are currently flapping in the
Internet's BGP system, the nets that are currently being announced by any given AS,
contact information for the AS, and so on.

13.4 IGRP

The Inter-Gateway Routing Protocol (IGRP) [96] is Cisco Systems' proprietary routing pro-
tocol. IGRP is a Distance Vector IGP and is deployed in many Internet sites that use
Cisco routers. Cisco has also used IGRP to route other protocol stacks, such as OSI.

IGRP is very similar to RIP. The main difference between the two protocols is their
choice of metrics. Instead of using hop count, an IGRP router advertises six separate
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pieces of information with each destination: (a) the static delay that packets will incur,
(b) the amount of bandwidth provided by the path to the destination, (c) the current
traffic load on the path, (d) the path's error rate, (e) the path's MTU, and (f) the number
of router hops to the destination. If it sees a routing advertisement from one of its neigh-
bors, an IGRP router combines the first four of these factors into a single composite met-
ric that is inversely proportional to available bandwidth and proportional to both delay
and error rate (for the exact equation, see [96]). If an IGRP router sees the same des-
tination being advertised by multiple neighboring routers, it chooses the path going
through the router that advertises the smallest composite metric. IGRP's composite
metric allows better path discrimination than RIP's hop count. For example, RIP can-
not discriminate between a 9,600-baud line and a Tl line, whereas IGRP's composite
metric can.

IGRP's hop-count metric is used to terminate the counting-to-infinity behavior
experienced by IGRP and most Distance Vector protocols. When the number of hops to
a destination exceeds a configured value (set to 100 by default and not to exceed 255),
the destination is considered unreachable.

IGRP is more aggressive than most routing protocols in trying to spread out traffic
for a single destination over multiple links (also called load sharing). Not only can traf-
fic be spread across equal-cost paths (as is done in the OSPF and IS-IS protocols) but
also, with care, an IGRP router can be configured to load share over paths of relatively
similar costs.

• Type: IGRP is a Distance Vector IGP.

• Encapsulation: IGRP runs directly over the Internet Protocol, as IP protocol 88.

• Path characteristics: An IGRP router selects the path with the smallest composite
metric. For example, if two paths are otherwise equivalent, the path with the
smaller static delay is chosen. Or, if two paths differ only in their available
bandwidth, the one having the higher available bandwidth is chosen.

• Neighbor discovery and maintenance: IGRP has no neighbor discovery or mainte-
nance procedures aside from the exchange of routing updates.

• Routing data distribution: An IGRP router broadcasts its routing table to its
neighbors every 90 seconds. For each destination, the IGRP router advertises six
properties of the path that the router is currently using to that destination: the
path's static delay, provisioned bandwidth, current load, error rate, MTU, and
hop count.

• Response to changes: When its routing table changes, an IGRP router sends trig-
gered updates rather than waiting for the next 90-second epoch. However,
unlike RIP, each triggered update in IGRP advertises the full routing table.

• Routing table calculation: When an update for a destination is received from a
neighbor, the path's properties are modified to take into account the delay,
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bandwidth, and error characteristics of the link to the neighbor. When an
IGRP router receives updates for the same destination from two or more
neighbors, the (modified) path having the smallest composite metric is in-
stalled into the routing table and is then broadcast in the router's own IGRP
updates.

• Robustness/reliability: To ensure that routing updates are delivered, an IGRP
router sends a complete set of routing updates (describing the entire routing
table) every 90 seconds. If the receiving IGRP router goes 270 seconds without
receiving an update for a given destination, the router deems the destination
unreachable.

• Aggregation: Like RIP, IGRP automatically aggregates routing information at the
boundary of a subnetted network. In the updated version of IGRP for CIDR
addressing, called EIGRP, an EIGRP router can be configured to aggregate
routes into any CIDR prefix (similar to the address aggregation that may occur
at OSPF area borders; see Section 6.1).

• Policy controls: Routing policies are implemented by configuring routing filters,
which tell the IGRP routers which routes they are allowed to receive and which
routes they are allowed to advertise. However, Cisco recommends that route
filtering be performed mostly at the edge of an IGRP routing domain. For
example, if two sets of routers did not want to exchange complete routing
information, they could be broken into two separate routing domains; one or
more routers participating in both IGRP routing domains would control which
routes were advertised from one domain to the other (see Section 13.7).

• Security: IGRP has no provisions to protect its routing protocol exchanges and
data from security attacks.

To improve on the basic Distance Vector convergence properties, IGRP employs
some of the same stabilizing mechanisms that are used by RIP. These mechanisms are
triggered updates, split horizon, and hold down (Section 13.1).

Unlike the other routing protocols in this chapter, which express a default route as
the prefix 0.0.0.0/0, IGRP allows the network administrator to say, "The default path
should follow the same path as packets to network X." For example, network X could
belong to your service provider. Hello, the original NSFNET's routing protocol, had
similar logic, with the default path following network 10, the ARPANET'S network
number.

Also like RIP, IGRP is not a "classless" routing protocol, assuming instead that the
TCP routing domain consists of Class A, B, and C networks, possibly divided into fixed-
sized subnets. In order to support CIDR addressing and also to improve the conver-
gence properties of IGRP, Cisco developed Enhanced IGRP (EIGRP) [43].
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EIGRP

EIGRP not only is capable of advertising CIDR prefixes but also contains significant
changes in protocol mechanism and has improved convergence properties. EIGRP is
still a Distance Vector protocol, but by implementing the Distributed Update Algorithm
(DUAL) of [82], it maintains loop-free paths even while the network changes, avoiding
counting to infinity. As with previous proposals for loop-free Distance Vector protocols,
DUAL maintains loop-free paths by synchronizing the distributed routing calculations
across routers. This synchronization significantly complicates the basic Distance Vector
algorithm.

• Hello messages are added to monitor the reachability of neighbors.

• A reliable transport mechanism is added to ensure the reliable and sequenced
delivery of EIGRP messages between neighboring routers.

• Instead of just keeping the best route, alternate loop-free routes must also be
stored by the EIGRP router. If the best route has a cost of X, the alternate routes
are those that are advertised by neighboring routers as having a cost less than X.
If the neighbor advertising the best route fails, one of the alternate routes is
placed into the routing table.

• If the neighbor advertising the best route fails and there are no alternate paths,
the EIGRP router begins a new distributed calculation for a loop-free route
to the destination by contacting its neighbors. A neighbor having a loop-free
route responds with the route; otherwise the neighbor contacts its neighbors.
In essence, requests for recalculation flood through the network until a new
loop-free route is returned. During this recalculation, the destination remains
unreachable, similar to a hold-down operation.

13.5 Integrated IS-IS

Integrated IS-IS is an adaptation of the standard OSI connectionless data routing proto-
col, IS-IS, to be used for IP routing. Integrated IS-IS is also sometimes called Dual IS-IS.
The basic protocol mechanisms for Integrated IS-IS, including the data-link encapsula-
tion, are defined in the IS-IS specification (ISO document 10589 [112]). The Internet's
RFC 1195 [30] then defines how IP routing data is carried by the protocol and the
required calculations to produce an IP routing table from this data. The resulting proto-
col can perform routing for the IP and OSI protocol stacks simultaneously; hence the
term integrated. (The creators of Integrated IS-IS coined the term Ships in the Night, or
SIN for short, for the alternative of running separate routing protocols for each protocol
stack.)
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Integrated IS-IS is not widely deployed in the Internet but is run in a handful of
large ISPs employing Cisco routers. Integrated IS-IS is a link-state IGP that resembles
OSPF in many ways.

The OSI terminology used in IS-IS is a little difficult to follow for people who are
familiar only with TCP/IP. Routers are called Intermediate Systems (ISs); hence the name
IS-IS for the standard protocol spoken between ISs. The packets used by the routing
protocol are called Protocol Data Units (PDUs).

The individual pieces of the IS-IS link-state database are called link-state PDUs
(LSPs). LSPs are distributed throughout the IS-IS routing domain by a reliable flood-
ing algorithm similar to OSPF's. IS-IS again uses the Dijkstra algorithm to calculate
the router's routing table from the collected LSPs. However, by restricting the
maximum path length to 1,024, IS-IS improves the performance of the standard
Dijkstra.

Routing domains running Integrated IS-IS can be organized into a two-level
hierarchy by splitting the routing domain into IS-IS areas.

• Encapsulation: Integrated IS-IS runs directly over the data-link layer. For ex-
ample, when run over Ethernet, IP and Integrated IS-IS use separate Ether-
net type codes; when run over an ATM subnet, an encapsulation (such as
LLC/SNAP [133]) that can distinguish IP traffic from IS-IS control traffic
must be used.

• Path characteristics: A value between 1 and 32 is configured for each network
segment, called circuit by IS-IS. The cost of a path is then the sum of the path's
constituent circuit costs. IS-IS selects the least-cost path(s). Path cost cannot
exceed 1,024, or the path is deemed unusable.

• Neighbor discovery and maintenance: Neighboring ISs are discovered through the
periodic transmission and reception of IS-IS Hello PDUs (IIH PDUs). Each IIH
PDU specifies a Hold Time: the number of seconds that the neighbor should
maintain reachability to the sending IS without receiving further IIH PDUs. The
Hold timer is set so that even if some IIH PDUs are dropped, the neighbor con-
nection remains active.

• Routing data distribution: An IS describes its local environment, for example, its
attached circuits and their costs, IP prefixes, and so on, in at least 1 and not
more than 256 LSPs. These LSPs are then reliably flooded throughout the IS-IS
domain. The format of LSPs is rather free-form and easily extendable, with each
LSP containing a sequence of TLV (type-length-value) encoded data items. A
special LSP, called the pseudonode LSP, lists all of the ISs attached to a particular
circuit (the equivalent of OSPF's network-LSA). The collection of LSPs gener-
ated by all IS-IS routers forms the link-state database.
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• Response to changes: Changes in the local environment of an IS cause it to update
one of its LSPs, originate a new LSP, or purge an LSP from the IS-IS routing
domain. Purging an LSP works as follows. Each LSP has a Lifetime field, the
number of seconds remaining before the LSP is considered to be defunct. In
order to purge an LSP from all ISs' link-state databases, the IS sets the LSP's
Lifetime to 0 and refloods the LSP.

• Routing table calculation: IS-IS performs a Dijkstra calculation on the collection of
LSPs, producing the routing table. The Dijkstra algorithm is made more effi-
cient by limiting the path cost to values less than 1,024.

• Robustness/reliability: In case LSPs are damaged or mistakenly discarded by an
IS, each IS reoriginates its own LSPs every 15 minutes, whether or not the con-
tents have changed. IS-IS also protects against flooding loops by decrementing
an LSP's Lifetime by at least 1 at each flooding hop, and an LSP checksum field
detects LSP corruption during flooding or when held in the link-state database
of an IS. IS-IS also ensures that a link is bidirectional before using the link in the
Dijkstra calculation.

• Aggregation: In Integrated IS-IS, routing information can be aggregated at area
boundaries before being advertised into the Level 2 subdomain.

• Policy controls: As with OSPF, area boundaries can be configured to implement
certain policies. Data traffic stays within a single area if at all possible; if not,
paths internal to the IS-IS routing domain are preferred over those that exit and
reenter the domain.

• Security: The PDUs of Integrated IS-IS may be authenticated. Only trivial
authentication, a clear password such as that used by the TELNET application,
has been completely defined for the protocol.

Because an IS can originate only a relatively small number (namely, 256) of LSPs, ISs
typically create large LSPs containing a mixture of data: interface costs, area informa-
tion, external routing information, and so on. However, since IS-IS runs over the data-
link layer and does not have access to the fragmentation services of the network layer,
care must be taken so that the size of any LSP does not exceed the MTU of any segment
within the IS-IS domain.

An IS describes a collection of LSPs, using Sequence Number PDUs. Partial Sequence
Number PDUs are used to acknowledge receipt of LSPs during the IS-IS reliable-
flooding algorithm. Immediately after an IS discovers a neighboring IS, the two ISs
synchronize link-state databases. Synchronization is performed by each IS sending a
full summary of its link state-database, using Complete Sequence Number PDUs
(CSNPs). After receiving the full set of Complete Sequence Number PDUs from the
neighbor, an IS floods to its neighbor the LSPs that the neighbor is missing.

IT-EBOOKS.DIRECTORY

http://www.it-ebooks.directory/


Section 13.6 Historical Protocols 303

To simplify flooding over LANs, IS-IS elects a Designated Intermediate System for
each LAN, similar to OSPF's Designated Router. However, unlike OSPF, IS-IS does not
explicitly acknowledge LSPs flooded over the LAN. Instead flooding reliability is
achieved by having the Designated Intermediate System multicast a complete set of
Complete Sequence Number PDUs onto the LAN every 10 seconds; in essence, the Des-
ignated Router is continually performing the full database synchronization with the
other ISs on the LAN.

IS-IS is a little more laissez faire about database synchronization than is OSPF. For
example, unlike OSPF, IS-IS does not require database synchronization over a circuit
before the circuit is made available for data traffic. Also, because LSPs are not explicitly
acknowledged on LANs, synchronization problems are somewhat more difficult to
detect in IS-IS, and the LSP purge operation is not absolutely reliable.

The area routing scheme in IS-IS is subtly different from OSPF's area routing. IS-IS
requires a single physically connected Level 2 subdomain, with areas (Level 1 subdomains)
directly connected to it. Partitions of areas are automatically repaired by tunneling
(Section 1.2.3) through the Level 2 subdomain. On the other hand, OSPF's central sub-
domain, called the OSPF backbone area, is not required to be physically connected, and
OSPF has no provision to repair area partitions (see Chapter 6). IS-IS forces strict hier-
archical routing between areas: Inter-area data traffic originating in one area follows a
default route to the Level 2 subdomain, where it is forwarded by Level 2 routing to the
destination area. In comparison, OSPF allows data traffic to bypass the backbone area
through configuration of OSPF virtual links (Section 6.1.2).

IS-IS needed no modification to support CIDR addressing. The IS-IS protocol was
developed at the same time that OSPF was designed. OSPF considered, but did not use,
IS-IS as a starting point; see Section 3.2 for more information.

13.6 Historical Protocols

We have now discussed all the unicast routing protocols in use in the Internet today;
multicast routing protocols are discussed in Chapter 14, Multicast Routing Protocols.
However, additional unicast routing protocols have been deployed in or designed for
the Internet in the past. They are mentioned briefly in this section for completeness; also
included are further references for the interested reader.

The Gateway-to-Gateway Protocol (GGP) [101] was one of the Internet's first routing
protocols, a Distance Vector IGP run by the ARPANET'S routers when the ARPANET
was the core of the Internet. GGP had a couple of unusual features for a Distance Vector
protocol. To keep track of the state of a neighbor, a GGP router periodically sent GGP
echo messages, expecting GGP echo replies in response. When ;' out of n (typically two
out of four) replies were received, the neighbor was declared operational; if k out of n
(typically three out of four) echoes failed to provoke responses, the neighbor was
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declared down. This procedure allowed the routing protocol to reject links having
excessive error rates [146]. GGP also called for explicit acknowledgment of routing
updates, allowing a GGP router to send changes only to a neighbor instead of continu-
ally rebroadcasting the entire routing table. GGP shared packet formats with another
protocol that was being developed at the same time: EGP.

The Exterior Gateway Protocol (EGP) [162], [219] was the first instance of the class
of Internet protocols called BGPs. Until replaced by BGP, EGP was the protocol used
everywhere in the Internet for exchanging routing information between Autonomous
Systems. EGP was a Distance Vector protocol that its designers felt did not have good
enough convergence properties to be run over an arbitrary topology of ASs. For this rea-
son, while running EGP, the Internet was forced into organizing its ASs into a strictly
hierarchical tree structure. Since the AS topology was supposed to have no loops, BGP's
routing metric could be ignored (a metric being something to compare two different
paths but there being only a single possible path in strict tree), earning EGP the reputa-
tion of being a reachability protocol rather than a routing protocol. Experience with EGP
was a driving force in the design of BGP, from the compactness of routing updates
(indexed by metric and next hop) to the way network administrators configured EGP
to accomplish rudimentary forms of policy-based routing ([206]).

The Hello Protocol [161] was a Distance Vector IGP. Hello was deployed within the
original NSFNET network, which consisted of LSI-11 routers (Fuzzballs) interconnected
by 56K links. Hello's distinguishing feature was its choice of routing metric: measured
delay. As a result, Hello calculated least-delay paths for data traffic. When the NSFNET
transitioned to IBM RT routers and Tl links, the Hello Protocol was replaced by a rout-
ing protocol (called the NSFNET IGP [207]) based on an early version of the IS-IS proto-
col specification.

Inter-Domain Policy Routing (IDPR) [236] is a link-state EGP. Designed as a re-
placement for the Internet's EGP protocol, IDPR competed against BGP for widescale
deployment in the Internet and eventually lost. IDPR is capable of expressing very
sophisticated routing policies. For example, using IDPR, an AS could specify that it only
allows commercial traffic during the hours from midnight until 5A.M. IDPR also has
superior security provisions, allowing digital signatures on routing information along
the lines of [190]. IDPR is considerably more complicated than other Internet routing
protocols, and its abandonment of the Internet's hop-by-hop routing paradigm proba-
bly sealed its doom. In the Internet, every router makes an independent decision on
how to forward a packet, after consulting the router's routing table. In contrast, the first-
hop IDPR router calculates the entire path of a datagram and then explicitly installs the
path in all the IDPR routers on the way to the destination, a procedure sometimes called
flow setup.
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13.7 Interaction among Routing Protocols

As we have shown in this chapter, TCP/IP has many routing protocols. As originally
designed, routers within an AS were to run a common routing protocol (IGP) among
themselves, whereas a different routing protocol (BGP) was used to exchange routing
information with other ASs. But in practice, routing in the Internet is a little more
chaotic than originally designed, and it is not at all unusual for a router to be running
three or four different routing protocols simultaneously.

When a router runs multiple routing protocols, it must arbitrate among them, per-
forming the following tests on each learned route.

1. When a route is learned from a routing protocol, should it be accepted and
installed in the routing table, to be used when forwarding data traffic?

2. When two or more routing protocols learn routes to the same destination, and
all are acceptable, which route should be preferred?

3. When should destinations learned by one routing protocol be readvertised by
another? If readvertised, what costs and other advertised parameters should be
used?

These three tests are by no means independent. Only when a route passes test 1,
the route filter, will it be eligible to enter the preference contest in test 2. And only if
the route wins the preference test and is installed in the forwarding table will it be eli-
gible for possible readvertisement by other routing protocols in test 3: A router readver-
tising a route that it does not really use in forwarding may create routing loops or black
holes.

Designing these tests is a difficult task. Route filters are essentially hop-by-hop pol-
icy statements and work fairly well with Distance Vector algorithms, such as RIP and
BGP. In fact, automated tools exist to generate BGP routing filters from Internet routing
policy databases, such as the RIPE database [215]. However, route filters in general can-
not be used on routes learned by the shortest-path calculation of a link-state routing
protocol such as OSPF.

Deciding which routing protocol's route to prefer is made difficult because of the
different, incomparable routing metrics employed by the various protocols. OSPF
assigns a 16-bit cost to each link, with no bound on path cost (Section 11.3.1). RIP uses
hop count, with a maximum hop count of 16 (Section 13.1). BGP, like its precursor, BGP,
really has no metric, making all of its routing decisions based on user-defined policies
(Section 13.3). Integrated IS-IS assigns a cost of 1 to 32 to each link, with path cost
capped at 1,024 (Section 13.5). And the list goes on.

These differing metrics also make it difficult to readvertise routes from one protocol
to another. Should you try to translate the metric from one protocol into another or sim-
ply require the network administrator to configure the advertised costs? Either way,
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some information is lost when readvertising, which may lead to routing loops in some
circumstances. This information loss during readvertisement is the reason why IBGP is
used to transport BGP routing information across ASs rather than just importing the
BGP information into the IGP at one side of the AS and the readvertising back into BGP
at the other (although you can make an IGP carry full BGP information in some cases;
see Sections 7.6 and 11.6.1). There are other issues besides differing metrics that make
readvertisement difficult. For example, not all routing protocols can even express the
same set of destinations—RIPvl, still in common use today, cannot express general
CIDR prefixes but is instead limited to the traditional Class A, B, and C networks with
fixed-sized subnets (see Section 1.2.2).

There are very few documents describing the interaction of multiple routing proto-
cols. RFC 1812, Requirements for IP Version 4 Routers [12], has a few sections explaining
general principles for arbitrating between multiple protocols and readvertising infor-
mation from one protocol to another. Although at one point it looked as though the IETF
was going to attempt to write documents defining the interaction between every pair of
Internet routing protocols, the only document written to date is the one describing
OSPF-BGP interaction (see Section 11.6.1).

Nonetheless all router vendors have been forced to design interactions between the
various routing protocols they support, and by now, all vendors support a common core
functionality. They all allow you to specify which destinations you are willing to accept
from a given routing protocol, and, depending on protocol, you can filter on additional
parameters. For example, using RIP, you can usually say that you will accept a route but
only if it is received from a particular RIP neighbor. When using BGP, you can specify
that the route have a given AS path or that it originated from a particular AS, and so on.
To arbitrate among multiple protocols wishing to write the same routing table entry,
they usually allow you to associate a preference value with each accepted route. And
the vendor usually allows you to specify the exact list of networks to readvertise into a
routing protocol, together with costs and other protocol-specific advertised attributes,
such as the ability to modify advertised AS paths in BGP. To be sure, this leaves a lot of
the responsibility for making things work with the network administrator who creates
all this configuration, but such is the state of the art.

Let us use the GATED program [83] as an example. Suppose that our GATED box is
talking BGP to neighboring AS 174, from which we are willing to accept the networks
18/8,192.1/16, and 199.18.93/24 but no others. Suppose that our GATED box is also
talking RIP to router 10.1.4.200, from which we are willing to accept only 199.18.93/24
and 200.2.67/24. Furthermore, if we receive 199.18.93/24 from both BGP and RIP, we
want the RIP route to win. Finally, we want the RIP routes, but not the BGP routes,
imported into OSPF as external Type 2 routes of cost 1. This leads to the configuration
file depicted in Figure 13.9.
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Figure 13.9 Interaction between routing protocols in GATED.

Further Reading

The book Routing in Communications Networks by Steenstrup [237] provides a good
description of routing algorithms used in packet-switching networks, such as the Inter-
net. The book also covers routing in circuit-switched networks; high-speed networks,
such as optical networks; and mobile networks, such as cellular and packet-radio
networks.

For information on how the Internet's BGP routing is configured and managed, see
Internet Routing Architectures by Halabi [89].

import proto bgp autonomoussystem 174 {

18.0.0.0 exact;

192.1.0.0 masklen 16 exact;

199.18.93.0 exact preference 2;

}
import proto rip gateway 10.1.4.200 {

199.18.93.0 exact preference 1;

200.2.67.0 exact;

}
export proto ospfase type 2 metric 1 {

proto rip gateway 10.1.4.200 {

199.18.93.0 exact;

200.2.67.0 exact;

}
}
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Multicast Routing Protocols

In this chapter, we compare and contrast the multicast protocols that have been devel-
oped for the Internet: DVMRP, MOSPF, PIM Dense, PIM Sparse, and CBT. This chapter
builds on the basic information presented on multicast routing in Chapter 9. In particu-
lar, throughout this chapter, we use the multicast network shown in Figure 9.1 and the
corresponding source-based trees and shared trees in Figures 9.3 and 9.4 to illustrate the
operation of each protocol.

As summarized in Table 14.1, these protocols can be split into two categories: those
that produce source-based trees and those that construct a shared tree.

Table 14.1 Categorization of Internet Multicast Protocols. (Asterisks
indicate that the protocol relies on unicast routing to locate multicast sources.)

Shared Tree

PIM Sparse*

CBT*

Source-Based Trees

Broadcast-and Prune

DVMRP

PIM Dense*

Domainwide Reports

MOSPF

The categories that we used for unicast routing protocols in Chapter 13 also apply
somewhat to multicast routing protocols. The Distance Vector versus link-state debate is
also present in the multicast routing arena. A router running a source-based protocol
needs to know where a multicast source is, in order to calculate the router's place on the
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datagram's path, if any. DVMRP advertises source information using a standard Dis-
tance Vector mechanism. MOSPF, on the other hand, advertises its sources by using
OSPF's link-state routing mechanisms. But a third mechanism is possible for a source-
based multicast routing protocol: You can simply get the source information from the
unicast routing, employing reverse-path forwarding (also called reverse-path broadcast-
ing; see Section 9.3) to construct the path of each multicast datagram. This is the strategy
of the Protocol Independent Multicast, Dense Mode (PIM Dense) protocol. Both PIM
Sparse and CBT also depend on unicast routing so that their routers can forward multi-
cast packets to the shared tree's RP for further distribution down to the leaves. In fact,
the "protocol independent" in PIM is a reminder that any unicast routing protocol can
serve this function.

Relying on unicast routing has its advantages. Unicast routing is ubiquitous in the
Internet, and protocols that do not advertise source (or RP) routing information do not
have to worry about routing updates and convergence times. However, relying on uni-
cast routing makes incremental deployment difficult. DVMRP and MOSPF can handle
situations in which multicast and unicast paths diverge (that is, they can forward multi-
cast datagrams around nonmulticast routers), whereas the other protocols in this chap-
ter require that the unicast path to the multicast source (or RP) consist completely of
multicast-capable routers.

In the multicast equivalent of the IGP-EGP split, there are intradomain and
interdomain multicast routing protocols. MOSPF, since it is built on top of an OSPF rout-
ing domain, is clearly an intradomain protocol. DVMRP and PIM Dense are definitely
also more suited to intradomain use, although DVMRP plays both the intradomain and
interdomain role on the MBONE. Both PIM Sparse and CBT were originally conceived
as interdomain routing protocols, designed within the lETF's Inter-Domain Multicast
Routing (IDMR) Working Group. However, due to difficulties in incremental deploy-
ment and in automated RP (core) placement, it now looks as though both protocols will
be initially deployed as intradomain protocols instead.

14.1 Broadcast-and-Prune Protocols

Source-based multicast protocols can be further divided into broadcast-and-prune pro-
tocols versus those protocols that broadcast their group membership information (these
latter broadcasts are sometimes called domainwide reports). In a broadcast-and-prune
protocol, the source-based tree is initially built to encompass all network segments,
regardless of group membership. The first multicast datagram will be sent along this
initial tree. A router at a leaf of this tree may receive the datagram and realize that it has
no group members on its attached segments. If so, the router indicates that it does not
need to receive these datagrams anymore, by sending Prune messages to its upstream
neighbor. This neighbor may in turn send a Prune to its upstream neighbor, and so on,
until the tree has been rolled back to reach only group members.
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Figure 14.1 shows an example from our sample multicast network. A multicast
datagram with source SI and destination Gl is initially forwarded to two segments
without group members: 128.4.1/24 and 128.4.2/24. This causes R8 and R9 to send
Prunes to R7, R7 to R4, and so on, until the tree on the lower left of Figure 9.3 is attained.

192.5.1/24

Figure 14.1 Operation of a broadcast-and-prune protocol.

Prune information is eventually deleted, to make the routing robust in the face of
unexpected failures (implementation bugs and so on). This deletion causes the pruning
process to periodically begin anew. If a new group member appears on a segment not
currently on the tree, Graft messages are forwarded toward the source to extend the tree
to the new group member. Graft messages need to be reliable, and so they are retrans-
mitted until acknowledged. In Figure 14.1, if a host on 128.4.1/24 were to join Gl, grafts
would be sent from R8 to R7, R7 to R4, and so on, until the branch R1-R2-R4-R7-R8 is
grafted onto the tree.

MOSPF, on the other hand, is an example of a protocol that broadcasts its group
membership information throughout the routing domain. This allows MOSPF to restrict
the initial tree to group members only, avoiding the broadcast-and-prune procedure
entirely.

One other useful concept when discussing these protocols is data-driven versus
control-driven actions. Data-driven actions occur in a router during the process of for-
warding a multicast datagram. Examples include MOSPF routers building multicast
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cache entries, DVMRP routers sending Prunes, and PIM routers sending Assert
messages. Control-driven actions occur because of the reception of routing protocol or
IGMP messages, or external events, such as link failures. Examples of control-driven
actions include the sending of Grafts in DVMRP, the broadcast of group information in
MOSPF, and the creation of a branch of the shared tree in CBT.

14.2 DVMRP

The original design of the Distance Vector Multicast Routing Protocol (DVMRP) was docu-
mented in [255]. By the time that DVMRP was first implemented, by the UNIX mrouted
program, the protocol had changed considerably. The mrouted code served as the
DVMRP specification for several years, until the code was reverse engineered and an
up-to-date DVMRP written specification was produced [202]. Even today, mrouted
changes more quickly than the DVMRP specification can keep up. Almost all of the
MBONE consists of multicast routers running DVMRP.

DVMRP is a broadcast-and-prune protocol that employs Distance Vector technol-
ogy to advertise multicast sources. DVMRP uses IGMP's encapsulation. All DVMRP
packets are encoded as IGMP Type 0x13, with the second byte of the IGMP header indi-
cating the DVMRP packet type. There are separate DVMRP packet types for neighbor
discovery (DVMRP Probes), distribution of multicast source information (DVMRP
Route Reports), tree maintenance (DVMRP Prunes, Grafts, and Graft Acks), and for
monitoring DVMRP routers (DVMRP Ask Neighbors 2 and Neighbors 2).

Each DVMRP router periodically broadcasts to its neighbors a list of sources and the
distance from these sources to the router. In this way, a DVMRP router can calculate
the previous hop on each multicast source's path, just as RIP calculates the next hop to
the destinations it advertises: The previous hop on a source's tree is the DVMRP router
that is advertising the shortest distance/rom the source. This calculation has all the con-
vergence problems normally associated with a Distance Vector protocol (see Sec-
tion 13.1), although DVMRP attempts to improve convergence by employing the
techniques of split horizon with poison reverse and hold down.

In order to start the prune process, each router in a broadcast-and-prune protocol
needs to know whether it is the leaf of a particular source's broadcast tree. In DVMRP,
this is accomplished via reception of Route Reports. For example, in Figure 14.1, router
R7 knows that it is not a leaf for source SI, because both routers R8 and R9 indicate that
they are downstream by setting the cost of SI to infinity in Route Reports sent back to
R7 (in DVMRP, R8 and R9 are said to be subordinate to R7). R7 then knows that it cannot
send prunes upstream until prunes have first been received from both R8 and R9.

Route Reports are also used to get rid of equal-cost paths to group members. At the
top of Figure 9.3, routers RIO and Rll would both be sending DVMRP Route Reports
onto segment 192.7.1/24, advertising source S2 with the same cost. On receiving each
other's Route Reports, the two routers would agree that the router having the smaller IP
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address (assumed to be RIO in this case) is responsible for forwarding multicasts from
S2 onto the segment.

14.3 MOSPF

The Multicast Extensions to OSPF (MOSPF) [171] is a source-based multicast routing
protocol. MOSPF, described in detail in Chapter 10, allows introduction of a multicast
routing capability to an OSPF routing domain. MOSPF has seen considerable deploy-
ment in private internets, and limited deployment at the edges of the MBONE. MOSPF
routers can interoperate with regular, nonmulticast OSPF routers, and MOSPF capabil-
ity can be introduced piecemeal into an OSPF routing domain.

MOSPF introduces no new OSPF packet formats but does add a new LSA, the
group-membership-LSA, and flags MOSPF-capable routers by setting an appropriate
bit in their router-LSAs. Group membership is broadcast throughout the entire MOSPF
routing domain by flooding group-membership-LSAs.

Creation of MOSPF multicast routing entries is data driven. The first time a MOSPF
router sees a datagram with a given source and destination group, the router performs
a Dijkstra SPF calculation rooted at the datagram source. Non-MOSPF routers are
avoided by this calculation, and since the location of group members is known in
advance, the resulting tree extends only to active group members. In MOSPF, tiebreak-
ers are introduced to the Dijkstra calculation so that all MOSPF routers produce exactly
the same tree.

When the state of the network changes—for example, a link goes inoperational,
group membership changes, and so on—updated LSAs are flooded, describing the new
network state. When a MOSPF router receives one of these updated LSAs, the router
deletes all multicast routing table entries that might possibly change, knowing that they
will be recreated by the next matching data packet.

Since MOSPF routers have a global view of the routing domain, supplied by the
link-state database, the routers can perform a special forwarding optimization. By
examining a multicast datagram's TTL, a MOSPF router can tell when a multicast data-
gram has no chance of reaching the nearest group member. In these cases, rather than
waste network bandwidth by forwarding the datagram, a MOSPF router simply dis-
cards the datagram instead. This is advantageous when hosts are performing expanding
ring searches (Section 10.1.1).

In order to deploy MOSPF in the MBONE, the interactions between MOSPF and
DVMRP have been defined (Section 10.6). MOSPF has a hierarchical multicast capabil-
ity, used between areas and when multicasting datagrams to members outside of the
AS. When so doing, MOSPF has incomplete group membership information and so
requires certain routers at the area borders/AS boundary to receive all multicast data-
grams, regardless of destination. Unfortunately this means that some datagrams get
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forwarded into areas of the routing domain that have no group members, wasting net-
work bandwidth in the process.

14.4 PIM Dense

Protocol Independent Multicast, Dense Mode (PIM Dense) [60] can be thought of as
DVMRP without the routing updates. PIM Dense is a source-based, broadcast-and-
prune protocol that uses unicast routing to build reverse-path forwarding trees. The
"dense" refers to the PIM designers' belief that PIM Dense mechanisms are more appro-
priate when group members are densely populated throughout the routing domain.
When group members are few and scattered, PIM Sparse (Section 14.5) is thought to be
a better protocol.

Both PIMs run directly over IP, using IP protocol 103. In PIM Dense, there are mes-
sage types to detect neighboring PIM routers (PIM Helios) and to perform maintenance
of source-based trees (PIM Join/Prunes, Grafts, and Graft Acks).

PIM Dense must supply mechanisms for two functions that are implemented by
DVMRP Route Reports: leaf detection and removal of equal-cost paths. For leaf detec-
tion, a PIM router can tell whether any other PIM routers are on a network segment by
whether it is receiving PIM Helios. The PIM router then assumes that all neighbors are
downstream for any given source; if a neighbor is not downstream for a given source, it
will simply send a PIM Prune message.

Removal of equal-cost paths is data driven. Again using the example at the top of
Figure 9.3, if this network is running PIM Dense, the first datagram sent from S2 to Gl
will be multicast twice onto segment 192.7.1/24, once by RIO and once by Rll. On
receiving these data packets from segment 192.7.1/24, which is different than the correct
incoming interface for source S2, RIO and Rll both multicast PIM Assert messages onto
192.7.1/24. Asserts contain metrics; on receiving each other's Assert, the two routers
will agree that only the router advertising the smaller metric will continue forwarding
multicasts from S2 onto the segment.

Cisco has implemented both PIMs (Sparse and Dense), together with a gateway
function to DVMRP, allowing deployment of PIM in some places at the edge of the
MBONE.

14.5 PIM Sparse

Protocol Independent Multicast, Sparse Mode (PIM Sparse) [70] is one of two shared-
tree multicast routing protocols developed by the lETF's IDMR Working Group. PIM's
unique feature is that the forwarding of multicasts matching a particular source and
destination group can be shifted off the group's shared tree onto a source-based tree,
presumably when the traffic levels warrant the more efficient paths produced by a
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source-based scheme (Section 9.3.1). PIM Sparse shares packet formats with PIM
Dense, running directly over IP, using IP protocol 103. PIM Sparse contains message
types to detect neighboring PIM routers (PIM Helios), maintain the shared tree
(PIM Join/Prunes and Asserts), switch from shared trees to source-based trees
(PIM Register and Register-Stop messages), and select Rendezvous Points, or RPs
(PIM Bootstrap and Candidate-RP-Advertisement messages).

PIM Sparse elects a Designated Router for each network segment. When one of the
network segment's hosts joins a group Gl, the Designated Router sends Join messages
toward Gl's RP to add a new branch to the shared tree. The state of the shared tree is
periodically confirmed by resending Joins toward the RP.

Branches of the shared tree are torn down when hosts leave a group. In this case,
Prune messages are forwarded toward the RP. Branches are also torn down when uni-
cast routing indicates that the best path toward the RP has changed. A new branch will
then be grafted at the next Join refresh.

14.6 CBT

Core Based Trees (CBT) [16] is the other shared-tree multicast routing protocol de-
veloped by the lETF's IDMR Working Group. CBT, which has not yet been deployed
in the Internet, runs directly over IP, using IP protocol 7. Separate message types
are used to elect a Designated Router on LANs (CBT Helios) and to perform mainte-
nance of the shared tree (CBT JOIN_REQUEST, JOIN_ACK, QUIT_NOTIFICATION,
ECHO_REQUEST, ECHO_REPLY, and FLUSH_TREE messages).

When a host joins a multicast group, the host's Designated Router forwards
JOIN_REQUESTs to the group's core, adding a branch to the group's shared tree. Con-
struction of the branch is confirmed by forwarding JOIN_ACKs in the reverse direction.

The state of the shared tree is periodically verified by sending ECHO_REQUESTs
and ECHO_REPLYs between neighboring CBT routers on the shared tree. If a CBT
router's upstream neighbor (the CBT router one hop nearer the core) is determined
to be inoperational, the downstream branches of the tree are removed, using the
FLUSH_TREE messages, and then these branches are reconstructed from the leaves,
using the JOIN__REQUEST mechanism. When the host leaves a group, the host's branch
is removed by sending QUIT_NOTIFICATIONs toward the core.

14.7 Interaction among Multicast Routing Protocols

The interaction among multicast routing protocols is not nearly as well developed as
that among unicast routing protocols. Multicast routing interactions are more difficult
than unicast interactions. Multicast protocols must agree on a single, strict tree for each
multicast datagram, and not all multicast protocols even agree on the number of trees
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that should be constructed—the source-based protocols construct a tree for each source
and destination group combination, whereas the shared-tree protocols construct a single
tree for each group.

However, progress has been made in connecting specific multicast protocols (Sec-
tion 10.6), and routers have been developed that attach MOSPF and PIM domains to
the MBONE's DVMRP. Proposals have also started coming out of the IDMR Working
Group for the way that interactions among various multicast routing protocols should
be structured [15], [244], [245].
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interactions with, 234-235
Universal IBGP, 297

Internet
CIDR for, 67
debugging tools for, 245
Frame Relay subnets in, 67-68
IPv6 for, 69
multicasting in. See Multicast routing and pro-

tocols
routers in. See Routers
routing architecture of, 32-34
routing protocols in. See Routing and routing

protocols
security for, 68-69

Internet Assigned Number Authority (IANA), 17,
174

Internet Control Message Protocol (ICMP), 8
in IPv6,25
for multicasting, 174
for ping tool, 248
sending messages in, 12-13,15

Internet Drafts, 152
Internet Engineering Task Force (IETF)

meetings by, 152
recommendations by, 56, 66, 281

Internet Group Management Protocol (IGMP),
172,174,176-178

DVMRP interactions, 312
MIB for, 255
MOSPF interactions, 192-193

Internet Protocol (IP). See IP (Internet Protocol)
Internet routing table, 29
Internet Service Providers (ISPs), 32-34
Internet worm, 68-69

INTEROP demo, 61,257-258,262
Interoperability testing, 57-58

INTEROP demo, 61
problems found in, 60-61
tools for, 58-60

Intra-area routing, 129
Intradomain multicast routing protocols, 310
Inverse ARP, 10,115
IP (Internet Protocol), 8

addresses, 8,16-22,175
datagram forwarding. See Forwarding data-

grams
fragmentation in, 10
headers, 6, 9-10, 85
packets, 8
subnet model, 102-104,121

IP Forwarding MIB, 254
IP options, 11, 249, 252
IPv4 vs. IPv6, 23-25
IPv6,22-25
IPv6 Neighbor Discovery protocol, 25
IS-IS protocol, 48,50,300-303
ISPs (Internet Service Providers), 32-34
ISs (Intermediate Systems), 301
ivs tool, 174

Jacobson, Van, 250,252,264
JOIN_ACK messages, 315
JOIN_REQUEST messages, 315
Joins in IGMP, 176
Joins in IGMPvS, 178

K

Keepalives in BGP, 286
Keys in cryptographic authentication, 237,

239-240

LANs, flooding LSAs over, 53
LANWatch network analyzer, 261
Leaf detection

in DVMRP, 312
in PIM Dense, 314

Leave Group messages
in IGMPv2,178
in IGMPvS, 178

Leave latency, 177-178,193

IT-EBOOKS.DIRECTORY

http://www.it-ebooks.directory/


338 OSPF: Anatomy of an Internet Routing Protocol Index

Length field, 80
Letter bombs, 179
Link Data field, 82
Link layer, encapsulation in, 50-51
Link Management Interface (LMI) protocol,

115-116
Link start-up, Database Exchange process on, 163
Link State Acknowledgments

for broadcast subnet synchronization,
106-107

for NBMA subnet synchronization, 112-113
in reliable flooding, 92-93

Link-state advertisements. See LSAs (link-state ad-
vertisements)

Link-state algorithms, 39—40
development of, 71-72
vs. Distance Vector, 40,47--19
metrics for, 152-153
technology for, 49-50

Link-state databases, 83-85,281
aging, 160
MaxAge LSAs in, 162-163
in OSPF areas, 122
refreshing, 160-161
in stub areas, 133
synchronizing. See Database synchronization

Link State IDs, 75, 81,130,147
Link-state PDUs (LSPs), 301
Link State Requests, 90, 284
Link State Updates, 90,146,284

for broadcast subnet synchronization,
106-107

for NBMA subnet synchronization, 112-113
in reliable flooding, 92-93

Link Type field, 82
Links

costs of, 152-153,225
virtual. See Virtual links

LMI (Link Management Interface) protocol,
115-116

Load balancing, 10-11
Local area networks, LSAs over, 53
LOCAL_PREF attribute, 295-296
Lollipop-shaped sequence number space, 77
Longest matches in routing tables, 28
Loopback addresses, 18-19
Loose-source route option, 11-12
LS Age field, 283

in link-state database refreshing, 160
in LSAs, 77, 79-80

in reliable flooding, 92, 94
LS Checksum field, 78, 84
LS Sequence Number field, 76-77
LS Type field, 74-75
LSAs (link-state advertisements), 48, 72-74, 282.

See also specific LSAs by name
checksums for, 78,84,159-160
in Database Overflow, 145
deleting, 79-80
in Demand Circuit, 141
digital signatures for, 240
fragmentation, 52
identifying, 74-76
instances, 76-77
for LANs, 53
MaxAge, 56,65, 79,90, 92,162-163
Options and Length fields in, 80
refresh traffic and routing tables, 161
sample, 81-83
self-originated, 76-77
synchronization of, 59-60
for unreachable routers, 161-162
verifying contents, 78

LSPs (link-state PDUs), 301
LSRefreshTime constant, 80

M
MAEs (Metropolitan Area Ethernets), 34
Mailing lists, 152
Management, 213

Arkansas public school example, 228-230
OSPF MIB, 218-222
OSPF protocol monitoring, 230-232
routing protocol interactions, 233-236
security, 236-241
SNMP, 214-218

Management Information Bases (MIBs)
in debugging routing problems, 254-257
OSPF, 218-222
SNMP, 214-215,254-257

Mandatory attributes, 294
map_bone program, 185,265
Matches in routing tables, 28
MAX-ACCESS clauses, 215
MaxAge constant, 80
MaxAge LSAs, 56,65,79,90,92,162-163
MaxAgeDiff constant, 80
Maximize reliability TOS service, 46
Maximize throughput TOS service, 46
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Maximum Transmission Units (MTUs), 10
MaxSequenceNumber value, 77
MBONE (Multicast Backbone), 21-22, 68

applications for, 174-175
MOSPF in, 188,206-208
multicast routing in, 184-186
TTL thresholds in, 185-186

MD5 hash algorithm, 237-238
Medin, Milo, 54, 63
Merit GATED Consortium, 152
Message verification, 239
Metric field, 83
Metropolitan Area Ethernets (MAEs), 34
MIB-n, 254
MIBs (Management Information Bases)

in debugging routing problems, 254-257
OSPF, 218-222
SNMP, 214-215,254-257

Minimize delay TOS service, 46
Minimize monetary cost TOS service, 46
MinLSArrival constant, 80,94-95
MinLSInterval constant, 80,95
mmcc tool, 174
Monitoring

OSPF protocol, 230-232
product-specific, 265-266

More specific matches in routing tables, 28
Morris, Robert, 68-69
MOSPF (Multicast Extensions to OSPF), 187-188,

313-314
advertising information in, 201-202
backward compatibility in, 203-205
expanding ring searches in, 190
group-membership-LSAs in, 192-194
hierarchical multicast in, 163,199-203
in MBONE, 188,206-208
response to changes in, 191-192
reverse costs in, 163-166
routing calculations in, 194-199,202-203
steady-state forwarding behavior in, 188-190
vendor support for, 163

mrinf o program, 185, 264
rerouted program, 68,184, 245, 271,312
mtrace tool, 253, 266-271
MTUs (Maximum Transmission Units), 10
MULTI_EXIT_DISC attribute, 295
Multiaccess networks, 284
Multicast caches, 183,195-197
Multicast Extensions to OSPF. See MOSPF

(Multicast Extensions to OSPF)

Multicast groups, 172
Multicast routers, 172
Multicast routing and protocols, 7, 68,171,

309-310
broadcast-and-prune, 310-312
CBT, 315
DVMRP, 312-313
forwarding in, 178-184,195-197, 255
hierarchical, 199-203
IGMP, 176-178
interaction among, 315-316
Internet model, 171-173
IP addresses for, 16,176
MBONE, 184-186
MOSPF. See MOSPF (Multicast Extensions to

OSPF)
mtrace tool for, 253, 266-271
PIM Dense, 314
PIM Sparse, 314-315
protocol stack in, 173-178
subnet mode in, 104

multicast tunnels, DVMRP, 207
Multipath routing, 10-11,98

N
NANOG (North American Network Operators

Group), 33
NAPs (Network Access Points), 34,64
NASA Science Internet network, 63
NAT (Network Address Translation) devices, 19,

23
NBMA (nonbroadcast multiaccess) subnets, 53,

67-68
abstraction of, 113
database synchronization in, 112-113
neighbor discovery and maintenance in,

111-112
problems in, 113-114

Neighbor discovery and maintenance, 25, 86-87,
101

in BGP, 288
in broadcast subnets, 105-106
in DVMRP, 312
in IGRP, 298
in IS-IS, 301
in NBMA subnets, 111-112
in OSPF, 282
in Point-to-MultiPoint subnets, 115-116
in RIP, 278
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NetWare Link Services Protocol (NLSP), 49
Network Access Points (NAPs), 34, 64
Network Address Translation (NAT) devices, 19,

23
Network analyzers

for debugging, 259-262
for interoperability testing, 58
integrated with IP datagram forwarding, 14

Network General Sniffer network analyzer, 261
Network layer, 7-8
Network Layer Reachability Information (NLRI),

288
Network loads, routing responses to, 153
Network-LSAs, 75,108-109,284

for NBMA subnets, 113
Network management stations, 257
Network Mask field, 87
Network segments, 8-9, 83-85
Network-summary-LSAs, 75,122-124
Network types, 101-102

broadcast subnets. See Broadcast subnets
IP subnet model, 102-104
NBMA subnets, 111-114
Point-to-MultiPoint subnets, 114-117

Next Header field, 23-24
nevot application, 174
NEXT_HOP attribute, 295
Next-hop field in RIPv2, 279
NHRP (Next Hop Resolution Protocol), 103
NLRI (Network Layer Reliability Information),

288
NLSP (NetWare Link Services Protocol), 49
Nonbroadcast multiaccess (NBMA) subnets, 53,

67-68
abstraction of, 113
database synchronization in, 112-113
neighbor discovery and maintenance in,

111-112
problems in, 113-114

Nonmulticast routers with MOSPF, 203-205
Normal TOS service, 46
North American Network Operators Group

(NANOG), 33
Not-so-stubby areas (NSSAs), 133-134,143-145
Notification messages in BGP, 286
NSF regional networks, 281
NSFNETIGP, 304
nslookup command, 246
NSSAs (not-so-stubby areas), 133-134,143-145
nv application, 174

OIDs (Object Identifiers)
in OSPF MIB, 218
in SNMP, 215
in SNMP MIBs, 255

Open messages in BGP, 286
Options fields, 87,136

for Demand Circuit, 142
in LSAs, 80
for MOSPF, 201
for NSSA areas, 145
for stub areas, 140
for TOS-based routing, 139

ORIGIN attribute, 291, 295
ORIGINATORJD attribute, 293,296
OSI reference model, 5-9
OSPF Area IDs, 86
OSPF areas, 55,122-125

address ranges for, 283
boundaries of, 157
configuring, 226-227
external routing information in, 131-132
NSSA, 133-134,143-145
organization of, 125-127
size of, 157
stub, 64,133, 139-140
virtual links for, 127

OSPF MIB, 218-222,254
ospf_monitor program, 263-264
OSPF packet types, 85-86
OSPF Router ID, 86
OSPF routing protocol, 3, 71-72, 281-284

design issues. See Design considerations
functional requirements, 43-47
monitoring, 230-232

OSPF with Digital Signatures, 240
OSPF Working Group, 43,152

mailing list, 152
ospf AddressLessif variable, 220
ospf AdminStat variable, 220,226
ospf AreaAggregateArealD variable, 221
ospfAreaAggregateEf feet variable, 221, 226
ospf AreaAggregateMask variable, 221
ospf AreaAggregateNet variable, 221
ospf AreaAggregateTable table, 156, 218-219,

221, 226
ospf AreaLsaCkSumSum variable, 84, 231,258
ospf AreaLsaCount variable, 84
ospf AreaRangeTable table, 155, 218-219
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ospfAreaSummary variable, 220
ospf AreaTable table, 219-220
ospfDemandExtensions variable, 220
ospf ExitOverf lowlnterval variable, 220
ospf ExternLsaCkSumSum variable, 84,231
ospf ExternLsaCount variable, 84
ospfExtLsdbAdvertisement variable, 222
ospfExtLsdbLimit variable, 145-146, 220
ospf ExtLsdbTable table, 219, 221, 231
ospf GeneralGroup table, 219-220
ospfHostArealD variable, 220
ospfHostlpAddress variable, 220
ospf HostMetric variable, 220
ospf HostTable table, 219-220
ospfIfAdminStat variable, 231
ospf IfAreald variable, 156, 220, 226
ospf IfAuthFai lure variable, 222
ospf IfAuthKey variable, 221
ospf IfAuthType variable, 220-221
ospf IfConf igError variable, 222, 226, 232
ospf If Demand variable, 221
ospf IfHelloInterval variable, 155, 227
ospf If IpAddress variable, 155, 220
ospf If IpMetricValue variable, 155
ospfIfMetricAddressLessIf variable, 215
ospf IfMetricEntry variable, 215-216
ospf IfMetricIpAddress variable, 215
ospf IfMetricStatus variable, 215
ospf IfMetricTable table, 215-217, 219, 221
ospf IfMetricTOS variable, 215
ospf IfMetricValue variable, 214-217,221,224
ospf If Polllnterval variable, 227-228
ospf IfRetransInterval variable, 155,

227-228
ospflfRtrDeadlnterval variable, 155-156,

227
ospfIfRxBadPacket variable, 222
ospfIfStateChange variable, 222
ospf If Table table, 219-221
ospf IfTransitDelay variable, 155, 227-228
ospf If Type variable, 220, 224
ospf ImportAsExtern variable, 220
ospf LsdbAdvertisement variable, 221
ospf LsdbAge variable, 221
ospf LsdbApproachingOverf low variable, 222
ospfLsdbChecksum variable, 221
ospfLsdbOverf low variable, 222
ospfLsdbTable table, 219, 221, 226
ospfMaxAgeLsa variable, 222
ospfMulticastExtensions variable, 220

ospfMbrlpAddr variable, 221
ospf NbrLsRetransQLen variable, 231-232
ospf NbrPriority variable, 221
ospfNbrState variable, 232
ospfNbrStateChange variable, 222,232
ospfNbrTable table, 219, 221,224, 231
ospf OriginateLsa variable, 222
ospf query program, 258
ospfRouteGroup variable, 218
ospfRouterld variable, 220
ospf SetTrap variable, 222
ospf SpfRuns variable, 232
ospf StubAreaTable table, 219-220,226
ospf StubMetric variable, 220
ospf StubMetricType variable, 220
ospf TOSSupport variable, 220
ospfTxRetransmit variable, 222, 232
OSPFvl, 56-57
ospfVirtlf Areald variable, 221
ospfVirtlf AuthFailure variable, 222
ospfVirtlf Conf igError variable, 222
ospfVirtlfNeighbor variable, 221
ospfVirtlfRxBadPacket variable, 222
ospfVirtlf StateChange variable, 222
ospfVirtlf Table table, 156, 219,221, 226
ospfVirtNbrStateChange variable, 222
ospfVirtNbrTable table, 219, 221
ospfVirtTxRetransmit variable, 222

Packet radio, 111,114,141
Packets, 3

network analyzers for, 259-262
between OSPF routers, 85-«6
routing. See Routing tables and routing table

calculations
tracing, 14

Partial Sequence Number PDUs, 302
Partitions in hierarchical routing, 120
Path attributes in BGP, 286, 294-296
Path calculations. See Routing tables and routing

table calculations
Path characteristics

of BGP, 288
of IGRP, 298
of IS-IS, 301
of OSPF, 282
of RIP, 278

Path Vector protocols, 287
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pathchar tool, 253
Patricia trees, 30-31
Payload Length field, 23-24
PDUs (Protocol Data Units), 301
Peering agreements, 32
Peers in BGP, 286
Physical layer, 7
Physical protocols, 5
PIM protocol, 180
PIM Dense (Protocol Independent Multicast

Dense Mode), 314
PIM Sparse (Protocol Independent Multicast

Sparse Mode), 314-315
ping tool, 247-250
PNNI (Private Network-to-Network Interface)

protocol, 49
Point-to-MultiPoint subnets, 114-116
Point-to-point links

unnumbered, 155
representation of, 153-155

Policy considerations in area boundaries, 158
Policy controls

in BGP, 290-291
in IGRP, 299
in IS-IS, 302
in OSPF, 283-284
in RIP, 279

Port Unreachable messages, 252
Premature aging of LSAs, 79
Presentation layer, 8-9
Priority field in IPv6,23-24
Private Network-to-Network Interface (PNNI)

protocol, 49
Product-specific debugging tools, 265-266
Promiscuous mode, 189,261
Protocol Data Units (PDUs), 301
Protocol Independent Multicast Dense Mode

(PIM Dense), 314
Protocol Independent Multicast Sparse Mode

(PIM Sparse), 314-315
Protocol-specific tools, 263-265
Protocol stacks, 5
Protocols, 4-5
Provider addressing, 17-18
Prune messages, 310
Pseudonode LSPs, 301
Public-key encryption, 240-241
Pusateri, Tom, 258

Queriers, 176-178,192-193,205
QUIT_NOTIFICATION messages, 315

RADIUS (Remote Authentication Dial-In User
Service), 14

Random Early Detection (RED) algorithm, 13
RCID_PATH attribute, 296
Reachability protocols, 304
Real-Time Transport Protocol (RTF), 174
Record-route option, 11
RED (Random Early Detection) algorithm, 13
Redirect messages, 12
Refreshing link-state database, 160-161
Reliable flooding, 48,72,83,282

AS-external-LSAs, 131-132
in database synchronization, 92-95,107-108
in NBMA subnets, 112
in Point-to-MultiPoint subnets, 116
robustness of, 94-95
scope of, 131-132

Remote Authentication Dial-In User Service
(RADIUS), 14

Remote Monitoring MIB (RMON), 14
Remote Network Monitoring (RMON), 261
Remote Procedure Call (RPC), 8
Rendezvous Points (RPs)

in PIM protocol, 180
in shared-tree protocols, 182

Replicated distributed database approach, 39
Research Internet Gateway project, 138
Response to changes

in BGP, 288-290
in IGRP, 298
in IS-IS, 302
in OSPF, 283
in RIP, 278

Reverse costs, 163-166,225
Reverse-path broadcasting, 179
RIB-In database in BGP, 286
RIP (Routing Information Protocol), 277-279

counting to infinity in, 37-39
as Distance Vector algorithm, 35-37
interactions with, 156," 235-236
RIPv2,279-281
tools for monitoring, 263-264
for wiretapping, 16
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RIP request packets, 279
ripquery tool, 263-264
RIPv2 MIB, 255
RMON (Remote Monitoring MIB), 14
RMON (Remote Network Monitoring), 261
Robustness and reliability

in BGP, 290
in database synchronization, 94-95
in Demand Circuit, 142
in IGRP, 299
in IS-IS, 302
in OSPF, 283
OSPF areas for, 124
in RIP, 278
in shared-tree protocols, 182

Route dampening, 297
Route filters, 305
Route Reflectors (RRs), 293-294
Route Reports, 312-313
Route Servers, 34,294
Route tags, 279
routed program, 151,264,277
Router Discovery messages, 12
Router Type field, 81
Router IDs, 73,81,222-223
Router-LSAs, 74,108-109, 284

example, 81-83
in MOSPF, 193
in NBMA subnets, 113,116
in OSPF areas, 122-124
in IOS-based routing, 138-139

Router Priority field, 87
RouterDeadlnterval variable, 87
Routers, 3-4

Advertising, 75-76,156
in forwarding datagrams. See Forwarding da-

tagrams
in Internet protocol suite, 4-9
in IPv6,22-25
in link-state database, 83-85
multicast, 182-184
packets between, 85-86
unreachable, 161-162

Routes in routing tables, 28
Routing and routing protocols, 3-4,27, 275-276

architecture of, 32-34
BGP, 284-297
debugging. See Debugging routing problems
Distance Vector algorithms, 35-39
hierarchical. See Hierarchical routing

historical, 303-304
IGRP, 297-300
integrated IS-IS, 300-303
interactions among, 233-236,305-307,

315-316
link-state algorithms, 39-40
metrics for, 45
multicast. See Multicast routing and protocols
OSPF, 281-284
protection for, 125
RIP, 277-281
routing tables in. See Routing tables and rout-

ing table calculations
Routing Arbiter project, 34
Routing domains, 34
Routing Information Protocol. See RIP (Routing

Information Protocol)
Routing protocols. See Routing and routing proto-

cols
Routing tables and routing table calculations,

27-30,95-98
in BGP, 290
in extending OSPF, 136
in hierarchical MOSPF, 202-203
in IGRP, 298-299
implementing, 30-32
in IS-IS, 302
and LSA refresh traffic, 161
in MOSPF, 194-199
in OSPF, 283
in RIP, 278
size of, 121-122

RFC (Remote Procedure Call), 8
RPs (Rendezvous Points)

in PIM protocol, 180
in shared-tree protocols, 182

RRs (Route Reflectors), 293-294
RSA algorithm, 241
RSVP protocol, 13
RIP (Real-Time Transport Protocol), 174

sd tool, 174-175
Secret keys in cryptographic authentication, 237,

239-240
Security, 236

in BGP, 291
cryptographic authentication, 237-238
in IGRP, 299
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Security (continued)
improvements, 240-241
Internet worm, 68-69
in IP datagram forwarding, 13-14
in IS-IS, 302
key management, 239-240
message verification, 239
in OSPF, 46, 284
in RIP, 279
in SNMP, 257

Security protocols, 238
Self-originated LSAs, 76-77
Semantic fragmentation, 95
Sequence Number PDUs, 302
Session layer, 8
set function, 217
SetRequest packets, 255,257
Shared-tree protocols, 180,182-183
Shortest Path First (SPF) algorithm, 48, 96-97
Signatures, digital, 237, 240-241
Simple Mail Transport Protocol (SMTP), 9
Simple Network Management Protocol (SNMP),

214-218
SIN (Ships-in-the-Night) approach, 66, 300
Size

of OSPF areas, 157-158
of packets with ping tool, 248

SMDS (Switched Multi-Data Service), 105,110
SMTP (Simple Mail Transport Protocol), 9
Sniffers

for debugging, 259-262
for interoperability testing, 58
integrated with IP datagram forwarding, 14

SNMP (Simple Network Management Protocol),
214-218

SNMP MIBs, 254-257
SNMP tools, 217
snoop analyzer, 261
sockaddr structures, 277
Software sources, 151-152
Source-based multicast routing protocols,

179-181,183,309-310
Source Quench messages, 12-13
Source route tunneling option, 22
Source-specific joins and leaves, 178
Spanning trees, 94
SPF (Shortest Path First) algorithm, 48, 96-97
Split horizons

in Distance Vector protocol, 38
in IGRP, 299

Standards, IETF, 66
Static routing, 29-30
Statistics collection, 14
Steady-state forwarding behavior in MOSPF,

188-190
Strict-source route option, 11-12
Stub areas, 64,133,139-140
Subnet masks, 20-21
Subnet numbers, 20
Subnets, 19-21

as OSPF design issue, 46
in subnet model, 102-104

Subnetwork-dependent convergence functions,
101

Summary-LSAs, 284
in Database Overflow, 146
in MOSPF, 201,205
in OSPF areas, 122-125
in stub areas, 133,139

Supernets, 21
Swamp, 33
Switched Multi-Data Service (SMDS), 105,110
Synchronization

database. See Database synchronization
IGP, 296-297

Synchronized clocks, 160
SYNTAX clauses, 215
syslog facility, 232, 265

Tables, routing. See Routing tables and routing ta-
ble calculations

TCP (Transmission Control Protocol), 6, 8, 51
TCP/IP (Transmission Control Protocol/Internet

Protocol), 4-9,13,277
tcpdump network analyzer, 261
TELNET protocol, 9
TFTP (Trivial File Transport Protocol), 9
Timers, 155-156,227-228
Timestamp option, 11
Tools

finding, 245
interoperability testing, 58-60
interpretation of, 245-247
MIB-based, 257-259
mtrace, 266-271
network analyzers, 259-262
ping, 247-250
product-specific, 265-266
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protocol-specific, 263-265
SNMP MIBs, 254-257
traceroute, 250-253

Topology considerations in OSPF area bound-
aries, 157-158

IOS (Type of Service) field, 11
TOS (Type of Service) routing, 39

operation of, 137-139
as OSPF design issue, 46-47

traceroute tool, 244-245, 250-253
for interoperability testing, 58
for multicasting, 184

Tracing, product-specific, 265-266
Traffic concentration in shared-tree protocols, 180
Transit ASs, 296-297
Transit provision by ISPs, 33
Transitive attributes, 294
Transitivity assumption for broadcast subnets,

110-111
Translation of Type-7-LSAs, 143-144
Transmission Control Protocol (TCP), 6, 8, 51
Transmission Control Protocol/Internet Protocol

(TCP/IP), 4-9,13,277
Transport layer, 8
Traps in SNMP, 218, 222, 255
Trees

in Dijkstra's algorithm, 96-97
in MOSPF, 197-198
in multicast forwarding, 180

Triggered updates
in Distance Vector protocol, 38
in IGRP, 299

Trivial File Transport Protocol (TFTP), 9
Troubleshooting. See Debugging routing prob-

lems
TTL field, 10,12, 85,190, 247, 252
TTL thresholds, 185-186
Tunneling

in DVMRP multicasts, 207
in IP datagram forwarding, 12, 21-22

2-Way states, 156
Type-7-LSAs, 133,143-144
Type of Service (TOS) routing, 39

operation of, 137-139
as OSPF design issue, 46^7

Unicast IP addresses, 16
Unicast routing protocols, 275-276

BGP, 284-297
historical, 303-304
IGRP, 297-300
Integrated IS-IS, 300-303
interaction among, 305-307
with multicast routing protocols, 310
OSPF, 281-284
RIP, 277-281

Units for link-state metrics, 152-153
Universal IBGP, 297
Unnumbered point-to-point links, 155
Unreachable routers, 161-162
Update messages in BGP, 286
Upstream ISPs, 33
User Datagram Protocol (UDP), 8, 51

V

Variable-length subnet masks (VLSMs), 20
vat application, 174
Vectors in Distance Vector algorithm, 36
Verification

LSA contents, 78
message, 239

Virtual IP addresses, 15-16
Virtual links, 55

benefits of, 158
costs in, 152-153
data traffic on, 159
for OSPF areas, 127, 226
in stub areas, 133

Virtual Router Redundancy Protocol, 15
Viruses, 68-69
VLSMs (variable-length subnet masks), 20

w
wb tool, 174
Weighted hop counts, 83,96, 225
WFQ (Weighted Fair Queuing) algorithm, 13
whois command, 246-247
Wildcard multicast receivers, 201
Wiretapping, 16

u
UDP (User Datagram Protocol), 8, 51
Unicast communication, 7

X.25 subnets, 111, 140
XDR (External Data Representation) protocols, 9
XNS Routing Information protocol, 277
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